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Abstract

This work presents original algorithms for the measurement of artefacts impairing the quality
of digital video sequences. The intended use of these algorithms is the control of the restoration
processes performed on the video in advanced monitors for costumer applications.
The problem of the artefact measurement at this stage of the processing chain differs from
the assessment of quality performed in other applications. Quality assessment aimed to the
improvement of the encoding operation, for example, can be done using the original sequence
for comparison, and based on the pixel-by-pixel differences with it. Quality measurements
in intermediate stages of the transmission chain of the video, where the sequence is available
in compressed form, can employ useful information contained in the bitstream, such as the
frequency distribution of the frame content, the bitrate, the quantisation step and the error
rate, all factors related to the global quality. In the proposed application, i. e. at the monitor,
the measurements of the frame degradation must instead take place on the decoded numerical
values of the pixels of the sole altered sequence. In addition, these measurement should require
a low computational cost, so that they can be used in real time.
In the first part of this work some of the existing methods for Quality Assessment are briefly
overviewed and classified based on the chosen approach to the problems. In this overview
three main classes of methods are identified, namely the methods based on the measurement
of specific frame and video artefacts, the methods measuring the discrepancies between some
statistical properties of the pixel distribution or the sequence parameters and ideal models, and
the methods processing highly generic measures with trained classifiers. The first strategy is
deemed the most promising in the intended application, due to the good achieved results with
relatively little computation and the possibility to avoid a long and complex training phase.
The proposed algorithms are therefore based on the measurement of specific video artefacts.
A second part of the work is devoted to the identification of the main potential degradation
factors in one of the most recent encoding standard, namely H264. The main aspects of frame
degradation, namely blockiness in smooth areas and texture, edge degradation, and blurriness,
are identified, and their relationship to the encoding options is briefly examined. Based on this
brief inspection, two of the most common artefacts of the transmitted video, namely blurriness
and blockiness, are chosen for measurements estimating the picture quality degradation.
The devised algorithms integrate measures of the inter-pixel relationships determined by the
artefacts with models of human vision to quantify their subjective appearance.
For the blurriness measurement two methods are proposed, the first acting selectively on object
edges, the second uniformly on the frame surface.
In the measurement of the edge blurriness the hierarchical role of each edge is estimated,
distinguishing between the marginal edges of the detail and the edges of the main objects of
the frame. The former have reduced contrast and short length compared to the edges of the
surrounding shapes, and have little effect on the overall blurriness impression. Conversely, the
state of the latter is the main responsible of the frame quality aspect. The edge blurriness
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measure is based on the edge width and steepness, corrected with the edge length and the
activity of the surrounding scene. This measure of edge blurriness is further corrected with
a measure of the local scene clutter, accounting for the fact that in cluttered scenes the
perception of the artefact is reduced. The resulting method yields blurriness measurements in
local frame parts. The correlation of this measurements with subjective impression is evaluated
in experimental tests.
The two metrics acting uniformly on the frame measure the decrement in perceived contrast
and the lack of detail, respectively. Used together, they are effective in identifying special types
of blurriness resulting in the generation of large areas with few edges and little contrast. These
forms of blurriness generally cause a milder degradation of the perceived quality compared
to the blurriness caused by encoding. The ability to distinguish among blurriness types and
corresponding quality ranges is verified in experimental tests.
Also the artefacts resulting from block based compression are analysed with a method acting
on the sole edges and another applied to the whole frame. The edge degradation, consisting in
an unnatural geometric alteration of the main objects, was measured from the frequency and
length of straight edge fractions and the incidence of square corners. A correction procedure
is introduced in order to avoid false alarms caused by natural polygonal objects and by the
intrinsic nature of digital pictures.
The measure of the blocking artefact on the frame surface, which appears altered by an
unnatural grid, is performed with an original solution especially devised for video frames,
and aimed to detect the displacement of the synthetic block edges caused by the motion
compensation performed in video encoding. On this purpose very sensitive local blockiness
indicators are devised, and corrected with models of the human perception of discontinuities
in luminance in order to avoid false alarms. Vision models are further integrated in the
computation of a global frame blockiness measure consisting in a weighted sum of local measures
on detection points. The metric is tested with respect to its constance on subsequent frames,
robusteness to upscaling and correlation with the quality ratings produced in experiments by
a group of human observers.
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Riassunto espositivo

Questo lavoro presenta algoritmi originali per la misura di artefatti che causano un degrado
della qualità di sequenze video digitali. L’uso previsto per questi algoritmi è il controllo dei
processi di restauro compiuti sul video in monitor avanzati di uso domestico.
Il problema della misura di artefatti a questo stadio della catena di elaborazione si differenzia
dalla stima di qualità compiuta in altre applicazioni. La stima di qualità volta al miglioramento
dell’operazione di codifica, per esempio, può fare uso della sequenza originale per confronto,
ed essere basato sulle differenze rispetto ad essa, calcolate pixel per pixel. Misure di qualità
compiute in stadi intermedi della catena di trasmissione del video, dove la sequenza è disponibile
in forma compressa, possono sfruttare utili informazioni contenute nel flusso di bit compresso,
come la distribuzione in frequenza del contenuto del fotogramma, il tasso di compressione,
l’intervallo di quantizzazione ed il tasso di errore, tutti fattori legati alla qualità globale del
video. Nell’applicazione prevista, cioè al monitor, la misura del degrado dei fotogrammi deve
invece avvenire usando solo i valori decodificati dei pixel della sequenza corrotta. Inoltre questa
misura dovrebbe richiedere un basso costo computazionale, per poter avvenire in tempo reale.
Nella prima parte di questo lavoro alcuni dei metodi esistenti per la stima di qualità sono
brevemente esaminati e classificati in base al modo in cui affrontano il problema. I metodi
sono divisi in tre categorie principali, cioè i metodi fondati sulla misura di specifici artefatti
del fotogramma video, i metodi che misurano l’allontanamento di alcune proprietà statistiche
della distribuzione dei pixel o dei parametri della sequenza da particolari modelli ideali, ed i
metodi che fanno un’elaborazione di misure molto generiche con classificatori addestrati. La
prima strategia è ritenuta la più promettente nell’applicazione considerata, per i buoni risultati
ottenuti con una complessità di calcolo relativamente ridotta e la possibilità di evitare una
lunga e complessa fase di addestramento. Gli algoritmi proposti si fondano perciò sulla misura
di specifici artefatti del video.
Una seconda parte del lavoro è dedicata all’identificazione dei principali fattori di degrado
insiti nella codifica secondo uno dei più recenti standard, H264. Sono identificati i principali
aspetti del degrado del fotogramma, cioè la blocchettatura in aree piane e tessitura, degrado dei
bordi, e sfocatura, ed è brevemente esaminato il loro rapporto con le impostazioni di codifica.
Sulla base di questo breve esame, due degli artefatti più comuni nel video trasmesso, cioè la
sfocatura e la blocchettatura, sono scelti come oggetto di misure per stimare il degrado della
qualità dell’immagine.
Gli algoritmi progettati integrano misure delle relazioni fra pixel causate dagli artefatti con
modelli della percezione umana che determinano la visibilità di tali artefatti.
Per la misura di sfocatura sono presentati due metodi, il primo applicato selettivamente ai
bordi degli oggetti, il secondo uniformemente sulla superficie del fotogramma. Nella misura
della sfocatura dei bordi è stimato il ruolo gerarchico di ciascun bordo, distinguendo tra
bordi secondari del dettaglio e bordi degli oggetti principali dell’immagine. I primi hanno
contrasto ridotto e sono corti rispetto ai bordi degli oggetti nei dintorni, e hanno poco effetto
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sull’impressione di sfocatura complessiva. I secondi invece sono determinanti per la qualità del
fotogramma. La misura di qualità dei bordi si fonda sulla loro larghezza e ripidità, corretta
con la lunghezza e con l’attività della scena circostante. Questa misura di sfocatura dei bordi è
ulteriormente corretta con una misura della densità della scena, misura che tiene conto del fatto
che in scene affollate la percezione del difetto è ridotta. Il metodo complessivo fornisce misure
di sfocatura in aree locali dell’immagine. La correlazione di queste misure con l’impressione
soggettiva è valutata in test sperimentali.
Le due misure di sfocatura che agiscono uniformemente sull’immagine misurano rispettivamente
la diminuzione del contrasto percepito e la mancanza di dettaglio. Il loro uso congiunto permette
di identificare specifici tipi di sfocatura che generano grandi aree con pochi bordi e basso
contrasto. Queste forme di sfocatura generalmente causano un degrado di qualità percepita
più lieve rispetto alla sfocatura dovuta alla codifica. La capacità di distinguere fra i tipi di
sfocatura e fra i corrispondenti intervalli di qualità è verificata in prove sperimentali.
Anche gli artefatti dovuti alla compressione a blocchi sono analizzati con un metodo che agisce
sui soli bordi ed un altro applicato sull’intera superficie del fotogramma. Il degrado dei bordi,
che consiste in un’innaturale alterazione geometrica degli oggetti principali, è stimata in base
alla frequenza e alla lunghezza delle parti di bordi diritte ed alla frequenza degli angoli retti.
Una correzione è introdotta per evitare falsi allarmi causati da oggetti di forma naturalmente
poligonale e dalla natura intrinseca delle immagini digitali.
La misura dell’artefatto di blocchettatura sulla superficie del fotogramma, che appare alterato
da una griglia artificiale, è compiuta con un metodo originale specificamente studiato per
fotogrammi video, e volto a rilevare lo spostamento dei bordi artificiali dei blocchi causato dalla
compensazione del movimento compiuta nella codifica video. A questo scopo sono adottati
indicatori di blocchettatura locale molto sensibili, corretti con modelli della percezione delle
discontinuità di luminanza per evitare falsi allarmi. Modelli della percezione umana sono
anche integrati nel calcolo di una misura globale della blocchettatura del frame, calcolata come
somma pesata di misure locali sull’insieme dei punti di rilevamento. L’indice di blocchettatura
è valutato in base alla sua uniformità in fotogrammi consecutivi, alla resistenza al riscalaggio e
alla correlazione con i giudizi di qualità espressi da un gruppo di osservatori umani nelle prove
sperimentali.
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Introduction

The present work is dedicated to the study of algorithms for the automatic measurement of
the quality of the digital video sequences to be displayed by advanced monitors for consumer
applications. The growing interest in the integration of a stage for Quality Assessment within
the processing chain of the TV set is due to the need of controlling the final restoration
and enhancement operations performed on the sequences received from the decoder before
displaying. One of these operations is the contrast enhancement of the frame for the best
exploitation of the dynamic range of the screen luminance. Currently the entity of this
enhancement is regulated by parameters which are constant on the frame surface and in time,
after that they have been set in calibration. The final quality of the displayed video could be
improved if these parameters were set adaptively depending on previous estimates of the quality
of the whole frame and of its parts. In fact, although some enhancement operations as that
cited above have a usually pleasant effect on the aspect of the video, if the latter is affected by
artefacts of certain type and strength, enhancement may augment their appearance, worsening
the result in comparison with the previous output of the decoding stage.
Another operation performed within digital monitors is frame upscaling. This is a necessary
operation on video sequences with a frame resolution lower than the resolution of the screen,
i.e. almost all sequences received through current transmission channels. Upscaling has a
smoothing effect which is generally tolerable in detailed frames. However, if the original frame
has too low a resolution or is too poor in contrast, the upscaled version appears excessively
blurred. Another aspect to be considered is the alteration of the artefacts consisting in synthetic
variations of the luminance values, as noise and blockiness defined further. On one side, the
intensity of these artefacts is reduced in the smoothing action. On the other side, however,
they are made more apparent to the viewer, because they extend over a larger fraction of
the visual angle. Although the upscaling can seldom be avoided, its effect on the artefact
appearence must be considered in previous processing stages. Considering all these aspects of
the displaying operation, a detailed knowledge of the type and intensity of the main factors of
impairment appears to be quite useful.
The video signal is delivered to the monitor through many elaboration stages, each one having a
partially detrimental effect on the quality. At least three critical stages for quality degradation
can be identified. In acquisition, the electrical noise of the photoreceptive cells produces a
granular effect on the frame surface. Besides, the limitations in the acquisition time of the
sensors makes it impossible to preserve the detail of moving figures. Even if it is hardly
perceived by the human eye watching a whole video sequence, this loss of detail could disguise
further processing stages.
The second processing stage introducing a quality degradation is compression. The limits in the
storage and bandwidth resources make it necessary to reduce the information contained in the
video signal, and this can not be done at the necessary grade without affecting the quality. The
most serious compression artefact is blockiness, i.e. the fragmentation of the frame in internally
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homogeneous square blocks. In the video sequences, this artefact is perceived as an unnatural
activity internal to the homogeneous regions, producing a sort of sparkling effect. A second
degradation factor determined by compression is blurriness. This is due to the simplification of
the luminance variation which necessarily results from the reduction of information operated
in compression. Although within certain limits this is a less serious artefact in the single
frame, it has non negligible consequences on the frame sequence, because often the loss of
detail is not constant in corresponding areas of subsequent frames, and this contributes to
the aforementioned sparkling effect. Finally, an important effect of compression is the general
edge degradation. This comprehends smoothing and spreading, the artificial double contouring
known as ’ringing’, and a general jaggedness. The last two artefacts are particularly serious in
video frames and contribute to the impression of a jerky motion in the whole sequence.
The third stage responsible of the degradation of the video is transmission. In digital
transmission systems, the effect of noise on the channel is the loss of part of the packets
containing the encoded information, causing the erasure of fractions, or slices, of the frames
that can only partially be recovered.
All these factors of quality impairment are worth to be examined in the study of the problem
of video quality assessment, since the video signal can come to the same final destination,
possibly a High Definition monitor, from different sources, such as professional and consumer
cameras, and acquisition cells integrated in multiple functions devices such as lap-tops and cell
phones, and through different telecommunication systems, from the terrestrial and satellite
digital broadcasting channels to the Internet Protocol based video streaming applications,
possibly relying on different physical links. The distinction of the nature of the quality
degradation is particularly important for the intended application, namely a final enhancement
before displaying, because, as stated above, the post-processing operations intended to improve
some properties of the picture can increase the intensity or the perception of other factors of
quality degradation, so that a compromise must often be reached. The contrast enhancement
mentioned above, for example, increases the visibility of blockiness and granular noise, whereas
the smoothing operations commonly performed to reduce the two former artefacts have the
effect of increasing the blurriness. The search of an optimal solution motivates the study of the
quantitative effects of the different artefacts on the perceived global quality.
Methods for Quality Assessment are used in different parts of the complex network of video
distribution, for different purposes and under different conditions. A first application is certainly
adaptive encoding, i.e. the choice of the bitrate used to encode each spatial and temporal
fraction of a sequence depending on the effect produced by compression on its perceived
quality. In this application usually the original sequence is available for measuring the effects
of encoding, and the analysis can be performed offline on the whole video sequence, with
quite large memory and processing resources. Another use is the evaluation of stored material
for classification purposes and for a better organisation of digital archives, making the use of
the memory resources and the delivery of on-demand content more efficient. Videos with the
lowest quality levels could be compressed more to occupy a smaller memory space, or chosen for
delivery through narrow-band transmission channels. In this application the original video may
be unavailable, but the evaluation could be restricted to different versions of the same content.
A third employment is in the optimization of the encoding and transmission parameters in
a proprietary transmission system, to achieve the maximum delivered information preserving
a desired quality level. This is the case of telephone companies offering video services, and
wishing to allocate a different bitrate to different streams, depending on the video content
and on the probability of packet loss. Closely related to the former is the case of proprietary
teleconferencing service. Those devised for mobile application, in particular, compute at each
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end a lower and a higher bitrate version of the signal to be transmitted, and the latter is
chosen for decoding when the damage produced by the channel on the latter is excessive. In
such application the quality assessment must take place in real time and without reference,
but the data on the bitstream and on the channel can be used together with the results of
a quick analysis of the content to estimate the quality according formerly derived empirical
models. A final application is that intended for the present work, namely adaptive enhancement
and restoration. In this case the original sequence is obviously unavailable, but the operative
conditions depend on the stage of the video processing chain where the restoration takes place.
If it is applied after acquisition and prior to storing or broadcasting, time and computational
resources are available for the analysis, and a comparison may be possible among different
versions of the result. At the decoder Quality Assessment must take place in real time, but
it can make use of the compressed data, which sometimes facilitate the statistical estimate of
the quality degradation. In the considered case, instead, the Quality Assessment is performed
at the final stage of the processing chain, therefore both in real time and on the decoded pixel
values. Therefore, apart of being computationally as cheap as possible, the devised solution
must be aimed at the visual appearance of the alteration in the aspect of various image parts
rather than at the objective estimate of the damaging factors, such as the high compression or
the data losses.
On this purpose the Quality Assessment methods, in addition to detecting irregularities in the
structure of the frame and the sequence, consider some known properties of the Human Visual
System (HVS). These comprehend low level aspects, such as the pure visibility of alterations
on different types of content; mid-level aspects, such as the hierarchical structure of the scene
content and the different impact of their degradation, or the existence of points of the frame
particularly attracting for the human attention; and high level aspects, as the major relevance
of special objects of the scene in cognitive vision.
In this work, the chosen approach to the problem of Quality Assessment is based on the
detection and measurement of specific artefacts, and on the adjustment of the computed
measures with factors accounting for low- and mid-level aspects of vision. This approach was
preferred because it enables good estimations with a relatively little effort for adjusting the
algorithm parameters. In addition, it leads to punctual quality estimates distinguishing among
the impairing factors, which is an appreciated result in the contest of adaptive restoration,
as explained above. The considered video artefacts, namely blurriness and blockiness, were
measured in isolated frames. The study of the dynamic effect of these artefact is complicated
by different factors depending on interrelated aspects of human vision, such as the focusing of
the attention on moving content. The analysis in the time domain is therefore in its early stages
in video quality assessment, and is beyond the purpose of this work. However, the alterations
of the single frame are responsible of any loss of quality experienced observing the scene in
motion, so that the type of analysis conducted in the present study is the base of any further
estimate of the sequence quality.
In this work algorithms for the measurement of the blurring and blocking artefacts are
presented. The algorithms are suited to different forms and levels of degradation, and consider
the different perception of the artefacts affecting different visual content. The work is organised
as follows. In chapter 1 various quality assessment methods are reviewed based on the adopted
strategy, and the choice of the present work, namely measurement of specific artefacts, is
motivated in more detail. In chapter 2 the specific aspects of a modern H264 encoding standard
are examined, and the most typical artefacts generated by a compliant encoder are identified.
Chapters 3 and 4 are dedicated to the blurring and the blocking artefact respectively. After
brief overviews of the existing solutions, original algorithms are presented to estimate the

10



artefact annoyance depending on the content and the structure of the scene. The coherence of
the output of the algorithms with the subjective perception of quality is verified in tests with
human observers.
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Chapter 1

Existing methods for quality
assessment

As stated in the Introduction, Quality Assessment is employed for many different purposes,
and consequently with different accuracy requirements, computational and storage resources,
and information availability at the input. With respect to the data used to achieve the desired
evaluations of the visual content, the Quality Assessment methods can be divided in three
large groups. Full Reference (FR) methods use both the picture or video under examination
and an uncorrupted or ideal version of it. The quality of the tested image is estimated from
its dissimilarities with respect to the reference image. Reduced Reference (RR) methods derive
the quality estimate from a comparison of a reduced set of features, computed on both the
tested and the reference image. Finally, No Reference (NR) methods use only the information
related to the image or video under test, typically its final decoded pixels, but in some cases the
compressed bitstream, or some information on the performed compression or the data losses.
The methods of the first two groups can not be applied to the situation considered in the present
work, i.e. evaluation of the quality of the decoded video sequences sent to the monitor, because
at this final stage of the processing chain the video is available in its corrupted version only.
Besides, since monitors are designed independently from the other stages of the transmission
and processing chain, it could hardly be possible to devise a RR QA method, relying on partial
features, extracted and transmitted from the original video by the encoder. For this reason, in
the following overview more attention will be reserved to NR methods. A smaller group of FR
and RR methods will be examined, in order to show the best results currently achieved in QA
and to identify the most powerful instruments used in picture analysis.

1.1 Full Reference and Reduced Reference quality

assessment methods

Full Reference methods basically rely on a difference between variously processed versions of a
reference and a tested image. The simplest forms of this difference are the Mean Square Error
and its normalized logarithmic version, the Signal to Noise Ratio. Although these metrics are
widely used for their reduced complexity, they often fail to produce values in accordance to
the quality of pictures as it is experienced by human observers. This failure is due to the fact
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that they disregard the hierarchical organization of visual information in the human brain, the
possible concealment of some image features and the non linearity of the human perception
of variations in the visual content. The efforts of image QA in the last three decades have
been devoted to compensate for such shortages. Some examples of the proposed solutions are
summarized below.
In [1] a method is presented for measuring the visual fidelity of an image with respect to
a reference. Visual distortion, i.e. the perceived difference with the reference, is estimated
accounting for a low level aspect of vision, namely the existence of thresholds below which
differences in luminance are invisible, as well as for a midlevel property called global precedence,
i.e. the higher relevance and appearance of image edges in comparison to fine detail. First
the error image, i.e. the numerical difference between the reference and the tested image, is
computed and converted to luminance values using the γ function. Thereafter the contrast of
the distortions is computed, defined as the ratio between the variance of the error image and
the mean luminance value of the reference image. This computation takes place separately in
several subbands of the DWT of the error image, and in each subband the result is compared
to a detection threshold depending on the central frequency of the subband. Images whose
contrast of the distortions with respect to the original is below the threshold in every subband
are deemed indistinguishable from the original, whereas, if any of the subbands of an image
exceeds the distortion threshold, the global precedence preserving contrast is computed. The
latter is a combination of the distortions of the subbands, where a bigger weight is used for
coarse scales (low frequencies, corresponding to main edges) than for fine scales (corresponding
to detail). The final similarity metric, Visual Signal to Noise Ratio, is the ratio between the
image contrast and a function of the global precedence preserving contrast. This method
therefore computes a selective combination of local distortions based on their gravity, which is
supposed to depend on the contrast of the surrounding area and on the frequency, and resulting
relevance, of the affected content.
The authors of [2] point out some limitations of QA methods based on error sensitivity, meant
as the difference between the reference and the tested image. Although these methods try
to reproduce the real perception of the distortion by integrating many processing stages,
such as selection of the most apparent frequencies and the error normalization according to
appropriate masking models, they approach the problem with too restrictive hypotheses. In
the first place, they regard all alterations of the original, including enhancement, as quality
degradation. Besides they are affected by the excessive simplicity of their masking models
and by the correlation of error in close pixels, and they do not consider high level (cognitive)
aspects of vision. To partially overcome these defects, a QA method based on changes in
structural information is proposed. Two simple local properties, namely mean luminance and
contrast, are computed on the reference and the tested picture and are compared. In addition,
the structural similarity is estimated as the local correlation between the two images. The
results of these comparisons are combined in the final metric of image quality called SSIM
(Structural Similarity of Information Measure), which can be computed in local image areas,
yielding quality maps, as well as on the whole picture. The correlation of the metric with
judgements of human subjects is very good.
In [3] quality was measured as the loss of information of the tested image with respect to the
reference image. A Natural Scene Statistic model was used to represent the image content
as well as the distortions incurred by the tested image. Both the tested and reference image
are decomposed in wavelet subbands, and each subband in coefficient blocks. Each block was
modeled as a Gaussian Markov random field, and the distortion affecting it as a transformation
comprehending a scalar coefficient and an additive Gaussian noise. All the parameters of
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such statistical models can be estimated from empirical autocorrelations and covariances of
the distorted and reference blocks. The hypothesis is made that both the distorted and the
reference image incur the same alteration in the Human Visual System, modeled as another
additive Gaussian random field. The mutual information between the input and the output
of the modeled HVS is easily computed for both the tested and the reference image, using
results from the field of Information Theory. The final quality measure is the ratio of the
mutual informations of the two pictures, summed over all blocks and subbands. A good
property of this metric is the fact that it takes a higher value on an enhanced picture than
on the original, whereas all other metrics consider all alterations of the reference, including
a subjectively pleasing enhancement, as a quality degradation. This method is proved to be
better than several others, including SSIM, in estimating the subjectively experienced quality.
Its drawback is in the computational complexity.

1.1.1 Remarks on FR methods

The correlation of the ratings of FR assessment methods with subjectively assessed quality is
very high, often above 0.95, and this ability to yield reliable evaluations is scarcely influenced
by the nature of the impairing factors. As it will appear in the following, such performance is
superior to that of NR methods. This is due to the fact that, if a reference image is available,
only reduced effort is needed to recognize and quantify causes of quality degradation, as in
general all numerical differences with the reference cause an impression of impairment, which
is approximately increasing with the magnitude of the difference. Consequently, the analysis
operators can be entirely suited to the detection of image parts where alterations are more
disturbing, either because they are not masked by the surrounding content, or because they
affect the most relevant structures of the scene. The image alteration can just be weighted
accordingly in the computation of the global metric, with no need to regulate the interactions
among operators used to detect the impairments. Besides, with a reference, more evolved and
reliable statistical models of image alterations can be devised.

1.1.2 RR methods

Compared to FR and NR, more limited work has been devoted to the problem of RR QA. This is
probably due to the reduced possibility of realization. In fact, the possibility to extract features
from the original frames implies the availability of the frames themselves. If this is the case, the
FR approach promises better results with less effort. If it is not, neither FR nor RR methods can
be applied. The hypothesis that the encoder computes special features on the original frames
in accordance with the decoder, and sends them to the decoder together with the compressed
frames, is relatively unrealistic. Apart for the need of a robust channel for the features, if
it were possible to instruct the encoder to extract useful features for quality evaluation, then
the encoder itself would probably be able to perform the whole quality evaluation. However,
such methods could be applied when the encoder and the decoder are designed together, as
in proprietary video teleconferencing systems, and when the transmission channel is the major
factor of impairment for the received video.
An example of a RR QA method is presented in [4]. The features used to compare the
reference and the distorted picture are averages of the local stimuli received by the human
brain. These are computed by reproducing the stages of the processing performed by the HVS.
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First the stimuli for the three visual receptors are computed in each point from the three colour
components of the image, then the visibility of each stimulus is estimated through the contrast
sensitivity function. The latter is the empirical law assessing the visibility of sinusoidal signals
depending on their frequency. It is experimentally computed, at each frequency, as the inverse
of the smallest amplitude of the signal which is distinguishable from a uniform background.
The image is subsequently decomposed in many frequency and orientation subbands, and the
attenuation of the signal of each subband due to the masking action of its neighbour subbands
is computed. Finally, local features are computed from the contrast values in the surrounding
of fixed observation points in all subbands. A combination of the differences between the
set of features of the test image and that of the reference is the final quality metric. This
example shows that the information useful to perform an accurate quality estimation by means
of comparison can be condensed in a set of essential features. This possibility could be employed
when transmission or storage resources are limited.

1.2 No Reference methods

The problem of No Reference Quality Assessment arises in various systems, and at different
stages of the signal processing chain. Compared to FR methods, the proposed solutions are
more limited to specific applications and working constraints. Besides, the results achieved
so far are obviously poorer, and generally the problem is far from solved. However, in many
cases such as the one considered in the present work, these solutions are the sole that can be
applied. The methods considered in the following limited overview differ in several respects
and could be grouped accordingly. Such criteria are e.g. the evaluated material, which could
be independent pictures, single video frames or whole sequences; the cause and nature of
the quality degradation, e.g. jitter or frame erosion due to packet loss or artefacts due to
compression; the information available to the system, possibly the compressed bitstream or the
encoding parameters or the final decoded pixel values. However, the purpose of the overview is
to examine the information that can be extracted from digital pictures and the possible ways
to process it to achieve a quality estimation. The achieved notions and skills will be accounted
for when developing an original method suitable to the desired application. Therefore, the
reviewed methods will be grouped according to their strategy of approach to the problem of
quality assessment. In this classification, methods are divided in three main classes, namely the
methods detecting and measuring specific known artefacts, the methods based on training and
the methods computing global statistical evaluations. This classification is questionable and
many of the considered methods will be found to have aspects proper of more than one class.
However each class, considered as a whole, shows peculiarities that make it clearly different
from the others.

1.2.1 Methods based on the measurement of specific artefacts

The strategy proper of this class is the computation over the frame of particular operators that
are suited to the detection and measurement of specific artefacts typical of the digital pictures.
The three most relevant artefacts, namely blockiness, blurriness and ringing, are a consequence
of compression.
Blockiness is caused by the fact that, in encoding, a digital picture is decomposed in separate
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blocks, which are encoded separately, using a coarser representation for the information of higher
frequency. As a consequence, the compressed picture appears unnaturally fragmented in many
small square parts. This artefact can be automatically detected in the pixel domain, measuring
isolated and sharp increments of the interpixel difference, or in the frequency domain, detecting
spurious content in the spectrum of the picture or unnatural behaviour of its transformed
coefficients. A fundamental point in estimating the quality degradation caused by blockiness is
an adequate correction accounting for the masking effect of the natural picture content on the
visibility of the artefact.
Also blurriness is caused by losses of the high-frequency picture information. Its effect are
an unpleasantly coarse representation of detailed image parts, and an unnatural spread of the
main object edges. It must be noted that blurriness can also be generated due to movement
or defocusing in acquisition, and that in such cases a measurement of its effects on the pixel
distribution can be difficult. In addition, in some cases picture defocusing is a desired effect.
A good blurriness metric must consider all these aspects. A detailed analysis of blockiness and
blurriness measurement is the main purpose of the present work, and is the topic of chapter 3
and 4 respectively. An overview of the most important proposed solutions is also postponed to
these chapters.
Ringing, the third artefact resulting from the loss of the upper part of the image spectrum,
consists in an unnatural oscillation of the gray level values in the vicinity of the main object
edges. It is visually experienced as double contouring or a fragmented and irregular aspect of
the main borders. In the work presented in [5] it is measured as the number and magnitude of
local maxima of the grey level profile in the neighbourhood of the main edges, which must be
previously detected with the Canny algorithm. The algorithm described in [6] and [7] achieve
a considerable progress in the measurement of perceived ringing with the introduction of a
previous process of identification of the picture parts that are most subject to the artefact.
First the main borders are identified with a bilateral filter, then the surrounding smooth frame
portions are segmented by computing the gradient and dilating the area where it is below a
threshold. In these smooth areas ringing is computed as the local variance of grey levels. The
fact that the ringing measurement is limited to the smooth neighbourhoods of main edges is
the main responsible of the improvement over the existing methods.
Most of the methods of this class concentrate on a single artefact, but in some cases an attempt
is done to merge several artefact measurements in a single quality score. This is done for
example in [8], where a picture quality metric is computed from separate measures of blockiness,
blurriness and noise. A power law is used for combination.
Another method coming to a global quality measure by means of a weighted average of
different artefact measures is presented in [9], devoted to video sequences. Partial features,
namely blockiness, blurriness, temporal predictability, spatial activity, colour continuity, edge
continuity and the variability of the motion vectors are computed using existing metrics or
simple originally devised procedures. The weights used to combine the partial features into
the global quality measure for the tested sequence are chosen depending on a previous coarser
estimation of the quality of the sequence. The latter is assigned to one of four classes, namely
the class of low bitrate sequences, the classes of sequences that are sensitive to blockiness and
blurriness respectively, and a general class for the remaining sequences. A different set of
weighting factors for the partial features is used for each class of sequences. The appropriate
class for a sequence is determined by encoding it at a low bitrate, and comparing the values of
the partial features of this low compressed version with the average values of a set of training
sequences. The low bitrate version is also used to compute an offset summed to the combination
of the partial features producing the final quality measure. This method is one of the first
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estimates of the global quality of a sequence as the effect of several different artefacts, which
are separately measured employing their special properties. An essential finding is the fact that
the dominating artefacts are different in different quality ranges, so that the set of the artefacts
weighting factors must vary accordingly. The achieved correlation of the quality estimates
with the subjective ratings is 0.8. quite good for a NR method. However the result were
obtained using a different training set for each tested sequence, which is quite unrealistic. More
important, a practical realization of the method could only be possible with high processing
and memory resources, therefore excluding the real time analysis for restoration purposes at the
monitor, i.e. the case addressed in the present work. In fact, in the first place the quality score
is derived from a complex average of features over the whole sequence, which must therefore be
entirely stored for analysis. Secondarily, both the choice of the parameters and the offset to the
final quality measure depend on the analysis of the low bitrate sequence, whose computation
requires time and processing resources unavailable in real time applications.
The fact that methods of this group are suited to particular artefacts of a certain nature is
of course their limit. However, this is not a too serious one, because experience shows that
in many cases a single artefact, varying in dependence of the performed encoding, dominates
the frame and is the main responsible of its quality. In addition, this limit is compensated by
several advantages. In the first place, the greater accurateness determined by the employment
of the typical artefact characteristics. Secondarily, the notion of the position and nature of the
artefacts, useful for restoration purposes.

1.2.2 Training based methods

The methods of this class compute a quality measure of a picture or video by extracting many
general features and processing them with an operator generally called classifier. The latter is a
complex function, sometimes composed of simple interconnected nodes, and always regulated by
a set of parameters, which must be appropriately set in order to achieve a good correspondence
between the function output and the actual quality of the tested frames or video. This setting
of the parameters is done in a training phase, during which the classifier is presented a usually
large set of frames whose quality is known, and the space of the parameters is searched for the
point which minimizes the difference between the real quality of the frames and the outputs of
the classifier.
A typical example of this class is the method presented in [10]. From a set of training pictures
two classes are formed, as separate as possible, one containing high quality pictures and the
other bad quality pictures. Each picture is decomposed in small blocks of size 3 × 3, each
block is used as training example, and the feature vector of each example is merely formed by
the grey values of the pixels in the block, without any previous processing. A new set with
fewer features is computed by means of a Principal Components Analysis of the two covariance
matrices of the feature vectors in the high and low quality class. The reduced set of features is
then fed to a Bayesan classifier, yielding the quality figure of each example as a ratio between
the conditional probabilities of the example to belong to each of the two quality classes, given
its feature vector. The conditional probability distribution is assumed to be Gaussian, and
its parameters, i.e. mean and variance, are estimated in the training process with maximum
likelihood. After the parameters have been determined, the quality of each tested image can be
computed as the average of the quality figures of all its blocks. The experimental test assessed
a high correlation (0.92) of the quality estimates of the method with subjective quality ratings.
However, no clear indication was given on the quality distribution of the pictures contained in
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the test and the training set.
Another method performing quality evaluation with a trained function acting on simple features
is proposed in [11]. It is intended to estimate the quality of video transmitted through Wi Fi
LAN and UMTS networks. Therefore, some of the considered features are proper of the content,
namely the Content Type (distinguished in three degrees of motion speed) and the Source Bit
Rate, other depend on the transmission channels, namely the Link Bandwidth and Packet
Error Rate. These features are combined with a complex neural network with several stages.
In the first stage, a fuzzy membership function quantifies how much each feature belongs to
each of several classes. The results of this computation are further processed by several linear
and rational operators, whose parameters are assigned in the training process. The effects
of the channel on the transmitted sequence, namely, the effects of bandwidth reduction and
packet loss, are simulated in training and testing for the two considered transmission networks,
WLAN and UMTS. The sequences used for training and testing were assigned subjective scores
derived with both a predefined conversion of PSNR to human judgements and actual ratings
of human observers. Although trained with sequences derived from a relatively low number of
different originals, the neural network computes quality estimations which are well correlated
with subjective ratings. This is therefore an example of the power of an appropriately designed
trained system to predict quality from a relatively small set of simple features. It must be
remarked, however, that the values of the features used by this method are not available in the
intended application.
The method presented in [12] computes an estimate of the global quality of an image
as a weighted non-linear combination of local features, computed on small image blocks.
These features are generic metrics in the field of statistics (covariance), signal processing
(autocorrelation, energy) and information theory (entropy), and are computed on the co-
occurrence matrix of the local blocks. Each element of this matrix is the number of couples of
pixels which have grey levels corresponding to the indices of the element and are located in a
predefined mutual position. The most relevant features are selected with the algebraic procedure
of principal component analysis of the feature space, followed by thresholding operations based
on correlation criteria. The selected features are used as inputs to several non linear neural
networks, each one processing a subset of the features and trained on a set of pictures previously
evaluated by human observers. The global quality evaluation is the average of the outputs of
these networks. The correlation of the proposed metric with subjective evaluations on a set of
test images is quite high, above 0.9. However this result was achieved with the cross-validation
testing procedure, consisting in the subsequent partition of the same large set of pictures in a
small set used for testing and a larger one used for training, until all pictures in the set have
been tested. Such a testing method does not provide a completely reliable evaluation of the
performance of the method in real conditions, because the set of training pictures varies during
the test, whereas in a real application the neural network should be trained in advance, and
after that its weights can not be changed. This method was described in such a detail to remark
the difficult aspects of this approach to quality assessment. The difficulty is in the choice of
appropriate features, of a good function combining them and of an effective training method.
The last two scopes require a broad comparison of training algorithms.

1.2.3 Methods based on global statistics

Generally considered, the methods in this class compute local and usually simple measures
and subsequently make an average of them over the whole tested frame or video sequence.
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They assume a model for the response of high quality frames or sequences and measure the
deviations from this model. This abstract and vague definition is an attempt of capturing the
common aspects of many methods that are not completely affine with any of the methods in
either of the two former classes. The introduction of this class is objectionable, as it is not
clearly separated from the former two. On one side, in fact, also most of the methods detecting
specific artefacts compute global averages of local measures. On the other side, in many of the
methods assigned to this third class training is a necessary aspect. However, it must be noted
that the measurements performed by this class of methods are quite generic and can not be
easily referred to a specific artefact. Besides, even when they rely on a training phase, these
works concentrate on the extraction of suitable global features fed to the classifier rather than
on the design of the classifier itself. Under this respect they differ from methods in the second
class.
A first method that could reasonably be assigned to this class is described in [13]. A metric
of picture quality is computed from three features, averaged over the whole frame area. The
first feature is blockiness, computed as the difference between pixels couples located on a
8 × 8 blocking grid. The second is activity, i.e. the average inter-pixel difference in off-grid
positions. The third feature is zero-crossing rate, i.e. the frequency of sign changes in inter-
pixel difference along rows and columns. These features are separately computed in vertical and
horizontal direction, and the average of each is taken. This is done on each of the three colour
components of the picture. All the finally obtained features are combined with power laws,
whose numerous parameters, namely the exponents and multiplication coefficients, are assigned
by means of training on a large image set. The work considers compression artefacts, which
are very different in JPEG and JPEG2000 images. Therefore, the method is trained separately
on two sets of pictures, each set produced with a different encoder, and two distinct sets of
parameters are obtained. A procedure, based on the ranges where the features are located, is
devised to recognize which of the two encoding processes produced the tested pictures, and to
assign the corresponding set of parameters for evaluation. The experiments measured a high
correlation (>0.9) of the evaluations of the method with subjective scores. It must be remarked
that two of the three features are highly generic, i.e. not suited to a specific artefact. Their
global average over the whole frame and the training process made them suitable to correctly
respond to quality variations caused by different factors. The drawback of the method is in
its large number of parameters, which must be assigned with an elaborate training on a large
image set. Whereas this training has been performed on still pictures, the derived parameters
are unlikely to be suitable to video frames. In fact, the optimal parameter choice has been found
to be highly dependent on the encoding process, and the distribution and relative annoyance
of different types of artefacts is quite different on still pictures and on video frames.
In [14] a method was proposed to estimate the quality degradation due to wavelet based
compression. The distribution of the subband coefficients of the tested image is inspected,
assessing the deviations from the expected distribution of an uncorrupted image. The model
for such an ideal distribution, called Natural Scene Statistic, postulates a linear relationship
among neighbouring subband coefficients. Using this relationship a prediction can be computed
for each coefficient from its neighbours. A content dependent threshold is assigned to each
subband, and each coefficient and the prediction of it are labelled as ’significant’ if they are
greater than the threshold of their subband. The fraction of the couples coefficient-prediction,
whose components are both significant, is used as input to a weighted non linear function
computing a partial quality estimate for the subband. The final quality metric of the picture is
a linear combination of the partial subband measures, involving several levels and orientations.
The thresholds for the subband coefficients, the nonlinear functions used to compute the partial
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quality measures from the fraction of significant coefficients, as well as the weights for the linear
combination yielding the final quality are determined in a training phase. The correlation
between the quality estimates produced by the method and the subjective ratings is as high as
0.91. However the training process is complex, as it involves many parameters. Besides, the
application of the method is restricted to images degraded by wavelet based compression.
Another method estimating the image quality from the statistical distribution of image features
is presented in [15]. The image under test is subdivided in small square partially overlapping
patches, and in each patch a set of features depending on the distribution of the grey values
is extracted. The vector formed by the feature values is quantised in a word. The set of
possible words was formed by clustering in the space of features with the criterion of the
euclidean distance. From the empirical probability distribution of the words in the image, the
probability distribution, or loadings, of the image topics is computed. The topics are image
aspects that are deemed to be closely related to quality, and are therefore also called Latent
Quality Factors. In a training phase, topics were empirically defined as subsets of patches
extracted from the set of the training images. The patches in each topic subset have similar
qualitative distortions. For example, a topic is found to comprehend blocky patches, another
noisy patches, a third blurry ones. In the training phase, the topics were formed as the subsets
with probability distribution that gives the best representation of the empirical distribution
of the words in the set of images. More precisely, the best expression for the probabilities of
the words conditioned to the possible topics was found. In the evaluation of a new image,
the distribution of the topics is computed as that which, with the conditional probabilities
estimated in training, yielded the probability distribution of the words which best resembles
the distribution empirically measured. The distribution of the topics in the tested image is
compared to the known distributions of unaltered images of the training sets. The final quality
measure is the scalar product of the topic distribution in the tested image and the average of
the distributions in the training images.
In [16] a very effective although highly complex method was presented to estimate the image
degradation from special features derived from the distribution of the transform coefficients.
The image under test is processed with the steerable pyramid transform at two scales and six
orientations, obtaining coefficients of twelve different bands. The coefficients are assumed to
follow a Gaussian Scale Mixture model, i.e. to be the product of a Gaussian vector with a scalar
random variable. Each coefficient of the transformed images is corrected with the contrast-gain-
control, consisting in a normalisation with a linear combination of neighbour coefficients in the
same band and in other bands close in scale and orientation. This normalisation, computed
with the covariance matrix of the model, has the purpose of taking into account the effects of
the content in the perception of quality. Features are then computed modeling the distribution
of the coefficients in the same band and their correlations across bands. A first set of features
is formed by the parameters of the Generalised Gaussian model for the distribution of the
magnitude of the coefficients of each of the 12 bands. A second set is formed by the parameters
of the distribution in bands of the same orientations, and different scales. A third set of features
measures the correlation of the coefficients of each band with those of its high-pass version,
obtained with the steerable pyramid transform. A fourth set of features measures the spatial
correlation between neighbours in the different bands. Finally, a fifth set of features is derived
from the correlations of the coefficients in bands of the same scale and different orientations.
This large set of features is used as input to a classifier and a module for artefact quantification.
The former is trained to distinguish different distortion types (JPEG, JPEG2000 compression,
noise, blur), and yields a probability for the image to be affected by each of the types. The latter
was trained separately on sets of images interested by different (known) degrees of the same
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distortion, and quantifies each type of distortion with a value in the range of the training set.
The sum of the measures of all distortion types weighted by the respective type probabilities
is the quality estimate for the tested image.
Also the method presented in [17] is based on the probability distribution of some transform
coefficients. In this work a description based on curvelet is used for the first time in Quality
Assessment. The curvelet transform is obtained by convolution with kernels with elliptical
shapes, varying in scale and orientations. The used Image Characteristics are computed from
the distribution of the curvelet coefficients. The probability distribution of the logarithm of
the module of the transform coefficients of different orientations of the same scale is computed,
and the Image Characteristics (IC) are the point of maximum (coefficient magnitude) and the
maximum (probability) of this distribution. The ICs are computed at the three finest scales
of the transform. The IC based on curvelets are effective in quantifying noise and blur. To
achieve a good estimation of other distortion types, IC based on the wavelet and the DCT
transform were used in addition. As opposed to the formerly reviewed method [16], this work
assumes that the type of the distortion is known, and use a different transform depending
on it. The quality degradation is estimated as the Filter Level (FL), i.e. the characteristic
parameter of the operator causing the degradation. This FL is computed as a weighted sum of
the FLs of a set of reference images whose degradation is known. The weights of this sum are
exponentially decreasing functions of the distance between the tested image and the images of
known degradation in the space of the ICs. The parameters of the exponential functions used
to compute the weights are assigned in a training phase. The subjective scores can be used
instead of the FLs as measures for the reference images.
In [18] a method for estimating the quality of web video is presented. The strategy used
to achieve the final quality estimate has aspects typical of all three classes of the proposed
classification for quality assessment methods. In fact, it is based on a set of features combined
by a classifier, which is trained on two classes of ’good quality’ and ’bad quality’ videos.
However, as opposed to the considered methods based on training, the part of major complexity
of the method, determining its discrimination ability, is in the feature computation. These
can be divided in two sets. In the first set, called set of ’spatio-temporal’ features, are
estimations of specific artefacts, as those performed by methods in the first class in the
proposed cathegorization. Part of these estimations are computed within a single frames,
such as measures of blockiness and blurriness, based on existing methods in the literature, and
autonomously developed measures of dynamic range and contrast. Temporal features, namely
measures of unstableness and jerkiness, instead involve several consecutive frames. The second
set of features characterizes the editing style of the video, and comprehends measures of the
black sides of the frames and several statistical estimates of the distribution of the lengths of
the ’video shots’, meant as parts of the sequence with the same content. This second set of
statistical features is not inherently related to an experience of good or bad quality, but can be
effectively used by the trained classifier to make correct decisions. The quality discrimination
ability of this method is more modest than that of the other quality assessment methods, as
its quality estimate is a mere probability of the video to belong to one of two classes of ’good’
and ’bad’ quality videos, and was validated with subjective tests using a coarse three level
judgement scale. However its application field is quite new. This method is in fact one of the
first assessing the video quality with such a rich set of features, part of which are related to
specific artefacts, other to generic statistics, and is the first to be specifically suited to the large
set of web videos.
In [19] a method relating the quality of a video to the compression bitrate and the probability
of packet loss of the transmission channel is described. The first purpose, i.e. estimating
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the relationship of the encoding bitrate with the video quality, was achieved by considering
several original sequences of different content, encoding each one at several different bitrates,
and estimating the quality of each encoded result as the average of the SSIM metric proposed
in [2] over all the sequence frames. The dependence of the estimated quality from the bitrate
was modeled as a different logarithmic function for each sequence content, identified by a
specific set of parameters. The achieved set of functions can be used to estimate the effect
of compression on the output quality before the encoding. Just one low bitrate compression
and quality estimation of the unknown sequence is needed to choose the most fitting function
of the model. This function yields an estimate of the quality of the output sequence at any
bitrate. The second purpose, i.e. relating the probability of packet loss to the quality of the
received sequence, is achieved with the estimation of the fraction of lost frames in the whole
sequence. This estimation is computed assuming that the loss of a packet causes the loss of the
corresponding frame, and summing the overall loss probability over all frames of different types,
considering their interdependencies. Since the quantities used for quality estimation are generic
parameters and are not inherently related to specific artefacts, this method was inserted among
those based on statistic. In fact, it makes use of general models estimated on a large video set
and on an a priori estimated probability of frame loss. This work provides a good example of
the information that can be deduced on the quality of a video from simple quantities, averaged
over the sequence. However, it can not be applied to quality assessment at the receiver, since
the original sequence is unavailable for low bitrate compression, and the probability of packet
loss as well as the frame types of the sequence are unknown.
A much simpler algorithm relating some encoding parameters to the final video quality of an
H264 compressed sequence is described in [20]. The final quality estimate is a parametrized
function of the encoding bitrate, the averaged quantisation factor for the transformed
coefficients and the probability that the parameter controlling the strength of the deblocking
in-loop filter assumes each of its four possible values. The latter quantities are computed as the
frequencies of each value over a set of 300 frames. The weights used in the final combination
of the values of these encoding options are derived computing a linear regression over a set of
sequences that were subjectively evaluated in advance. Although this method makes no deep
analysis of the sequence, its simplicity is appealing. It is not suitable to the desired application,
since the encoding parameters are unknown to the receiver. However, since their transmission
would be very cheap, it is worth consideration for those proprietary transmission protocols
where additional communications between encoder and decoder is foreseen.
Another method based on the distribution of generic, i.e. non artefact related quantities, in a
video sequence is described in [21]. A transformation of the colour space is computed on each
frame, and each component is decomposed in small blocks. Each block is processed with several
Gabor kernels having different frequency and orientation. The number of significant blocks,
i.e. those for which the kernels yield a response above a predefined threshold, is computed, and
compared to the number of another frame of the sequence, used as reference. If the difference
is above a threshold, the tested frame is deemed to be corrupted. The reference chosen for each
group of frames is the first following a sharp content transition, i.e. having a low correlation with
its predecessor in the sequence. This method performs a mere detection of lower quality rather
than a proper quality estimation. Besides, it relies on the assumption that quality degradation
is a sporadic phenomenon which does not affect some specific, easily detectable frames. For
certain types of artefacts, mainly those resulting from noise with particular statistics, this
assumption is reasonable and the method provides useful information to the decoder.
The success of this strategy depends on the definition of suitable global metrics, and of a
reliable model for their ideal behaviour. This is not always easy, and consequently objectives
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and results are more modest, although in some cases they provide a estimate of the punctual
and global quality of video sequences. Moreover, modeling the frame quality with uniform
statistical measurements may not be appropriate, if dominant artefacts are concentrated in
specific frame parts.

1.2.4 Final considerations on No Reference QA methods and
motivation of the chosen strategy

The reviewed methods were not tested on the considered application, namely quality assessment
of compressed video sequences after decoding. Therefore no considerations can be made on
the actual effectiveness of each method and strategy. Instead, the achieved results of the
methods can be examined accounting for the different operating constraints, purposes and
testing conditions. From this exam some elements can be obtained for a personal choice of the
strategy which is apparently the most promising for further development. The properties of
each class can be summarized as follows. Methods based on training seem the most powerful in
precision of the ratings and robustness to variations in type of artefacts and content. However,
their design requires an appropriate choice of the basic features of the picture and of a well
structured classification function. Besides, a large and various training set is fundamental.
From the description of the testing conditions of most methods, it appears that the artefacts
affecting the training pictures must be very similar to those experienced in the final application.
This condition could be hardly verified in the practical case of video evaluation, because
the artefacts are heavily dependent on the used encoder and the encoding settings, and the
creation of a training set of subjectively evaluated frames covering all possible degradation
would be a very complex and time demanding task. Also in methods based on global statistical
measurements the choice of appropriate metrics and statistical models is crucial. Generally,
the use of these models is based on the hypothesis that the aspect of the frame or sequence
is homogeneous, with a uniform good quality or uniformly distributed degradation. In many
cases, on the contrary, artefacts are highly localized. In order to compensate for the reduced
discrimination performance of the global indicators, very often training is necessary, with the
problems mentioned above. When it is not used, only partial results are achieved, such as the
detection of isolated drops in quality. For these reasons, the approach strategy of the first class
of methods was preferred in this work. Methods using this strategy, namely the detection and
quantification of specific artefacts of known aspect, have a more limited action, but in exchange
are far more accurate in the quality ratings. The limitations caused by their exclusive response
to specific artefacts in many cases are not very relevant, because the quality of a video frames is
mostly determined by not more than two prevailing artefacts, which are typical of the encoding
settings of the sequence. Besides, the ability to recognize and quantify specific artefacts is
useful to steer eventual restoration attempts. In the next chapter, these typical compression
artefacts are examined in the sequences encoded according to the H264 compression standard,
and their dependence from the settings of a possible encoder are studied. In the following
two chapters, original methods are proposed to quantify two of the most relevant compression
artefacts, namely blurriness and blockiness.
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Chapter 2

Special properties and effects of H264
encoding

2.1 Special aspects of the H264 standard

This section is not aimed at a complete description of the H264 encoding standard, which is not
essential to the present work. It is rather a quick overview of the peculiarities of the standard
with respect to the former ones, and an inspection of the different encoding procedures which
may be used in various zones of the frame. This description is based on the overview given in
[22].
In H264 encoding, each picture is partitioned in square areas with 16 pixel edges called
macroblocks. Macroblocks are the fundamental components used for encoding. In fact, as
opposed to former standards, where all the pixels of a frame incurred in similar operations
proper of the frame type, in H264 the most suitable encoding type can be chosen for each
macroblock. As the whole frames in the former standards, macroblocks can be encoded using
intra frame prediction (type I) or inter frame prediction. The latter can be based on one (type
P) or two (type B) reference signals computed from macroblocks of formerly encoded frames.
Frames are distinguished in types ’I’ , ’P’ or ’B’ depending on the presence of macroblocks of
the corresponding type.
In intra prediction, the macroblocks are decomposed in smaller blocks. The content of each
block is encoded using adjacent pixels in the same frame as reference. Several modes of intra
prediction can be used, differing in the size of the separately encoded blocks, in the position of
the pixels used for reference and in the processing performed on them. The nine 4× 4 modes,
devised for detailed parts of the frame, are used on small blocks of edge 4. They differ in the
direction along which the neighbouring pixels are translated for prediction. In Intra 4×4 vertical
mode, for example, the pixels above the encoded block are used as reference. The characterizing
directions of other modes are e.g. horizontal, diagonal down-left, horizontal-down. The last
Intra 4× 4 prediction mode is DC mode, where the reference values for the pixels of the block
are computed as averages of adjacent pixels. Intra 16 × 16 prediction modes, used for more
uniform parts of the frame, are based on the same principle of the former modes, and differ
from them in the dimension of the encoding block, which in this case coincides with the whole
16×16 macroblock, and in the fact that the prediction regions are translated from fewer possible
directions and can be processed in fewer different ways. A last I-type encoding mode is I-PCM,
used to represent very irregular frame content, and allowing the direct transmission of pixel
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values without prediction.
In inter-frame prediction, macroblocks are encoded using the values of pixels in corresponding
zones of previous or subsequent frames. P-prediction types differ in the partition of the
predicted macroblocks. The blocks resulting from this partition can be of size 16× 16, 16× 8,
8× 16 or 8× 8. When it is convenient, blocks of size 8× 8 can be further partitioned in smaller
8 × 4, 4 × 8 or 4 × 4 sub-blocks. For each of such predicted blocks, the corresponding area of
the same size in a formerly encoded reference frame is found, and the difference between the
block and the reference area, called the prediction error, is encoded. The displacement between
the predicted block and the prediction area, i.e. the motion vector, completes the encoded
information.
The motion vector can be estimated with a precision up to a quarter of sample. The luminance
values in inter-pixel positions are estimated by means of interpolation with linear filters.
A novelty of H264 in inter-predictive coding is multi-picture prediction, i.e. the possibility
to use zones in more than one reference frame to compute the residual error of the encoded
macroblock. A special set of reference frames can be chosen for each of the blocks resulting from
the macroblock partition. Macroblocks encoded with inter-prediction of type B differentiate
from P type macroblocks in the fact that two sets of reference frames are used for prediction.
The two sets of frames are called list 0 and list 1. The frames of the first set precede the frame
of the encoded block, and the frames of the second follow it. For P type macroblock encoding,
instead, only former frames are used. The signal used for reference is a motion compensated
weighted average of the corresponding zones of the frames of the prediction list. Differentiating
from the previous standards, H264 allows B-predicted macroblocks to be used for reference in
the predictive encoding of other macroblocks.
Intra-predicted macroblocks and residual errors resulting from inter-frame prediction are
decomposed in smaller 4×4 macroblocks and transformed with a 4×4 Hadamard transform. In
uniform areas where I-16×16 prediction is used, the DC components of a group of four adjacent
blocks are processed with a further 4 × 4 transform. The advantage of Hadamard transform
with respect to the DCT transform used in former standards is in the integer nature of the
involved operations, which produce non fractional values that can be encoded using shorter
words. On the other side, the point of strength of the DCT, i.e. its better exploitation of the
correlation, is less essential, because after the more accurate inter and intra frame prediction
of H264 the residual correlation is lower.
This block based transform causes the so called blocking artefact, consisting in artificial
discontinuities separating the transformed blocks. In order to reduce these discontinuities,
macroblocks to be used as reference in inter-prediction are first processed with an in-loop
deblocking filter. Since the location of such transformed blocks is known at the encoder, the
filtering action is precise and effective. However, sometimes it has the drawback of blurring the
frame content. To partially avoid this, upper thresholds are imposed to the differences between
pixels which are to be filtered. A different threshold is used for pixels internal to the blocks
and at the border. Inter-pixel discontinuities above the thresholds are deemed to be edges of
the natural content and are not filtered.
A final distinctive aspect characterizing the content-adaptive encoding procedure of H264 is the
slice partitioning. A group of macroblocks which are processed in a raster fashion forms a picture
fraction called slice. As for frames, a slice belongs to type I if all contained macroblocks are
encoded with intra prediction, and to type P or B if it contains macroblocks of the corresponding
type. Slices are independent fractions of the frame, meaning that all contained macroblocks
can be encoded without using other macroblocks of the frame. A special encoding option called
Flexible Macroblocks Ordering enables to map a set of macroblocks into a slice group, a frame
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fraction which can be adapted to a distinct region of interest of the content, enabling a grouped
encoding of correlated macroblocks.
In summary, the following aspects of H264 encoding have an effect in the generation of irregular
and therefore hardly detectable artefacts:

• Intra-frame prediction from neighbouring regions of different size and position

• Adaptive decomposition of macroblocks in smaller blocks of different size for inter-frame
prediction

• Use of multiple frames for inter-prediction

• Content adaptive transform

• Content adaptive macroblock partitioning

These peculiar aspects of the encoding procedure concur in determining the major complexity of
the video compression artefacts, especially blockiness, in comparison to artefacts affecting still
pictures. In the next section some practical examples of encoding are performed with x264,
a common encoder conforming to the H264 standard, and the influence of various encoding
settings on the quality of the results is briefly examined.

2.2 x264 encoding

The H264 standard sets the required properties of the encoded bitstream and the decoding
rules, whereas the encoder is free to devise the strategy to achieve the best video quality at the
desired bitrate, provided that the encoded output is H264 compatible. Therefore it must be
remarked that some of the encoding options mentioned in the following are related to particular
methods proper of the x264 encoder, rather than to the structure of the encoded sequence.
Several encoding of a test sequence were performed using different sets of values for the encoding
options. These sets, proposed in a web site of video amateurs [23], but used also by professional
TV equipment makers, are commonly called encoding profiles.
With a coarse classification based on the product of the encoding, the profiles can be subdivided
into four categories.

2.2.1 Simple and low-bitrate encodings

The profiles of the first class, namely:

• 1P-Intermediate

• PD-iPod

result in the cheapest encoding in terms of output bitrate and computations. The bitrate is
very low (600 kbps in the example), or the encoding is performed in one pass, i.e. without the
first analysis of the sequence, usually employed to adaptively assign the number of the encoding
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(a) (b)

Figure 2.1: Details of frames resulting from the cheapest encodings. (a): 1P-Intermediate (b):
PD-iPod

bits to each frame depending on the content. The resulting output sequence can be subjectively
evaluated as ’poor’, since it is affected by serious artefacts such as macroscopic alterations of
the main shapes, heavy edge jaggedness and blockiness and blurriness in the internal parts
of the objects. An example is given in Fig. 2.1. These artefacts are mainly due to coarse
quantisation, suppression of details and generation of uniform encoding blocks, that are also
rigidly displaced in decoding by motion compensation, producing jagged edges.

2.2.2 Encodings with intermediate complexity and bitrate

The profiles of this class are:

• CE-Baseline

• AE-Standard

This second class of profiles performs slightly more complex encodings. The output bitrate is
never reduced below a lower limit (1000 kbps in the example), and the sequence is processed in
two passes, enabling an adaptation of the frame bitrate to the content. The resulting sequences
can be judged as ’fair’. An example is given in Fig. 2.2. The shapes are globally well preserved,
but a certain degree of blurriness affects textured parts as well as the object edges. The latter
are also affected by jaggedness. Finally, a mild blockiness appears in smooth frame parts,
producing a slight flashing effect on the sequence observed in motion.
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(a) (b)

Figure 2.2: Details of frames resulting from encodings of intermediate complexity and medium
bitrate. (a): CE-Baseline (b): AE-Standard

2.2.3 Encodings with high complexity and intermediate bitrate

The encoding profiles of the third class, comprehending

• DXVA-SD-HQ

• HQ-Slower (High Quality)

use a bitrate comparable to that of the former class, but more evolved inter-frame prediction
methods. All options corresponding to more accurate prediction methods were enabled. These
include the encoding of macroblocks with multiple reference, a large fraction of ’B’ frames
(frames containing macroblocks encoded with bi-directional prediction), the possible use of ’B’
frames as reference (B-pyramid) and the most accurate motion estimation strategies. The latter
include in particular a very high subpixel precision and a computation of the motion vectors
using a former as well as a subsequent frame of the sequence. This results in a great reduction
of the edge degradation and in a better preservation of details, as it can be seen in the example
of Fig. 2.3. Sequences of this class can therefore be rated as ’good’.

2.2.4 Encodings with high complexity and high bitrate

The encoding profiles of the fourth class are

• CQ-ASP Q2 equiv (Constant Quantisation)

• SA-Blue Ray
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(a) (b)

Figure 2.3: Details of frames resulting from encodings of high complexity and medium bitrate.
(a):DXVA (b):High Quality

(a) (b)

Figure 2.4: Details of frames resulting from encodings of high complexity and very high bitrate.
(a): Constant Quantisation (b): Blue Ray
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The corresponding encodings were performed using high complexity inter-frame prediction
methods as in the encodings of the former class, but setting the bitrate at a very high value,
or letting it grow as high as necessary to use a very fine quantisation of the transformed
coefficients. The availability of such a high bitrate results in a high fidelity in the encoding
of the macroblocks, so that no unnatural inter-block discontinuities are generated and the
deblocking filter can be disabled, increasing the sharpness of the frame. The quality level of
the encoded sequences can be rated as ’excellent’. Examples are given in Fig. 2.4. These
sequences are nearly indistinguishable from the original. Only a very deep inspection reveals a
slight degradation of the finest details.

2.2.5 Relationship between encoding options and quality
impairement

A rough correspondence of the encoding options with the main experienced artefacts is
synthesized in Tab.2.1. Each artefact is reported in a row of the table. Artefacts are reported
in different columns, with increasing gravity from left to right. The row of each encoding option
reports the ranges of values determining the different artefacts. In the case of options that can
be simply enabled or disabled, an ’x’ in a column indicates that disabling the option causes the
corresponding artefact.
The ’bitrate’ option is given in kbit/s. The reported quantities are referred to a sequence of
frames of size 1920×1080, displayed at 25 frames/s. The quantity set by the user is the average
bitrate, whereas, if the ’frame adaptable bitrate’ option is enabled, the number of bits used for
each frame is chosen depending on the frame content.
The option ’Number of ’B’ frames in a GOP’ is the number of frames containing macroblocks
of type B in the same Group of Pictures. A GOP is a set of independently decodable frames
in the sequence.
The ’number of reference frames’ is the maximum number of frames used for predicting a
macroblock in the inter-frame prediction.
With the ’Deblocking filter’ option the upper limit for the inter-block discontinuity that is
smoothed with the filter is assigned.
’Bidirectional motion estimation’ is a method to compute the motion of a reference zone as the
average of its motions with respect to a previous and a subsequent frame.
The precision of the ’subpixel motion estimation’ can be set in a scale from 1 to 6.
The reported artefacts, all inherently determined by blockiness and blurriness, were classified
according to their seriousness.
The term ’texture blur’ indicates a loss of the finest texture details with no alteration of the
main shapes, whereas ’detail loss due to blockiness’ is the presence of uniform square blocks in
originally textured frame parts.
’Jagged edges’ are object borders appearing interrupted as if they were composed by many
straight parts, which coincide with the borders of the encoding blocks.
’Blockiness in smooth areas’ consists in artificial orthogonal edges on a smooth background.
This artefact occurs for coarser encodings with respect to blockiness in texture, and causes an
impression of a much worse quality degradation. ’Heavy background blur’ is the almost total
suppression of detail in the background, which is reproduced as a uniform area.
In summary, it can be noted that the bitrate range is the quantity with the greatest influence

on the classified artefacts, as it could be expected, since it is closely related to the quantisation
of the coefficients and therefore to the representation of the details. However it can be noted
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Table 2.1: Dependence of the main frame artefacts on the encoding options
Texture Blockiness Jagged Blockiness Shape Heavy

Blur Detail loss Edges in smooth Alterations Background
areas blur

Bitrate < 8000 < 600 < 600 < 8000 < 600 < 600
Frame x x x x x x

adaptable
bitrate

# B frames < 16 < 3 < 3 < 3
per GOP

# Reference < 5 < 5 < 5 < 5 < 3
Frames (and bitrate (and bitrate (and bitrate (and bitrate

< 8000) < 8000) < 8000) < 8000)
Deblocking ≥ 0 ≥ 0

Filter
’beta’

parameter
Multiple x x x x x x

pass
Encoding

B-Pyramid x x x x
(and bitrate (and bitrate (and bitrate
< 8000) < 8000) < 8000)

bi-directional x x x x
Motion

Estimation
Rate-

Distortion
Optimization x x x x
for B-Frames

Subpixel < 6 < 6 < 6 < 6
Motion

Estimation
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that, if the bitrate is not excessively low (>800 kb/s for sequences with frame size and frame
rate as the one considered) the most complex encoding methods, in particular the methods
exploiting the similarities in close frames for inter-predictive coding, are successful in avoiding
moderately annoying artefacts such as blockiness in textured and smooth areas and edge
jaggedness. Since it is unlikely for the encoding bitrate to be reduced below the actual needs,
especially in applications with a high expectation, the relatively mild artefacts, corresponding
to intermediate bitrate and mainly determined by the strategy used by the encoder, are the
most frequent in realistic application cases. They will be the topic of the next chapters.

32



Chapter 3

Blurriness measurements

Until recently, only limited research has been devoted to the measurement of the blurring
artefact in the field of Quality Assessment. This is probably due to the relatively minor
annoyance of this impairment compared to other causes of degradation of digital pictures,
especially blockiness. In fact, the latter introduces a geometrical and clearly artificial structure
determining an unpleasant fragmentation of the natural content, whereas the alterations
typically related to blurriness, namely smoothness of the object edges and loss of detail, if
limited, are not experienced as completely unnatural. In fact, the lost detail, although pleasing,
is not essential to object recognition, and human vision is somehow familiar with the smoothness
of the contours of a natural scene, due to the depth of field and the air refraction. Besides, when
many methods of Quality Assessment were developed, due to the not very evolved encoding
procedures and to the bitrate limitations, blockiness was by far the dominating artefact and the
one determining the video quality. However, with the introduction of more efficient encoding
standards, such as MPEG4 v6 and H264, and the increase of the transmission bandwidth, the
blocking artefact was considerably reduced and blurriness became a major factor of the overall
video quality. Moreover, one of the procedures devised to reduce blockiness, i.e. the in-loop
filtering action prior to motion compensation, causes an increase of blurriness in the encoded
content. For these reasons, the blurriness measurement will probably be a central aspect in
future work on Quality Assessment.
The image impairment generally experienced as blurriness is a quite various phenomenon,
with different effects on the image content. This is in part due to the many different factors
contributing to its generation. In fact, while blockiness and ringing are entirely generated in
compression, blurriness can be originated also in acquisition, post-processing and displaying.
In acquisition, it can be due to lens defocusing or to object movement and limited sampling
capability of the sensors. Movement is a potential cause of blurriness also in encoding, since
the motion estimation procedure subtracts part of the available bits to a precise representation
of the object borders. In general, in still and moving frame parts, encoding causes a coarser
quantisation of the high frequency coefficients of the transformed signal and therefore a loss
of the fine detail. After decoding, any possible post-filtering action aimed to reduce the noise
or the blocking artefact has a smoothing effect. Finally, the upscaling operation performed in
some cases to display a small sized video on a high definition screen introduces blurriness, or
makes existing blurriness more apparent. These different factors determine slightly different
variants of blurriness. Blurriness due to encoding, the main interest of the present work,
consists in a characteristic degradation of the main object edges, which become wider but non
uniformly steep, and in a particular alteration of texture, where the borders of the main shapes
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are preserved, whereas the fine details are cancelled. Lens defocusing causes a more regular
smoothing of edges, and generally acts differently on different image parts depending on the
distance from the focus. Some objects can be well preserved, while others beyond the depth of
field can be reduced to uniform blobs. Insufficient sampling of moving objects causes a spreading
of detail along the movement direction, preserving the detail across it. Finally, the upscaling
of low resolution pictures determines the formation of wide areas of little contrast. In quality
evaluation, it could be useful to distinguish, at least in part, these different effects, in the first
place because they differently affect the overall quality, and secondarily because they could take
benefit from different restoring operations, or it could even be better to left them unaltered. The
most significant case is out of focus: not only enhancement would produce little improvement in
parts where shapes are definitely lost, but improvement itself could be undesirable. This is the
case of movie pictures, where shallow depth of field is used to deliberately leave the background
out of focus and concentrate the attention on the foreground. In this case blurriness should not
be regarded as a cause of quality degradation. This part of the work is dedicated to quality
evaluations based on the appropriate quantification of these aspects of the blurring artefact.
This chapter is organized as follows. In the first section, a very brief overview is given of the
existing work confronting with some form of blurriness, and the procedures useful to satisfy the
requirements of QA are remarked. In the last two sections, two different original strategies to
approach the various aspects of the problem are presented.

3.1 Existing work on blurriness measurement

Although a relatively small part of the work on Quality Assessment is dedicated to blurriness
measurement, the problem to quantify or model this artefact was addressed in several other
fields. These comprehend optics, or general science of vision, and their application to the
problems of achieving sharp vision in microscopes, telescopes and satellite images [24, 25];
consumer electronics, where the problem of autofocus arises [26]; image enhancement, where a
sharper image is derived from the original [27]; image restoration, i.e. the attempt to derive
the original image from a corrupted version, in this case one degraded by motion blur [28];
and image analysis, in the procedure of edge detection [29], which is improved by a special
treatment of blurred edges. Apart for the last field, where the purpose is an estimation of
different focus planes within a single image, in all the other applications the best of many
possible versions of the same content is searched. Therefore, the only requirement for the
method in these applications is to provide an overall figure which is increasing with blurriness
within a set of versions of the same original. In addition to this fundamental requirement, an
algorithm for blurriness measurement used for QA is also expected to yield close values when
applied to pictures of different content affected by a blurring artefact of comparable strength.
It must be noted that, while in the application fields mentioned above blurriness is univocally
related to an objective parameter, such as the lens defocusing or one of the parameters of the
point spread function or of the enhancing operator, a blurriness measurement for QA must
estimate the overall annoyance of the artefact as it is perceived by the human observers. In
order to satisfy this requirement, the following properties are desired:

• Adaptability to the image alteration, which can have the forms briefly mentioned above
(contrast reduction, cancellation of the fine detail, edge spreading etc.)

• Ability to detect and quantify the artefact on different content (texture, uniform objects)
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• Production of local blurriness values which are coherent with the values in the
surroundings. This property is useful to integrate models of the perceptive relevance
of the various image content.

• Recognition of intended and not annoying blurriness

In the following, the work providing useful instruments to achieve these properties is briefly
examined. As done in the review of general QA methods, also methods for blurriness
measurement are grouped depending on the adopted strategy instead of the application or
the achieved result. Following this criterion, two main groups of methods can be distinguished,
namely the methods based on global statistics of the variability of the pixel values and methods
based on the analysis of object borders.
The strategy of the first group is based on the fact that one of the effects of blurriness is
that of making the image locally more uniform, reducing the range of the transitions of the
luminance component and making these transition more gradual. Therefore, the statistical
metrics sensitive to the artefact are in the first place those measuring the width of the variation
range, such as variance [30], or the other measures of the width of the local histogram [24],
or entropy [31], being the variability of grey levels in a local region. Secondarily, the slower
variation of the grey values can be estimated by the distribution of the frequency components,
and in particular by the reduced relevance of the high frequency components compared to the
lower frequency content [27]. Following this idea, the work presented in [32] considers the
distribution of the 8× 8 DCT coefficients of the tested frame, counting for each coefficient the
number of blocks where it has a non negligible value. Normalizing this number, a histogram of
the frequencies of non negligible coefficients is obtained. If, in this histogram, a coefficient has
a frequency lower than a threshold, it contributes to the blur measure with a term depending
on its indices in the DCT block. This way, the lack of some harmonics is related to blurriness.
Another method measuring the reduction of the high frequency content is proposed in [33]. Each
DCT coefficient of a frame is assumed to have a Laplacian distribution, where the fundamental
parameter λ, regulating the probability decrement for high values, in blurred pictures has
a stepwise increase in high frequency coefficients. This means that in blurred pictures high
frequency coefficients are more unlikely to assume high values than low frequency coefficients.
The λ parameter for each coefficient can be estimated as the inverse of the average value of the
coefficient, computed on the set of all blocks. The blurriness metric is a linear combination of
the λs of all coefficients and their logarithms. The coefficients of this linear combination are
derived optimizing the responses of the method on a set of pictures whose degree of blurriness is
known. Finally, an estimate of the reduction of the high frequency components, and therefore
of the bluriness, of a picture is given by the statistical metric of kurtosis. The kurtosis of
a probability distribution, namely the ratio between its statistic of order 4 and the square
of its statistic of order 2, has a higher value if the distribution has a high initial peak, a
short transition region and a heavy tail, and a lower value if the distribution has opposite
properties. In other words, a high kurtosis indicates that the few lowest value of a random
variable are far more likely to occur than the higher values. In [34] and [35] this was observed
to be also the property of the DCT transform of an 8 × 8 block of a blurred image, if it is
normalized by the sum of its values to obtain a probability distribution: the lowest frequency
components have a much higher value of probability than the highest components, and the
fewer and dominant the low frequency coefficients are, the blurrier the image is. In [35],
the 2-D probability distribution made of the normalized DCT coefficients is used for kurtosis
computation, taking only the blocks corresponding to the edges of the image and using the
average kurtosis value over this set of blocks as final blurriness metric. In [34] two other 1-D
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probability distributions are considered in a addition to the former. They are formed grouping
the coefficients with symmetric positions in the frequency plane together and computing a
single value for the 1-D distribution from them. Three different kurtosis values are therefore
derived for each image block from the three probability distributions. A final blurriness metric
is computed from each of the three kurtosis values as the mean of the differences of the values
of all blocks with the median values. This difference with the median is computed in order
to avoid an excessive influence of few much higher kurtosis values on the global result. The
proposed metric shows a very good correlation (around 0.92) with the subjective ratings. In
general, the strategy of this group of methods is essential in capturing one of the main effects
of blurriness, namely the reduction in pixel variability. In many cases, the final estimate is
an average of local metric values. As stated above, the availability of a map of such values
is a particularly desired property when models of the human perception are to be integrated
with the blurriness measures. Besides, the large set of points on which these methods act
guarantees the reliability of the global statistical computations. In some cases however, this
usually good aspect turns in a factor of weakness. These are the cases in which the artefact
does not alter the whole frame uniformly, so that the overall blurriness perception is mainly
determined in few dominant zones. Conversely, the average computed by statistical method
has a reduced significance, and tends to over- or underestimate the frame quality. One of these
situations, recognized in [34], is the defocusing of the background, due to shallow depth of field.
Even if the blurred background occupies a large fraction of the picture, the picture quality is
mainly determined by the foreground. Also when the blurriness is very low in this part, the
global quality measure is biased by the irrelevant values in the background. Another situation
is the effect of compression on the borders of uniform objects. These can be spread by the
blurring artefact causing a very unpleasant impression. However the effect of this degradation
on the metrics of this group is not as relevant, because the edges represent a small fraction
of the picture and therefore take a small contribution to the metric. From these remarks it is
apparent that the strategy of measurement based on global statistics, although fundamental,
should be used carefully, adapted to non uniform artefacts, and integrated with other strategies,
such as that described below.
The second approach is adopted in few works, but it is deemed to correspond to a separate
group of methods because it appears clearly different from the former. In fact, while the former
acts on the whole frame surface, this strategy concentrates on the object edges. The frame
blurriness is estimated as the average edge width. The method, independently developed in
[36] and [5], first detects the edges with an appropriate method, which in [5] is the Sobel
operator followed by thresholding, whereas in [36] is the more evolved Canny edge detector.
Secondarily, in each edge section the edge width is defined as the number of pixels separating
the opposite luminance extrema, i.e. the local maximum and the local minimum, closest to
the considered edge point, in the direction orthogonal to the edge. In the case of [36], using
a Canny edge detector, the edge direction is the phase of the gradient, whereas in [5] it is the
direction of the used Sobel operator, i.e. merely vertical or horizontal. The final blurriness
metric is the average width of all the edge points. This method was subsequently improved
in [37], where the concept of Just Noticeable Blur is introduced, defined as the minimum edge
spread which is perceived as blurriness at a given contrast between the two edge sides. This
quantity is used to normalize the punctual edge widths in the average, which is computed with
a Minkowski power law, first on small rectangular blocks with a high enough percentage of edge
points. A further average of the values of the edge blocks yields the final blurriness metric. This
strategy measures a fundamental effect of blurriness, namely the spreading of the object edges.
In principle, it could be considered a sufficient method for blurriness measurement, since every
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shape the viewer can distinguish exists in that its edges delimit it from the surrounding scene.
In practice, however, both the edge detection and the average operation present some problems
related to the artefact and the image content. The edge detection procedure must distinguish
the edges from the other luminance transitions forming the fine detail. Even if is performed
with an efficient operator such as the Canny detector, this distinction must be operated at a
certain scale whose choice is arbitrary. Besides, the edge detection depends on some thresholds
usually derived from the gradient distribution, which is altered by blurriness itself. Finally, not
all edges have equal relevance in the picture. The spread of main object edges is expected to be
more annoying than the degradation of the edges of small texture elements. A good blurriness
estimation based on the edge width must take all these aspects in consideration.
From the brief overview above, it can be concluded that both the arbitrarily recognized
strategies, namely average of uniform local metrics on the whole frame or on a frame region,
and the analysis of the edges, are fundamental in the problem of blurriness estimation, but
can be improved to be adapted to particular critical situations. This is the aim of the work
described in the following two sections. In the next section an improved blurriness estimation
based on edge analysis is presented. In the following one, a strategy is described to estimate
the artefact in extended and more uniform frame regions, detecting the texture degradation
and the out-of-focus background.

3.2 Blurriness measures based on edge degradation

Edges, i.e sharp luminance transitions, are the parts of the image enabling the viewer to
distinguish the objects and so to understand the scene. This justifies an analysis especially
concentrated on them, and in particular the estimation of their degradation based on the
measurement of their width, as an essential approach to the problem of blurriness assessment.
The first part of this section describes a detailed edge analysis procedure firstly presented in
[38], improving the existing methods using this strategy. In the second part, a simplified version
of this procedure is used together with a measure of local activity and models of the factors
influencing vision to develop a method to quantify different degrees of blurriness affecting
picture parts with different content.

3.2.1 Procedure for the measurement of edge degradation

Aspects of edge blurriness

Existing methods to estimate blurriness from the edge degradation are computationally efficient
and obtain satisfactory results by measuring the fundamental aspect of this degradation, namely
the edge width. However, in this measurement they perform the same operations on all edges,
therefore hypothesizing they are homogeneous on the frame surface, and they are equally
relevant to the understanding of the content. On the contrary, in an image edges can be
observed to differ under several respects apart from the width, such as:

• Contrast-Steepness: The sharpness of an edge depends not only on its width, but also
on the luminance variation between the separated regions. This two aspects determine
the steepness of the grey level profile across the edge section, a feature which is generally
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higher in sharp edges than in blurred ones, and should therefore be considered. On
the contrary, existing methods consider it only for the hard decision made in the initial
phase of edge detection, which is either based on simple gradient thresholding or on the
Canny algorithm, both of which exclude edges with gradient values much smaller than
the average. Therefore, smoother edges are disregarded in the blurriness measurement,
whereas retained edges are measured disregarding their steepness.

• Activity of the surrounding context: Some edges delimit main figures, internally
homogeneous and clearly different from the surrounding content. Other edges, on the
contrary, are located in the internal part of active or texture areas, i.e. zones of the
image apparently composed by a great amount of small elements, as e.g. the leaves of a
tree, determining frequent and limited luminance variations. Although the edges in the
two situations may have comparable width or steepness, it is reasonable to expect that
on an edge of the first sort blurriness is perceived more distinctly, and is therefore more
annoying, than on one of the second sort. Therefore the activity of the surrounding zone
is an aspect to consider in quantifying the perceived edge degradation.

• Length: This is another property distinguishing fundamental edges from detail such as
edges in texture zones. The main objects, in fact, occupy a large fraction of the frame
and are clearly distinct from their surrounding. The edges delimiting them are therefore
expected to be long and to appear uninterrupted in a map computed with any reasonable
detection strategy. Conversely, edges delimiting small detail elements are short and fading
in their surroundings, so that they are likely to appear broken in the detection map.

• Variation of edge steepness: This has been observed to be a peculiar aspect of the blurring
artefact originating in compression. Not only the edge section, meant as the transition
from the grey level of the region on one side of the edge to the grey level of the other side,
is made wider. In edges degraded by compression, the steepness of the transition is not
constant along the section, but is higher in a short central part of the section and lower at
the limits. An example of this fact is given in Fig.3.1. It represents the analysis of a detail
of a reference frame and of its compressed version. The white area is made of the points
having a gradient value above a lower threshold th1, whereas the red area is the subset
of the points whose gradient is also higher than a higher threshold th2. In the original
detail the two zones are nearly coincident, whereas in some edges of the compressed detail
a thin central red skeleton is surrounded by a wider white halo. This means that in an
encoded picture, the edge section has an external part of smooth luminance variation and
an internal part with steeper variation. The extension of the former with respect to the
latter could be a good metric for the edge degradation.

In order to account for all these aspects in the blurriness assessment, a procedure for edge
detection and measurement is devised, with two peculiarities with respect to the existing
methods. The first is the detection of the edges at several increasing levels of steepness and
detail. The second is the attempt to extract and memorize each edge as whole entity, in order to
compute its overall characterizing features instead of computing the widths of the edge sections
separately. In the following, the use of multiple edge maps and the algorithm for edge extraction
are explained. Subsequently, the edge features used in the computation of the blurriness metric
are defined and justified referring to the edge properties discussed above.
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(a) (b) (c) (d)

Figure 3.1: Points where the gradient is above the lower threshold th1 (white) and where it is
above the higher threshold th2 (red) for an uncorrupted detail (a,b) and a blurred one (c,d)

Multiple maps edge analysis

1. Compute a gradient map Ig(i, j) of the image, summing the modules of the responses to
the vertical and the horizontal Sobel operator.

2. Choose an initial, low threshold for the gradient. For 8-bit images, a value of 20 was found
to be suitable. Compute a first binary map Igt setting to 1 all gradient points above the
threshold.

3. Delete all broad connected binary regions. These wide zones with gradient above the
threshold correspond to active parts of the image, where frequent luminance transitions
take place and no clearly defined objects are distinguishable. Detect all edges, defined as
thin, long connected regions, and keep memory of their position and features, with the
algorithm exposed next.

4. Increase the threshold by a small step, set to 10 in the subsequent simulation. Eliminate
all edges already detected in Step 2.

5. Repeat Steps 2 and 3 until a threshold Thf is reached, corresponding to a binary map
where a reasonable fraction (90% in this work) of the binary image is found to consist in
edges.

Procedure for edge extraction

The same algorithm is applied in two parallel modules, with appropriate modifications, to
extract the vertical and the horizontal edges respectively. Partial results of the first stages of
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each of the modules are used in the computations of the other. In the following, the stages
of the procedure for vertical edge extraction are described. The modifications for horizontal
edge extraction are trivial. The partial results of the horizontal edge extraction needed for the
vertical edge extraction are assumed to be available. The extraction procedure in each direction
is basically composed by two stages. In the first, areas with sections narrower than a threshold
are inserted in the edge map. In the second, the areas made of short sequences of wide sections
are added to the map, i.e. edges are allowed to be locally wider than the threshold.

1. Compute a binary map Iwh of areas whose width in the horizontal direction is bigger
than a maximum width Wmax. This is easily done by means of the morphological erosion:
Iwh = Igt 	 Sw, where 	 indicates the erosion operation.
Sw is the one-row matrix with Wmax column elements, all equal to 1. A value of Wmax

equal to 10 was used in the experiments. Iwh comprehends rows of pixels which are
unlikely to be edge sections because they are too wide. A subset of the vertical edges is
therefore given by the map

Iv1 = Īwh ∩ Igt. (3.1)

where the over bar indicates the complementary set with respect to the frame. The initial
map of horizontal edges Ih1 is computed similarly, detecting wider sections in the vertical
direction with the transposed eroding operator STw .

2. Add to these regions the binary image Iv2 which is made by short sequences of wide
sections. Caution is used to avoid horizontal edges. In detail, first the maps of the short
edge sections Iv1 and Ih1 are traced. Then, in the map of the excluded horizontal wide
sections, short section sequences are found by matching with the vertical element STw . The
areas of match are made by long sequences and are excluded again. The short sequences,
instead, are kept. Among these short sequences, of course, there are the thin horizontal
edges. These can be easily excluded from Iv2, because they belong to Ih1 traced in the
previous step. More formally,

Iv2 = (Iwh 	 STw) ∩ (Īh1 ∩ Igt)
Iv = Iv1 ∪ Iv2

(3.2)

3. After the edge image is extracted, save the information on the shape of each edge, i.e, write
a table indicating the starting point and the length of each of its transversal (horizontal)
sections. This is used to compute the characterizing edge features defined next.

Edge features

In the following, the edge features measured with the proposed method are defined, and their
employment in the estimate of the edge degradation is justified:

1. Birth threshold: With the procedure explained above, each edge E is detected for the
first time in a particular binary map of the gradient points above threshold. This map is
the first where the edge is distinguishable from the surrounding content, i.e. it is a thin
connected area, i.e. a sequence of short sections. The gradient threshold use to obtain this
map is called characteristic birth threshold of the edge Thb,E. A relevant edge, separating
two clearly distinct objects, uniform in their internal parts, has a low birth threshold
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Thb,E. Conversely, an edge separating elements in a textured area, such as the leaves of a
tree, less relevant to the understanding of the image content, has a higher birth threshold,
because it is surrounded by areas of frequent transitions, forming wide connected regions
in the binary maps obtained with relatively high thresholds. Therefore, a low Thb,E
indicates that the edge is relevant in the picture and its eventual degradation causes a
serious damage. In the edge degradation measurement, Thb,E is not used as an absolute
quantity but compared to the final threshold Thf defined above, and corresponding to a
binary map consisting almost entirely of edges. Edges with a birth threshold close to the
final belong to the most active parts of the scene and are deemed less relevant.

2. Edge length (at birth): As stated above, an edge is a connected sequence of sections of
points (set to ’1’) in the binary map. Vertical edges are sequences of horizontal sections
and vice versa. The number of these sequences is the edge length LE. It is measured in
the map where the edge first appears, corresponding to threshold Thb,E. Most relevant
edges, i.e. those whose condition is deemed to have the greatest effect on the image
quality, are longer.

3. Edge width (at birth): This is the feature measured by all the methods estimating
blurriness from the edge degradation. It is the sum of the widths of the edge sections.
In this work, this feature is separately measured on each edge, and therefore corresponds
to the number of its points:

∑LE

i=1wi = #EB , where EB is the set of the points forming
the edge in the binary map generated with the threshold Thb,E, i.e. the map where it is
detected for the firs time.

4. Internal steepness: As stated at the beginning of this section, in some cases the grey level
profile along the edge section does not change regularly, but the steepness of the variation
is higher in the central part of the section. The measure of this higher central steepness
is a metric of the edge preservation, i.e. steeper edges are deemed to be less blurred. In
the proposed method, the steepness feature is estimated as the highest threshold Thm,E
generating a binary map where the edge is connected, i.e. the gradient value reached
by at least one point in each section of the edge. The internal edge part with higher
steepness, formed by all the edge points with gradient greater than Thm,E is called main
edge Em: Em = {(i, j) ∈ Eb|Ig(i, j) > Thm,E}

5. Disappearance threshold: Edges composed by points all having a gradient value much
lower than that of the other edges of the image are deemed to be less relevant. One
example is the case of the fine detail, i.e. luminance transitions in the internal part of
non uniform areas, such as the stones of a pavement or the texture of clothes. Another
example are the edges of the out-of-focus objects in a picture with shallow depth of field,
as the picture of Fig. 3.2. The edges with lower gradient than the final frame threshold
Thf are shown in white. The highest gradient value of an edge is called its disappearing
threshold Thd,E, since in the binary maps obtained with thresholds higher than Thd,E no
point of the edge appears, i.e. the edge is completely erased. Edges with Thd,E smaller
than Thf are deemed to have a marginal importance with respect to the others. Of
course, they are probably also more blurred, since they have lower steepness. However,
their marginal role in the scene compared to other edges is supposed to the prevail on
their blurriness.

6. Ratio of high and low steepness edge areas: The variation of the steepness of the grey
level profile along the edge section is a particular aspect of edge degradation caused by
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Figure 3.2: Edges having higher gradient values than the final threshold (blue) and edges having
lower values (white)

compression. In degraded edges, the main edge part Em defined at point 4, i.e. the
internal edge part with higher steepness, is a thin skeleton surrounded by wider sides
with lower steepness. An example of this fact is the longest vertical border the rightmost
detail in Fig. 3.1. The internal edge part Em, depicted in red, is a small fraction of the
edge detected at birth, in white. Therefore, the ratio FsE = #{Em}/#{EB} between
the number of points of the steeper edge parts and the total number of the edge points
is a measure of the edge degradation. The smaller the ratio, i.e. the thinner the internal
part with respect to the whole edge, the more blurred is the edge.

The global measure of the edge blurriness of the frame, combining the influence of the
aforementioned features, is DF , defined as

DF =

∑
E
Thf−Thb,E

Thf
· Thd,E
Thf
· 1
Thm,E

· 1
Fse
· LE#{Eb}

L2
tot

(3.3)

where of course Ltot is the sum of all detected edges and the square is taken in order to yield a
result with the dimension of a width.

Test

The metric DF was tested on the same detail of corresponding frames of 6 sequences obtained
from different H264-compliant encodings of the same original ”Barcelona”. The sets of the
encoding options used to generate the 6 sequences are chosen among the profiles for x264 briefly
described in chapter 2. The chosen profiles are the following, approximately in decreasing order
of experienced blurriness:

• Constant-Quantizer: high bitrate to enable a constant small quantisation interval

• HighQuality: Maximized quality at a desired bitrate

• DXVA: High quality profile compatible with DXVA Standard-Definition decoding.

• CE-Baseline: Common encoding settings using base profile options
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• 1Pint: One pass encoding, to spare computational power

• iPod: Very low bitrate encoding

The frame details are displayed in Fig.3.3, and the values of edge degradation DF are shown in
Table 3.2.1. It can be seen that the resulting metric values are almost always monotonic with
the frame edge blurriness. The only exception is the detail ”1Pint” (Fig.3.3(e)), which appears
clearly worse than the encoding ”CE” (d) but has a slightly lower edge blurriness value. This
fact is probably due to a failure in extracting too blurred edges from the surrounding content.

(a) (b) (c) (d) (e) (f)

Figure 3.3: Six test encoding profiles: (a):CQ (b)HQ (c):DXVA (d):CE (e):1pint (f):Ipod

Profile CQ HQ DXVA Ce 1PInt Ipod
DF 0.06 0.08 0.10 0.110 0.107 0.14

Table 3.1: Values of metric DF for different encodings

3.2.2 Edge degradation based blurriness measurement on image
parts of different content

This section presents a method for local blur measurement using a simplified version of the
procedure for the estimate of edge degradation described above, integrated with with a metric
for detail preservation and a model of factors influencing perception. The resulting global
quality metric provides an estimate of the effects of blurriness on frame parts with various
content. The method, described in [39], is designed to work on rectangular blocks of the tested
frame. Five differently degraded versions of the original frame depicted in Fig. 3.4, very variable
in content, were decomposed in blocks, and the blocks were evaluated by the method and by
a group of observers. The performance of the method was evaluated measuring the correlation
of the metric values with the subjective ratings on the whole set of blocks and comparing the
distributions of the two kinds of scores over the blocks of the same frame. In the following, first
the measure of detail preservation is presented. Then the simplified edge degradation metric,
based on part of the principles set in the previous section, is described. Finally, the used
measure of factors influencing the perception of the artefacts is outlined. The former measures
are combined in the final proposed metric for local blurriness.
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Figure 3.4: Original frame

Metric for preserved detail

A metric is desired to measure the amount of fine detail in a picture or a picture part. Since
one of the effects of blurriness is the erasure of these fine details, such a metric would be
an inverse function of blurriness. The solution employed in this work, proposed in [40] and
subsequently used in [39] and [41], is a regional metric and is therefore discussed in more detail
in section 3.3.2. Briefly stated, this metric is based on the comparison of the activity of the
tested image block Xk with the activity of a block X ′k, derived from the former by means of
an operation of edge preserving smoothing, namely the anisotropic diffusion operator devised
in [42]. This operator erases the fine details while preserving the main edges. Therefore, if the
block is originally blurred and poor with detail, anisotropic diffusion has little effect on it and
the difference in activity is small. If, on the contrary, the block has a lot of details, the activity
difference between the block and its processed version is high. The local activity in a point
(i, j) is estimated through the morphological gradient, namely m(i, j) defined as the difference
between the maximum and the minimum values in the 3× 3 square region centered in (i, j):

m(i, j) = max{Mg(i, j)} −min{Mg(i, j)}
Mg(i, j) = {(x, y)|x = i+ r, y = j + s, −1 ≤ r ≤ 1,−1 ≤ s ≤ 1} (3.4)

The estimate of the activity of the block Xk is the average m̄k of the morphological gradient on
the whole area of the block. The comparison of the activities of the tested and the processed
block is given by the ratio of mean gradients

MGRk =
m̄k

m̄′k
(3.5)

which is the proposed metric of the amount of fine detail of the block k. Its value is increasing
with quality.
The average value of the metric over the set of all the blocks of a frame, MGR av, is a first
coarse estimate of the overall frame quality. It will later be used to drive the finer evaluation
of the single blocks.
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Simplified metric of edge degradation

The intensity of the blurring artefact affecting the edges is measured with a simple method
based on some of the principles stated in section 3.2.1. The measure is computed on the block
X ′k, derived from the tested block with the anisotropic diffusion operator. Based on m′k(i, j),
the map of the morphological gradient of X ′k, two binary edge maps are computed:

Ak(i, j) =

{
1 if m̄′k < m′k(i, j) < m̄′k + ∆
0 otherwise

Bk(i, j) = =

{
1 if m′k(i, j) > m̄′k + ∆
0 otherwise

(3.6)

where the integer step ∆ is chosen empirically. Ak(i, j) is a map of points which are deemed to
belong to blurred edges, because their gradient value is high enough to indicate an edge rather
than a smooth area or a detail of texture, but too low to indicate a sharp edge. An example
of such edges is shown in Fig. 3.5. Bk(i, j) is the map of the points which are deemed to form
sharp edges, because their gradient is high enough. The used measure of the edge blurriness
of the block is the fraction of degraded edges DEPk, i.e. the ratio between the number of the
points of blurred edges and the total number of edge points.

Figure 3.5: Frame details with blurred edges (region Ak) marked in white

DEPk =

∑
i,j Ak(i, j)∑

i,j Ak(i, j) +Bk(i, j)
(3.7)

Examples of frame blocks with different values of metric DEPk are shown in Fig. 3.6

The metric DEPk corresponds with Fse introduced in section 3.2.1, which measures the fraction
of the steep transition (high gradient) area over the whole edge area. The differences are in the
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(a) (b)

Figure 3.6: Blocks with different DEPk (a): DEPk = 34% and (b):DEPk = 65%.

fact that Fse is computed separately on each segmented edge instead of the whole local area,
and that the gradient thresholds are adaptively chosen with an analysis of the edge and its
surroundings instead of being fixed in the local area. The anisotropic diffusion and the choice
of the mean of the gradient on the block m̄′k as basic edge threshold are means to exclude
luminance variations which are less relevant with respect to the main edges of the frame, and
therefore have a similar function to that of threshold Thd in (3.3). Therefore, the metric
DEP can be considered a simplified version of (3.3), avoiding the complex process of edge
segmentation and separate edge analysis at the expense of a loss in accuracy.

Measure of clutter

A factor influencing the subjective annoyance of the blurring artefact affecting a frame is the
variety, or clutter, of the represented scene. In fact, experiments indicate that humans, when
presented with a scene formed by a large amount of objects of a similar nature, focus more
on their overall properties such as number, difference, and arrangement, rather than on the
individual elements [43]. The ability of a human observer to detect objects or details, and to
perceive their blurriness, if present, depends also on the scene clutter. An estimate of this
ability is the time an observer needs to search for an object or object part. In [44] this time was
found to be a function of the number of homogeneous regions, or clusters, forming the scene.
As in [44], also in this work the scene regions were extracted with the algorithm devised in [45],
which groups pixels with similar properties of luminance and activity. The used metric for the
clutter of the block is the number of the regions NoR produced by the segmentation algorithm.
A large value of NoR implies that an observer requires a long time to become aware of a blurred
target, and the detrimental effect of the latter on the overall scene quality is limited.

Block quality metric

The measures of edge degradation, preserved detail and clutter are combined in a final metric
of the quality of block k with respect to the blurring artefact. In the first place, a metric
decreasing with the objective blurriness BEk is formed as the ratio of the preserved detail,
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decreasing with blurriness, and the edge degradation, increasing with blurriness:

BEk =
MGRk

DEPk
(3.8)

The good accordance of BEk with the block quality is exemplified in Fig. 3.7. The block in
Fig. 3.7.a has indeed a higher value of metric BEk than the block in Fig. 3.7b.

(a) (b)

Figure 3.7: (a): example of preserved block. (b):example of degraded block

The objective blurriness measure should be corrected with a factor representing the attenuation
of the perception of blurriness caused by the scene clutter. In fact, as it can be seen in the
example in Fig. 3.8, blocks where the metric of edge degradation assumes comparable values
can appear differently impaired because of the different scene clutter. Where the number of
regions NoR is small, as in Fig. 3.8a, the annoyance of blurriness is higher than in blocks where
NoR is high, as in Fig. 3.8b.

(a) (b)

Figure 3.8: Blocks with DEPk around 65% and different values of NoR. (a): NoR = 14 (b):
NoR = 39.

The final quality metric Iqk combines the objective blurriness measure BEk with the measure
of the scene clutter NoR:

Iqk = α ∗ log(BEk) + β ∗ log(NoRk) + γ (3.9)
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The logarithm is used to model the saturation of the perception of quality for high values. The
set of parameters (α, β, γ) will be chosen in the experiments to optimize the correlation with
subjective quality perception. However, it is apparent that no single parameter choice fits to
the whole quality range. In fact, if the block is very blurred, so that all edges of its surface are
degraded, the impression of blurriness is not attenuated by the high clutter. On the opposite,
if the quality is high, and edges are all well preserved, the quality perception is not disturbed
by a low number of regions. Conversely, in blocks of intermediate quality, a high number of
regions is effective in concealing the blurred edges and attenuating the impression of blurriness.
Therefore, for extreme quality ranges, a lower weight β should be assigned to the factor NoR
than for intermediate quality. In the experiments a different parameter set will be found for
each of three quality ranges, with a separate optimization on a different set of blocks. In the
applications, the appropriate parameter set for the blocks of a frame is chosen depending on
the first coarse estimate of the frame quality given by the global metric MGR av, introduced
in section 3.3.2, i.e. (α, β, γ) = g(MGR av).

Visual attention based selection of relevant frame parts

Although the proposed blurriness measurement acts separately on blocks of the frame, its final
purpose is to estimate the global frame quality. The subjective experience of the latter is
determined by the quality of the different parts. However, not all the parts of a frame are
equally important for the overall impression. On the contrary, some parts of the image are
more relevant to the visual attention, and are expected to be the main responsible of the global
quality impression. For this reason, in this work an existing model of the Visual Attention (VA)
is used to select the most relevant blocks. The ability of the method to estimate the blurriness
degradation will be tested on the whole frame as well as on the restricted set of relevant blocks.
The model of VA used to select the relevant blocks was proposed in [46], and consists in a map
S(i, j) where each point of the picture (i, j) is assigned a real value quantifying its relevance
or saliency in the scene. To compute this saliency map, first several feature maps are drawn,
where each pixel is assigned values of luminance, colour and orientation. The relevance of each
point in the final map S(i, j) is computed as a growing function of the difference between the
values of the point and its neighbours in the feature maps. In this work, S(i, j) is computed on
the whole frame, and its average value is used as a threshold V Ath for attention relevant pixels.
The blocks chosen as relevant are those where the relevant pixels are more than a fraction FAth
of the total, i.e. blocks k for which the following condition holds:∑

ij APk(i, j)

Nb

> FAth (3.10)

APk(i, j) =

{
1 if Sk(i, j) > V Ath
0 if Sk(i, j) <= V Ath

where obviously Sk(i, j) is the part of the saliency map corresponding to block k and Nb is the
number of pixels of block k.

Experiments and results

The method was tested on five corresponding frames extracted from differently encoded versions
of the sequence ”Barcelona”, provided by Philips Cons. Electr.. The corresponding frame in
the original sequence is shown in Fig. 3.4.
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Encoding CQ BluRay CE 1Pint iPod
MGR av 3.7 3.2 2.4 1.9 1.8

Table 3.2: Value of metric MGR av on differently encoded frames

Each frame was extracted from a different encoded version generated by the H264 compatible
encoder x264, with the encoding options set to a particular set of values, or profile. The five
profiles, chosen from the set briefly described in chapter 2, are the following:

• CQ-ASP Q2 equiv: encoding with constant quantisation of the transformed coefficients

• SA-Blu-Ray: encoding at high bitrate (8000 kbps)

• CE-Baseline: base AVC profile options (bitrate 1000 kbps)

• 1P-Intermediate: one-pass encoding (bitrate 1000 kbps)

• PD-iPod: low bitrate encoding (600 kbps)

(a) (b) (c) (d) (e)

Figure 3.9: (a,b): Details in good quality encoding (a): CQ-ASP and (b):SA-Blu-Ray. (c):
Detail in medium quality encoding CE-Baseline. (d,e): Details in bad quality encoding (d):
1P-Intermediate and (e): iPod.

A detail of each of the five resulting sequences is shown in Fig. 3.9. First the response of the
global blurriness metric MGR av to the changes in the global quality of the frame is tested.
The values of the metric computed on the frames obtained with the five encoding profiles are
displayed in Tab. 3.2. It can be seen that the frames resulting from low quality profiles, namely
”iPod” and ”1pInt” have values of MGR av below 2, whereas in high quality frames, namely
”BlueRay” and ”ConstQuant”, the value of MGR av is higher than 3.
This suggests to use these values, namely MGR avlow = 2 and MGR avhigh = 3, as
characteristic thresholds for the low, intermediate and high quality ranges. As stated above,
depending on the quality range of the frame, a different set of parameters (α, β, γ) is used
to compute the quality metric Iq,k of the frame blocks with (3.9). Although the thresholds
delimiting the quality ranges were chosen based on metrics performed on a restricted set of
frames derived from the same original, the nature of the metric, namely the average on a set
of different blocks, and the variability of the frame content, as it appears in Fig. 3.4 make it
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possible to postulate that the chosen values are suitable to any frame. The optimum parameter
set for each quality range is dermined with an optimization procedure applied within sets of
blocks of the same range, and described later in this section.
The set of tested blocks is obtained dividing each 1920 × 1080 frame in 6 × 5 blocks. In the
computation of the quality metric Iq,k, the parameter ∆, used to extract the preserved edges
as explained in section 3.2.2, was set to ∆ = 5.
The ability of the metric Iq,k to estimate the perceived quality is evaluated from the correlation
of the values of the metric, computed on the set of blocks with optimized parameters, with the
ratings assigned by a group of observers.
The test session used to collect the subjective evaluations of the set of blocks was organized
as follows. Observers were first shown the highest quality frame at its natural size, in order to
make them familiar with its content. A very short training session followed, in which observers
were shown examples of corresponding blocks in the best and in the worst encoded frames, in
order to calibrate the judgement setting the quality extrema. Then, the 150 blocks resulting
from the decomposition of the 30 frames were shown in random order. Each block was displayed
full size on a black background for 3 seconds, then the observer was asked to give it a score
from the quality scale:
5: Excellent 4:Good 3: Fair 2:Poor 1:Bad.
This is the procedure of the Single Stimulus Adjectival Categorical evaluation method
standardized in the ITU-T Recommendation BT-500 [47] . The used value for the subjective
quality of the block is the Mean Opinion Score (MOS), i.e. the average of the scores assigned
to the block by the observers. The test was taken by nine subjects, three females and six
males, having different experience in digital images. In order to correct false judgements due
to distraction, the set of blocks was shown in two rounds. In the average yielding the MOS of
each block, lower weights were assigned to less reliable scores, i.e. the scores given by the same
observer, but differing in the two rounds. In detail, the weight pk,o assigned to the scores given
by observer o to the block k were

pk,o =


1 if the two evaluations are equal

0.75 if the two evaluations differ by 1
0 if the two evaluations differ by 2 or more

(3.11)

As anticipated above, the metric is optimized separately on the sets of low, intermediate and
high quality blocks. For each set of blocks, or quality range, the optimum set of parameters for
the metric Iq is found. More precisely, the parameter set minimizing the Mean Square Error
between the set of metrics Iq,k and the corresponding subjective scores MOSk is searched for.
In the LMSE optimization a lower weight was assigned to residual errors on MOS values having
a higher dispersion, in accordance with the VQEG recommendation COM80 on the evaluation
procedure for automatic quality assessment methods [48] . In detail:

(α, β, γ) = arg min
α∗,β∗,γ∗

Nblocks∑
k=1

(wk(MOSk − Iq,k(α∗, β∗, γ∗))2)

wk =
1

σk
, σ2

k =

∑Nobs
o=1 pk,o(S̄k,o −MOSk)

2∑Nobs
o=1 pk,o − 1

(3.12)

where Iq,k was defined in eq. (3.9), the dependence on metrics BEk and NoRk was omitted
for simplicity, and S̄k,o is the average evaluation of block k made by observer o. As previously
stated, the partition of the blocks in the three quality ranges is done according to the coarse
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estimation of the frame quality provided by metric MGR av. The optimized parameters for
the three quality ranges are given in Tab. 3.3.

Table 3.3: Parameter assignment for different quality ranges

Quality range MGR av Encodings α β γ
Range

High 2.6÷+∞ ConstQuant 0.33 0 5.20
Blu-Ray

Medium 2÷ 2.6 CE 0.62 0.43 2.81
Low −∞÷ 2 1Pint, iPod 0.78 0 3.93

Confirming the heuristic considerations of section 3.2.2 , the optimization process yields a β
coefficient equal to 0, for both cases of very high and very low quality frames. This means
that in these cases the number of regions must be disregarded in the computation of the final
quality metric. For the intermediate quality frame, instead, the optimization results in non-zero
coefficients for both the objective blurriness index BE and the number of regions NoR. The
proposed function Iqk given in (3.9), although optimized on the proposed set of blocks, can be
used to evaluate any frame, computing its MGR av value and using Tab. 3.3 to choose the
appropriate parameter set.
A first evaluation of the metric performance is done observing the correspondence between the
automatic assessed quality and the MOS of each block k. In the graph in Fig. 3.10 each point
corresponds to the pair of values (Iq,k,MOSk) for block k. The quadrant bisector indicates the
desired position of the points, i.e. Iq,k = MOSk.

Figure 3.10: Mean Opinion Score versus Metric blurriness values. cyan x: High Quality
encodings (ConstQuant and Blu-Ray) green +: Medium Quality encoding (CE) magenta *:
Low Quality Encodings (1Pint and iPod)

The ability of the proposed metric to reproduce the subjective MOS was evaluated with the
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following metrics, recommended in [48]:

• ρ, Pearson’s correlation coefficient between Iq and MOS

• rs, Spearman’s measure of correlation between ranks of the values

• MAE and RMS, mean absolute error and root mean square error respectively

• OR, Outlier ratio, i.e. Number of outliers/Number of blocks, where the metric value Iq,k
is considered an outlier if |Iq,k −MOSk| > 2 · σk

The metric values are displayed in Tab. 3.4:

Quality ρ rs MAE RMS OSD OR
High 0.46 0.51 0.31 0.43 0.59 0.05
Medium 0.80 0.77 0.28 0.34 0.59 0
Low 0.86 0.81 0.20 0.24 0.51 0.01

Table 3.4: Correlation between metric and observer values

In order to estimate the reliability of results obtained with a small number of subjective tests,
another metric was added for comparison, namely the Observer Standard Deviation (OSD),
which is the standard deviation of the subjective scores on blocks k, averaged on the set of the
blocks:

OSD =

√√√√ 1

Nblocks

Nblocks∑
k=1

σ2
k (3.13)

σ2
k was computed as in (3.12).

The importance of the factor NoR in estimating the quality of the blocks in intermediate ranges
is proved by the poorer performance of a simpler metric where this factor is not used: forcing
the β coefficient to 0 and optimizing (3.9) by the sole α and γ, the value of the Spearman’s
measure of correlation rs decreased from 0.77 to 0.73 in the experiments.
The second performance evaluation is the comparison of the distributions of the metric values
and of the subjective scores on the five tested frames. For every possible score 1-5, the fraction
of the times it is assigned to blocks of the frame by human observers is compared to the fraction
of the frame blocks with the same rounded value of the metric Ik. Formally, with Σ = 1, ...5,
the subjective score distribution PO(Σ) is compared to the metric score distribution PM(Σ):

PO(Σ) =

∑
k,o,r OΣ(k, o, r)

Nblocks ·Nobs ·Nrounds
(3.14)

where OΣ(k, o, r) = 1 if S(k, o, r) = Σ and 0 otherwise, and

PM(Σ) =

∑Nblocks
k=1 MΣ(k)

Nblocks
(3.15)

where MΣ(k) = 1 if round[Ik] = Σ and 0 otherwise. A first comparison of the distributions
of the subjective and metric scores is made over all the frame blocks. A second comparison is
made on the subset of the blocks which are chosen as the most attention-drawing according to
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Figure 3.11: Metric (blue) and observers (red) score distribution over frame blocks. Left: All
blocks Right: VA selected blocks. Row 1: Constant Quantization encoding Row 2: Blu-Ray
encoding Row 3: Common Encoding Row 4: 1P Intermediate encoding Row 5: iPod encoding

the Visual Attention criteria presented in section 3.2.2. In this selection, the parameter FV A,th,
minimal fraction of relevant pixels in a relevant block, was set to FV A,th = 25%.

Fig. 3.11 shows that the proposed metric is quite successful in reproducing the score distribution
over all five considered frames, and that this success is not diminished if the distribution is
examined on the reduced subset of attention relevant blocks. Human score distribution is
generally more spread than that of the metric scores, and this is not unexpected since human
subjects can evaluate similar blocks (and even the same block) very differently, while this is
very unlikely in automatic evaluation. For all considered frames, except the first one, the values
of the modes coincide in human and synthetic evaluation. The best results are achieved for low
quality frames, where the proposed method, based on an appropriate range for the gradient
values, is more successful in distinguishing degraded edges areas from preserved ones. For high
quality frames, and in particular for the ’ConstQuant’ encoding, instead, the two distributions
are more dissimilar. This is caused by the weaker correlation of subjective and automatic
scores, very apparent observing the cyan ’xs ’ in the top right part of the graph in Fig. 3.10
and the correlation values ρ and rs in Tab. 3.4. The main reason for this is the high dispersion
of the judgements of the observers. In the first place, along with high scores, noticeably lower
ones were assigned, attracting the fitted function towards lower values. This results in a higher
frequency of ’4’ scores in the metric than in subjective evaluations. Secondarily, in most points
where the prediction of the observer scores is inaccurate, observers are quite divided in their
judgements. A comparison of the metric prediction errors with the subjective scores dispersion
can be made observing the last four columns of Tab.3.4. The MAE and the RMS metrics, both
measures of the mean distance between the metric value and the MOS, are always lower than
the OSD, the mean standard deviation of the observer values. This means that the error made
by the method in estimating the mean of the subjective scores, on the average, is lower than the
uncertainty with which the observers determined it. Concerning punctual errors, the fraction
of points where they are considerably larger than the opinion score dispersion (i.e., the outlier
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ratio) is quite limited.

3.3 Regional blurriness measures

3.3.1 Measure of local perceived contrast

The purpose of the work described in this section is to develop a blurriness measure based on
the local activity of a small image region, as it is done by the methods of the first group in
the classification proposed in Section 3.1. The solutions proposed in these works are various
and reasonable, but they all analyse the local image variability from the pixel grey values,
not considering the perceived variation of the image luminance. The measure of local activity
proposed in this work estimates the perceived luminance variation, or contrast, in the small
area centered in the point of interest using a simple model of human perception.
It has been verified in experiments in neural physiology, e.g. [49], that a lower limit exists to the
increment in luminance which can be distinguished by the human eye. This limit, called Just
Noticeable Difference, varies depending on the average luminance of the surrounding region.
As a consequence, if luminance varies from a level Lmin to a level Lmax, only a finite number of
variations, or discontinuities, is perceived, and this number depends not only on the luminance
difference Lmax−Lmin, but also on the luminance value which is the average of the two extrema.
The quantity used in this work to estimate the local contrast is the number of distinguishable
increments from the lowest to the highest luminance value in the local region. To compute
this number, called from now on Number of Just Noticeable Differences Njnd, the relationship
between the JND and the average background luminance must be known. This relationship is
derived from the perceptual model used in [50]. According to this model, the photoreceptor
response, i.e. the perception of luminance P , determined by the local screen luminance L with
surrounding luminance adaptation level S, is

P =
L

S + L
(3.16)

The normalized contrast response, i.e. the variation in the luminance perception caused by
an infinitesimal increment in local contrast, is obtained by derivation of the former function
with respect to contrast variation, dL/L (contrst is usually defined as the ratio between the
luminance variation and the absolute background luminance):

ncr =
dP
dL
L

=
L · S

(L+ S)2
(3.17)

Conversely, the normalized contrast threshold nct, i.e. the variation in (normalized) contrast
needed to produce an infinitesimal increment in the luminance perception, is the inverse of the
former quantity, namely:

nct =
1

ncr
=

(L+ S)2

L · S
(3.18)

The JND, however, is a simple, non normalized luminance variation dL. To compute it, an
expression is needed for the (non normalized) contrast threshold ct, i.e. the minimum relative
increment in luminance causing an increment in perception. This quantity was experimentally
determined in case of perfect adaptation, i.e. when the local luminance L and the adaptation
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luminance of the surrounding region S coincide. Different estimates for this value cto were
achieved with different experiments. In this work the value measured by Barten [49] cto = 0.01
is used. The quantity ct in arbitrary surrounding luminance conditions can be computed making
the hypothesis that it varies proportionally to nct, and computing the value of the latter in
optimal adaptation, i.e. setting L = S in (3.18). This value of optimal normalized contrast
threshold results ncto = 4. The general ct can be therefore computed from (3.18)

ct =
cto
4
· nct =

cto
4
· (L+ S)2

L · S
(3.19)

As stated above, the quantity ct determines the increment from a luminance level Li to the
lowest distinguishable level Li+1 > Li, i.e

Li+1 = Li ·
(
1 + ct(Li, S, cto)

)
(3.20)

Conversely, the number Njnd of distinguishable luminance values between two extrema Lmin
and Lmax is the highest integer N such that

Lmin ·
N∏
k=1

(1 + ct(Lk)) < Lmax (3.21)

In practice eq. (3.21) with (3.19) has a too high computational cost if it is used to find Njnd

on every point of the frame. Therefore the hypothesis is made that, in the local area where the
contrast is estimated, Lmin and Lmax are close enough to assume ct to be constant in the range
they delimit. With this assumption Njnd is the highest integer N such that

Lmin · (1 + ct(L̄))N < Lmax (3.22)

where L̄ is the average luminance value in the considered local area. The shape and size of this
area must be chosen. The number of distinguishable increments corresponding to maximum
luminance variation in this area is the estimate of contrast in the point in its centre. Besides, a
precise assignment must be made to the local luminance adaptation S. Both the local perception
of contrast and the local level of adaptation can be assumed to be determined by the global
luminance contributions of the pixels that stimulate the central part of the retina of the human
eye, called fovea. This part of the retina collects the stimuli from an angle of about 5 degrees
in the central part of the visual field, namely the deemed centre of attentive vision. The fovea
differentiates from the surrounding part of the retina for the decreasing concentration of the
rods. Its central part, completely rod- and capillary-free, is called the foveola, and is responsible
for the central, 1 degree wide part of the visual field. In this work, the frame area considered
in the estimation of the contrast in a point is the disk envisioned in the foveola when the gaze
is directed to that point, whereas the adaptation luminance S is the average luminance of the
larger disk formed by all the pixels stimulating the fovea. This average is computed with a
low-pass filter with a mask of size equal to the diameter of the fovea disk. The size in pixels
of the frame disks occupying the fovea and the foveola can be easily computed from the screen
size, the screen resolution and the viewing distance. For example, for a screen having diagonal
17” and pixel size 1440× 900, and a viewing distance of 35 cm, corresponding to an horizontal
screen angle of 36 degrees, the size of the fovea and the foveola disks are 121 and 24 pixels
respectively. Using the model and the assignments outlined above, it is possible to compute the
estimate of local contrast Njnd in each pixel of the frame. The procedure can be summarized
as follows:
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1. Use the screen size and resolution to determine the diameter in pixel of the disks DL and
DS corresponding to the foveola and the fovea respectively.

2. Compute the luminance value of each pixel, from its grey value, the image pixel format,
the limits of the luminance range of the monitor Lmin,s and Lmax,s and its γ parameter:

L(i, j) =

(
I(i, j)

Imax

)γ
· (Lmax,s − Lmin,s) + Lmin,s (3.23)

3. Compute the local adaptation in each point Sp(i, j) by convolving L(i, j) with a Gaussian
kernel with size equal to DS.

4. For each point (i, j), find the surrounding disk with diameter DL, corresponding to the
foveola.

5. Compute L̄ and S̄ as the averages of L(i, j) and Sp(i, j) in this local foveola disk.

6. Use L̄ and S̄ to compute ct from (3.19).

7. Find Njnd(i, j) as the largest N verifying (3.22).

Area of reduced contrast

The obtained map of contrast Njnd(i, j) can be used to detect the frame parts which are likely to
be affected by contrast reduction. It is sufficient to define two thresholds, Njnd,low and Njnd,high

as percentage fractions of the highest number of locally perceivable luminance variations in
the frame, i.e. Njnd,max = maxi,j Njnd(i, j). Both thresholds are chosen as low percentages of
Njnd,max, in order to detect the points where local contrast is small with respect to the possible
local luminance excursion of the frame. The pixels with local contrast values between the two
thresholds are assigned to the low contrast region, which is deemed to be affected by blurriness.
The lower contrast threshold can be chosen to be 0 or a small percentage, the second choice
being motivated by the intention to exclude completely uniform areas, which could be uniform
also in the unaffected original content. An example of this detection of locally blurred area is
shown in the detail in Fig.3.12. The area marked in black comprehends the pixels (i, j) where
Njnd,low = 10% ·Njnd,max < Njnd(i, j) < Njnd,high = 30% ·Njnd,max.

The fraction of the frame interested by limited contrast, or smooth area fraction Fsm, is an
indication of the potential blurriness of the frame. The main metric used in this work for
measuring the lack of contrast is Fsm1, defined as the percentage of the frame pixels having a
value of Njnd between 0% and 10% of Njnd,max. Formally,

Fsm1 =

∑
i,j Asm(i, j)

Nt

(3.24)

Asm(i, j) =

{
1 if Njnd,low < Njnd(i, j) < Njnd,high

0 otherwise

Njnd,low = 0% ·Njnd,max

Njnd,high = 10% ·Njnd,max

56



(a) (b)

Figure 3.12: (a): Blurred detail (b): area with reduced contrast (black)

3.3.2 Measurement of preserved detail

It is reasonable to assume that fine detail is the sort of picture content which is most prone to
blurriness resulting from image coding. Smoother and shorter edges disappear, small regions
blend and texture loses its contrast, whereas strong edges are still visible. A mathematical
operator able to artificially reproduce such effects, namely, smoothing details while preserving
main shapes, makes it possible to isolate the two kinds of information, and so to decide whether
a picture did actually incur in a detail loss. For this purpose, one can simply process the image
under test with the operator. The latter erases only the fine detail, i.e. the type of content
also erased by compression artefacts. Therefore, on a preserved detailed frame the operator
has a visible effect, whereas a degraded frame is left nearly unaltered. Therefore, to estimate
if an image is degraded, and how much, it is sufficient to compare the amount of its frequency
content with that of the image processed with the operator. If the former is much higher than
the latter, this means that the operator has erased a lot of detail, and the original was not
blurred. Otherwise it is possible that blur has occurred. It must be noted that the opposite
case is uncertain, i.e. if the difference between the original and the image processed with the
operator is small, this only indicates lack of detail, which can be do to degradation or to
an originally uniform content. A suitable operator is anisotropic diffusion [42], known for its
edge-preserving spatial noise reduction ability. A metric for blurriness is therefore obtained as
follows. The image under test I is processed with anisotropic diffusion, to obtain the image
Id. Then the morphological gradient is computed on each pixel of I and Id, obtaining the two
gradient maps Ig and Idg. The proposed metric of detail loss is the relative difference of the
spatial averages of the two gradient images:

MGRrel =
mean{Ig} −mean{Idg}

mean{Ig}
(3.25)

3.3.3 Blurriness classification and measurement

A possible conjunct application of the metrics proposed in sections 3.3.1 and 3.3.2 is now
proposed. It will be shown that, observing the value that this couple of metrics assumes when
computed on a frame, it is possible to recognize the type of blurring artefact interesting it,
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(a) (b)

Figure 3.13: Example of blur due to encoding. (a): Detail of a high quality sequence ’BarcCQ’
(b): Detail from a compressed sequence ’BarcCE’ )

therefore distinguishing the artefacts causing a more or less serious quality degradation from
those that are not perceived as disturbing. The subjective ratings of a group of human observers
will be shown to be coherent with the proposed distinction criteria.

Different types of frames

In the following, examples of frames differing in content and blurriness type are presented, and
the typical response of the metrics is illustrated.

1. Frames affected by blurriness due to encoding
An example of this type of blurriness is given in frame BarcCE, a detail of which is in
Fig. 3.13b. Encoding erases fine details and short edges, makes main edges smoother and
broader and melts small shapes together, but does not make uniform areas broader. As
a consequence, the value of MGRrel decreases as blurriness increases, whereas the Fsm1

metric assumes different values depending on the global contrast of the frame. If the
frame has a high activity, i.e. a large amount of pixels with high contrast, and therefore
Fsm1 is low, then an intermediate or low value of MGRrel is a reliable sign of blurriness
due to encoding.

2. Frames containing large uniform areas
An example is given in Fig. 3.14. This type of frame content is considered separately not
because the artefact has a particular effect on it, but because the values of the metrics
computed on it must be treated with caution. In fact, the metric MGRrel assumes values
as low as those in detailed frames corrupted by encoding. This happens because the
metric measures the amount of fine detail, which in this type of frames is very low, not
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Figure 3.14: Example of frame containing a large uniform area

because detail has been erased in encoding, but because is absent in the content. On
frames of this type, the value of Fsm1 is obviously large. Therefore, although MGRrel

remains a decreasing function of blurriness, the same value of MGRrel corresponds to
higher quality when Fsm1 is large than when it is small.

3. Up-scaled versions of frames with poor contrast and resolution
This type comprehends the frames blurred in accidental camera defocus and the frames
having originally limited resolution and contrast upscaled on a High Definition screen.
An example is given in frame ”beguile”, displayed in Fig. 3.15. This frame was extracted
from a sequence downloaded from YouTube, at resolution 320×240, and was subsequently
upscaled to full HD. This causes a lack of contrast and unnaturally smooth shapes on
the whole frame surface. This fact is detected by both the proposed metrics. MGRrel

assumes very lower values than in case of encoding blur examined in point 1., and Fsm1

is very high. An upper threshold MGRrel,th = 0.2 and a lower threshold Fsm1,th = 60%
characterize frames affected by this type of blurriness, distinguishing them from frames
blurred by encoding.

4. Frames with an out-of-focus background
An example is movie frame ”moodle” in Fig.3.16. The background is left intentionally
out-of-focus, but this does not disturb vision, concentrated on the figures in foreground.
However, the global amount of detail is low, and consequently the metrics assume similar
values to those of the former case, i.e. MGRrel < MGRrel,th and Fsm1 > Fsm1,th.

5. Frames containing moving objects
In frames of this group, the details of moving figures are blurred and melted together
in the direction of motion, but are preserved in the orthogonal direction. Besides, if the
frame contains a detailed background or still objects, they are obviously preserved, as in
the example of Fig. 3.17. As a consequence, the behaviour of the proposed metric is the
same as in detailed and well preserved frames: high value of MGRrel and low value of
Fsm1. This is desired, because, as opposed to the case of still pictures, the observers of
a moving sequence can not perceive the blur of moving objects within an isolated frame.
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Figure 3.15: Frame ’beguile’. Up-scaled version of a frame with original poor resolution and
contrast

Figure 3.16: Frame ’moodle’. Example of intentional background blur.

Recognition of out-of-focus

From the brief remarks above, it is apparent that the blurring artefacts interesting the frames
of types 3. and 4. have a similar effect on the two metrics. In both cases the fraction of
area with little contrast Fsm1 is high and the measure of detail MGRrel is very low. This
is therefore a common property of pictures degraded in acquisition, or however outside the
encoding process, but not because of motion: they all experience a great reduction of contrast
and overall little detail. However, in case 3. blurriness is an annoying artefact, and causes
a quality degradation, whereas in case 4. it is a desired effect leaving the frame unharmed.
The following procedure was therefore devised to distinguish between the two cases. From the
considered examples, it can be observed that, in the frames blurred by low initial resolution and
up-scaling (point 3., Fig. 3.15), the reduced contrast and scarce detail are constant on the whole
frame area, whereas in pictures with shallow depth of field (point 4., Fig.3.16), these properties
characterize only the background. Therefore, a separate analysis of contrast on foreground and
background should produce similar results on frames of point 3., and different results on frame
of point 4. The foreground is made of the perceptually relevant parts of the frame, i.e. by the
regions attracting the visual attention. The foreground extraction process is therefore based
on the region segmentation algorithm and the Visual Attention map already used in section

60



Figure 3.17: Example of frame characterized by strong motion

(3.2.2). First the frame is segmented in internally homogeneous regions with the algorithm
devised in [45]. The saliency map of Visual Attention S(i, j) of the frame is computed with
the algorithm of Itti and Koch [46], and in each segmented region the pixels having a greater
saliency value than the average value of the frame are counted. Regions where this sort of pixels
forms a large enough fraction are assigned to the foreground, while the other regions form the
background. The minimum fraction of relevant pixel of a foreground region is empirically
assigned as FV Ath = 60%. The quantity used to separately analyse the contrast of foreground
and background is the ratio of reduced contrast to low contrast area, Fsm2/Fsm1. Fsm2 is
the fraction of pixels (i, j) whose local contrast value Njnd(i, j) is comprehended between the
10% and the 30% of the maximum contrast value of the frame Njndmax. In the foreground
of frames with shallow depth of field, this area of reduced contrast is expected to be larger
than in the background. In fact, it is the region characterized by a moderate pixel activity,
which is proper of quite uniform objects, such as faces, and of fine details, when they are not
blurred. Consequently, if such objects are preserved in the foreground, here the proportion
Fsm2/Fsm1 is higher than in the background. If, on the contrary, objects are indifferently
blurred in background and foreground, the ratio shows small variations. This is confirmed by
the diagram in Fig. 3.18, reporting the values of the the ratio Fsm2/Fsm1 on foreground and
background of frames of the two different types. It can be seen that the frame of type 4. the
ratio in the foreground is about twice than it is in the background. Conversely, in the frame of
type 3. the ratio is similar in foreground and background.

Procedure for blurriness classification

In summary, the following procedure can be followed to estimate the degradation of the frame
due to the blurring artefact:

1. Compute MGRrel and Fsm1 on the whole frame. If Fsm1 is below the upper threshold
Fsm1,th, or MGRrel is above the lower threshold MGRrel,min, no part of the frame is out
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Figure 3.18: Value of the metric ratio Fsm2/Fsm1 on the foreground (blue bar) and background
(black bar) of pictures ’moodle’ (left, Fig.3.16) and ’beguile’ (right Fig.3.15)

of focus, nor is the frame blurred because of upscaling. Then measure the eventual blur
due to encoding with metric MGRrel. For high to intermediate values, MGRrel is an
inverse function of the blurriness. In particular, high values always correspond to good
quality frames, whereas intermediate values indicate a certain degradation if metric Fsm1

has low or intermediate values.

2. However, if metric Fsm1 is high, the same value of metric MGRrel corresponds to higher
quality than in case of a lower Fsm1.

3. If Fsm1 is greater than the upper threshold Fsm1,th and MGRrel is lower than the
threshold MGRrel,th, then the predominant cause of blurriness is not encoding. Run the
procedure of recognition of out-of-focus, namely:

(a) Extract the foreground and the background of the frame. Compute the ratio of
metrics Fsm2/Fsm1 separately on foreground and background.

(b) If Fsm2/Fsm1 is much higher on the foreground than in the background, then the
cause of blurriness is out-of-focus, and the frame quality is not affected.

(c) On the contrary, if Fsm2/Fsm1 assumes close values in foreground and background,
then the blurring artefact is due to initial poor resolution and upscaling. Quality is
degraded, although not as much as in the worst cases of encoding blurriness.

Correspondence with subjective ratings

The proposed assessment of the seriousness of the blurring artefact was compared to the
subjective quality perception, measured in a test where a group of observers rated the quality
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of a set of video frames. The video data used for the experiments come from different sources,
have very variable contents, and have undergone different coding and manipulation operations.
Three frames were extracted from the sequences resulting from three different encodings of
the original sequence ’Barcelona’, provided by Philips Cons Electr. Twelve frames were taken
from the original versions of sequences ’Shuttle’, ’Mac’ and ’football’, freely downloadable from
the VQEG site. This subset was chosen in order to achieve a certain variety in the available
content. One frame came from the poor resolution video ’Dance’, downloaded from a web site.
Finally, the two frames coming from the movie trailer ’league’ provide examples of out-of-focus.
All these frames were original 1080p or lower-resolution data, and were scaled-up to Full-HD
resolution (1920x1080p) using Matlab functions or proprietary algorithms, of linear or nonlinear
type. The latter, habitually employed at Philips Cons. Electr., were kindly provided to be used
in the experiments described in this section. These algorithms perform linear up-scaling using
a high-quality 10-tap polyphase FIR filter. The -3 dB bandwidth of such filter (averaged over
the phases) is 80% of the Nyquist bandwidth at the side with the lowest sample rate. As the
up-scaling factor increases, the filter bandwidth becomes a proportionally lower percentage of
the output sample rate. This means that the picture will look increasingly blurred. Non linear
scaling instead is used when the proportions of the initial and final resolution differ, e.g. if a
4:3 video must be displayed on a 16:9 screen, or a 16:9 video on a 21:9 screen. In such cases
a ”panorama mode” type of non-linear scaling was applied, with an up-scaling factor varying
horizontally in a parabola shape from low to high. The scaling factor at the screen edge is
typically 2× the factor at the centre, so that the frame margins look twice as blurred as the
centre.

The subjective evaluations were collected using a Single Stimulus Adjectival categorical
method, as defined in recommendation ITU-R BT.500 [47]. Each tested frame was presented
independently, with no reference, and evaluated with a score in the following five-grade quality
scale:
5.Excellent 4.Good 3.Fair 2.Poor 1.Bad.
Each frame was presented for three seconds, after which a full grey picture was displayed
and the observer was asked to give a score in the aforementioned scale. The Mean Opinion
Score of a frame is the average of the scores given by individual observers. As done in the
experimental testing of the method of section 3.2.2, in order to detect evaluation errors due to
distraction and uncertain evaluations, the whole test set of frames was presented twice, each
time in random order. If the two scores given by an observer to the same frame differed by more
than 1, they were discarded in the computation of the MOS of the frame. If they differed by 1,
they were assigned a lower weight in the computation of the MOS. The test was taken by ten
subjects, four males and six females, with no experience on the artefacts of digital video. The
observers were instructed to evaluate the quality of each frame according to the degree of its
blurriness, but they were made aware of the fact that movie makers sometimes deliberately blur
the background of a scene, and this should not be considered a defect. They were also shown
examples of the best and the worst frames in the set, in order to calibrate their judgment.

To observe the relationship between the two blurriness metrics, MGRrel and Fsm1, and the
MOS, the pair of metrics values corresponding to each frame was represented in the plane
MGRrel vs Fsm1 with a mark in a color depending on the range containing the MOS of the
frame (Fig. 3.19). The correspondence color-MOS range is the following: ”dark green” for
MOS > 4.5
”light green” for 4 < MOS < 4.5
”cyan” for 3.5 < MOS < 4
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Figure 3.19: Metrics values for the tested frames. Frames having a Mean Opinion Score in the
same range correspond to marks in the same color.

”blue” for 3 < MOS < 3.5
”magenta” for 2 < MOS < 3
”red” for 1.5 < MOS < 2
”orange” for 1 < MOS < 1.5

The following remarks can be made:

• Frames of high perceived quality (MOS scored 4 to 5, dark and light green dots) have
metric values distributed on the stripe extending from the top-left to the middle-right
parts of the plane. This means that high values of MGRrel, indicating a lot of detail,
always correspond to high quality, especially when a large part of the frame has high
contrast (low values of Fsm1). It also means that in frames containing large uniform
areas lower values of MGRrel do not indicate a serious quality degradation. This justifies
the devised procedure, estimating blurriness with MGRrel if a large fraction of the scene is
active, i.e. with high contrast, and tolerating lower values of MGRrel if a large fraction of
the scene is uniform. In general, values in the middle-right part of the plane correspond to
slightly lower scores (light green dots, range [4 4.5]), meaning that among well preserved
frames little detail and large uniformity cause a slight perception of blurriness.

• All frames judged bad, scored 1 to 2, (red and orange ”x”) and all frames judged poor
(magenta) as a consequence of coding have metrics values in the central part of the plane.
This means that a middle-low value of MGRrel (scarce detail), provided that Fsm1 is not
too high (globally high contrast scene), can always be found in frames whose quality is
badly degraded by encoding. The inverse is true with few exceptions, i.e. pairs of metrics
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in the central part of the plane reveal almost certainly a poor-to-bad frame quality, and
in any case a quality which is no better than ”fair”. Specifically, all frames judged as
”fair” and corresponding to dots in this central part of the frame incurred a mild quality
degradation due to encoding.

• Two frames were scored ”poor” and ”bad” even if their metrics pairs are in the part of
the plane corresponding to high quality (red and magenta ”x” in the upper left corner).
These are frames taken from a sequence containing fast motion. A lot of detail is present
in the still figures and on the background, so that the actual impression of the sequence,
when it is observed in motion, is of good quality, in accordance with the indication of the
proposed metrics. The evaluations made in the test are in this case unreliable, since no
frame of a motion sequence is ever detected as still and isolated.

• Frames having values of the metrics in the right part of the lowest edge of the displayed
plane have quality ranging from poor to fair, meaning that an overall very poor detail,
together with a large uniform area, cause a clearly visible blurriness, but not the most
annoying for the viewer. The ability to clearly identify this situation is therefore a good
property of the devised couple of metrics. It is the condition of frames which are blurred
outside encoding, either because of limits of the acquisition tools (poor contrast and
resolution, point 3 in section 3.3.3) or due to intentional blur of the background (point 4).
Evaluations of the subjects confirm that the former sort of blurriness (frame ”beguile”,
judged ”poor”, magenta ”x”) is more annoying than the latter (frames ”moodle” and
”ten”, judged ”fair”, blue and cyan ”x-s”). This proves the usefulness of the proposed
method, which is able to distinguish between the two cases, and justifies the introduction
of the third metric, the ratio Fsm2/Fsm1, since the former two vary very little across
the frames of this group.

3.4 Summary of results achieved in blurriness

measurement

The problem of quantification of the blurring artefact was approached using two strategies,
the first being the measurement of the edge degradation, the second the measurement of the
regional properties of amount of detail and perceived contrast.
Following the first principle, first a method was proposed to segment the image edges and
quantify their properties related to the perception of blurriness. This method was found to
respond quite coherently to the increase of compression and perceived degradation of the
image quality, but is quite complex and computationally demanding. A simplified version
was subsequently used together with a measure of the scene clutter, estimated as the local
number of distinct regions of the picture, to achieve a metric capable to quantify blurriness
affecting different fractions of the frame, and therefore different content. A separate parameter
optimization was performed on each of three subsets of the examined frame blocks, each
subset corresponding to a different quality range. A good correlation with subjective ratings
was achieved for each quality range, and the metric was proven to be able to reproduce the
distribution of the subjective ratings on the blocks forming the considered frames.
Using the approach of the regional measures, a metric of perceived contrast and a metric of
preserved detail were defined. Used together, they enable a classification of different forms of
the blurring artefact, each form corresponding to a different range of the perceived quality.
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Different ranges of the subjective ratings were found to correspond to different fractions of the
plane formed by the proposed metrics.
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Chapter 4

Blockiness measures

As anticipated in section 1.2.1, blockiness is an artefact entirely originated in encoding. It is
a consequence of the encoding procedure, consisting in the partition of the encoded picture or
video frame in many small square blocks, typically with 8 pixel edges, and in the independent
compression of each block. This compression is achieved by assigning most of the available
bits to the encoding of the information shared by the pixels within the block. Doing so,
the correlation among pixels belonging to two different adjacent blocks is ignored, causing an
abrupt and often perceivable artificial discontinuity in the grey values of the two encoded blocks.
The overall result is, as already stated, the fragmented aspect of the compressed picture, which
appears composed by many small squares or, equivalently, distorted by a superimposed artificial
grid. As opposed to blurriness, more tolerable within certain limits, because it is similar
to natural impairment experienced by human vision under several conditions, the geometric
structure of blockiness makes it easily detectable as an external and disturbing aspect.
For this reason, since the beginning of digital compression a vast research has been dedicated
to the problem of the reduction of this artefact, which is closely related to the problem of the
artefact measurement. In fact, as noticed in [51], the stages where an action intended to reduce
the artefact can be deployed are necessarily two, namely encoding and post-processing. In the
first case, one possible solution is using an encoding scheme which minimizes the inter-block
discontinuities, such as the encodings using a wavelet representation of the block content. This
solution would require to modify the existing standards, and therefore can not be applied to
individual cases. The other solution is to adaptively choose the degree of compression, and
consequently of detail simplification, depending on the visibility of the artefact over various
content, as done e.g. in [52]. Although this is a more feasible approach than the former, at
least in encoding following the H264 standard, where the encoder is free to use the desired
procedure, provided that the output is compatible with the standard, it can not be adopted in
the case considered in this work, where only the decoded bitstream is accessible. Besides, for
each bitrate the visible blockiness can not be reduced under a certain limit.
The other possible stage for deblocking is post-processing after decoding. The common
procedure is averaging or, equivalently low-pass filtering, or smoothing, the picture around
the visible block borders. The drawback of this necessary approach is the blurring of the
picture content. Although, as stated, this is a generally less disturbing artefact, it is desired
to concentrate the filtering action on affected pixels while preserving as much of the content
as possible. Some of the proposed strategies, such as deblocking based on anisotropic diffusion
[53], concentrate on the preservation of the essential object edges, other, such as the strategy
called Projection on Convex Sets (POCS) [54] limit the useless blurring action by searching the
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optimal image in the space of the smoothest ones with constraints based on the quantisation
intervals of the coefficients. A broad class of deblocking methods, instead, performs adaptive
filtering, i.e. applies simple filters with different strength and supporting region, depending
on the (perceived) seriousness of the local blockiness. This makes the correct measurement of
the artefact a fundamental phase of many deblocking methods, and explains the fact that the
problem of quantification is often studied together with that of the restoration of the artefact.
All the strategies summarily mentioned above, together with an improvement in several aspects
of the encoding procedure, and the availability of relatively high bitrate with respect to the
needs, have contributed to a great reduction of blockiness in much of the currently delivered
video material, e.g. digitally broadcasted television and web based video streaming. At
the same time, however, the proliferation of small, portable video acquiring devices, such as
consumer cameras and cell phones, and of their use in narrow band wireless connections, such
as the uploading of material from remote locations and the video phone calls, multiplies the
situations requiring a high compression with limited time and processing power. Video produced
and delivered with these means is still affected by the blocking artefact, and this is likely to be
the common condition of videos generated by devices of recent invention at any time, so that
blockiness measurement will continue to be of some interest, although marginal.
The present chapter is organized as follows. In the first section some of the existing methods for
blockiness measurement are briefly reviewed, distinguishing the strategies mainly adapted to
an efficient restoration from those aimed to the best correspondence with subjective perception.
Two aspects of the artefact which are apparently less considered in this vast literature are then
highlighted, showing their influence on the perceived quality. The following two sections are
dedicated to original methods to quantify blockiness focusing on these aspects.

4.1 Related work on blockiness measurement

As in the overview of the methods for global quality assessment, also existing methods for
blockiness measurement will be discussed for the adopted strategy rather than for the possible
application and the achieved results. The latter, when mentioned, will be those achieved by
the authors, therefore in slightly different conditions than those considered in the present work.
Except for few cases, therefore, every consideration on the appropriateness of a method to the
considered problem is based on prior sensible remarks on the modeling of the problem and not
on empirical observations in practical cases.
According to the adopted strategy, the reviewed methods can be grouped in three classes:
methods mainly based on the measurement of the interpixel relationships, methods based
on the analysis of the transform coefficients and methods employing models of the Human
Visual System to account for the masking action of the picture content on the visibility of the
artefact. Also this classification is far from ideal, because both the first two classes merge with
the third, meaning that every model of the masking action must necessarily be applied to a
quantitative measure of the block discontinuities, computed in the pixel or in the transform
domain. However, among methods considering the visual masking, some relate more heavily
on a fine measure of objective blockiness, and it seems better to locate them in one of the first
two classes.
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4.1.1 Inter-pixel measures of blockiness

Methods in the first class are based on the comparison of the difference between adjacent pixels
belonging to different blocks and the difference between adjacent pixels internal to the same
block. Many choices are possible to combine these differences. The method devised in [55]
introduces a measure called Mean Square Difference of Slopes. In the neighbourhood of each
block boundary, the slope across the boundary, i.e. the difference between pixels on two different
sides, is compared to the mean slope within the blocks, i.e. the mean of the differences between
the last two pixels before the boundary and the first two after the boundary. The square of the
differences between the two slopes are computed and summed over all the edges of the block,
giving a measure of local blockiness. The purpose of the work is not to devise a picture quality
measure, but to efficiently reduce the artefact where it is strong. On this purpose, the metric
MSDS is formulated in terms of the DCT coefficients of the block, and it is minimised solving
a quadratic programming problem to find the optimal coefficients, under the constraint that
they fall in the bins of their original quantised versions.
Also the authors of [56] present a deblocking method based on a measure of boundary
discontinuity. The latter is the interpixel difference across the block boundary minus the
averages of the sums of the interpixel differences on the two sides of the block, which are equal
to the difference between the first and the last internal pixel. Processed blocks are classified
with a measure of the block activity, estimated as the highest frequency of a non null DCT
coefficient. For each possible block activity an optimal noise vector is computed, minimizing
the squared difference between the original and the distorted blocks of an appropriate training
set. The noise vectors are estimates of the shape of the error produced by blockiness, and the
proposed restoration procedure for each pair of blocks is the subtraction of the appropriate noise
vector, weighted by the measured boundary discontinuity. An important conceptual finding of
this work is the remark that the damage produced by blockiness is more serious in active areas,
since the internal parts of the blocks are made uniform by the artefact. This observation seems
to be opposite to the general principle of masking, stating that in active areas distortions are
less visible. Actually both principles should be considered: on one side, a synthetic edge is
made less visible by the activity around it; on the other side, the lack of activity in internal
block parts increases with the seriousness of the artefact, and it is more apparent in originally
active areas.
A work accounting for the latter fact was presented in [57]. This work is one of the few which
do not compute their measurements on fixed block border positions, but on the whole surface of
the frame. The phase of the gradient, extracted with the Sobel operator, is computed on each
point of the image, and averaged over local areas, after squaring in order to avoid cancellations
of gradient vectors with the same direction and opposite orientations. The histogram of the
phase distribution on the whole image is computed, and the fraction of the pixels having a
gradient phase in the histogram bin around 0 and 90 degrees is one measure of blockiness.
The other measure is the fraction of the pixels having both the gradient components null or
negligible, indicating a lack of activity. Since this lack of activity, consequence of the merging
of many encoding blocks together, is an aspect of a strong blocking artefact, the overall metric
is the sum of the second partial metric with the product of both. When the artefact is very
strong, fewer borders are detectable because the blocks are merged, but the artefact is however
measured with the metric for low activity.
Another method measuring both the cross-border differences and the internal lack of activity is
presented in [58]. Also here two metrics are introduced. The first is the ratio between the sum
of the absolute interpixel differences across the block boundary and the sum of this quantity
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with the sum of the absolute differences between couples of adjacent pixels inside the blocks.
The second is the fraction of pair of pixels with null grey level difference in the lines around a
boundary. The maximum of these two metrics, if greater than a threshold accounting for local
masking estimated with an existing model, is the local blockiness measure, and the average of
local measures is the total blockiness estimate of the frame.
A comparison of the discontinuity across the block borders and the internal block activity is
also done in [59]. The components of the gradient obtained with the Sobel operator in the
direction orthogonal to the block boundary are computed and summed over the set of the edge
pixels. This quantity is divided by the internal block activity, computed as the sum of the
gradient modules in points internal to the blocks.
A final method based on the comparison of the interpixel differences is presented in [60]. This is
one of the few methods for blockiness measurement removing the hypothesis that the artefact
affects fixed known positions of the frame, and trying to estimate the offset of the blocking
grid. The frame is processed line by line, and in each pixel of the line the ratio is computed
between the current absolute interpixel difference and the average of the absolute differences
in the former and in the subsequent adjacent positions. The results of this computations are
summed over the set of lines, and the positions of local maxima of this summation are deemed
to be the positions of the blocking grid. The frame blockiness is computed dividing the sum
of local ratios in on-grid positions by the sum of the values of the ratio in off-grid pixels. This
metric was found to be robust to shifts of the encoding grid due to motion and to changes in
the grid size due to frame upscaling.

4.1.2 Measurements of blockiness in the transform domain

Methods for blockiness measurement acting in the transform domain try to detect and measure
irregularities in the magnitude of the transformed coefficients. The most known of this methods
was presented in [61]. It is based on the observation that a periodic signal has a spectrum
with pulses at the frequencies that are multiple of the inverse of the period. Since the blocking
artefact is a periodic signal superimposed on the picture content, a blocky image has a spectrum
with peaks at frequencies multiples of the inverse of the blocky period, typically eight pixels.
The strength of blockiness is therefore measured by the energy contained in these peaks, which
can be isolated by subtracting from the spectrum of the image a version of it, filtered with
a median filter. The limitation of this method is that it only provides a global blockiness
measure, and not a map of local estimates. Besides, the peaks are correctly detectable as effect
of the artefact only if the latter is located in a perfectly periodic grid, and if there are no other
periodic patterns in the picture content.
An attempt to partially overcome the last of these limitations was done in [62]. Here the
blocking artefact in MPEG2 frames of type I, where blockiness forms a regular grid, is estimated
locally from the ratio between the sum of the coefficients with indices multiple of four and the
total sum of the coefficients. In order to exclude contributions from periodic patterns of the
original content, the sum at the numerator involves only the coefficients having a phase in a
narrow range around one of few specific values, which were experimentally found to be typical
of coefficients of frame parts affected by the blocking artefact.
The work presented in [63] also tries to detect irregularities in the magnitude of the coefficients.
These are hypothesized to have a Laplacian distribution in the original uncorrupted picture.
From each coefficient of the compressed image, resulting from quantisation, a reconstruction
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of the original coefficient is estimated as the centroid of the quantisation interval, computed in
the hypothesis of the Laplacian distribution. The relative difference between the tested and the
reconstructed coefficients is compared in adjacent blocks. If in two adjacent blocks the values
of this difference are spaced more than an adaptively computed threshold, a blocking artefact is
detected between the two blocks. This method is therefore only used for detection. The affected
blocks are restored with a modified version of the method in [55], finding the coefficients that
minimize the MSDS. This metric is computed taking also the diagonal adjacent blocks, and the
minimum is searched separately in each frequency, simplifying the problem.
A local quantification of the blocking artefact is instead performed in [64]. The 1D-DCT
transform of a pixel line formed connecting the consecutive lines of two adjacent blocks is
analysed. Under the hypothesis that the internal variation of the block is smaller than the
average difference between the two blocks, the latter quantity can be estimated from the
first coefficient of the double-length transform. If instead the internal variation of the block
is not negligible, the metric is multiplied by a correction factor decreasing with the ratio
between internal activity and inter-block variation. Apart for the interesting property of
the transform coefficient, this method seems to bring little contribution to the problem of
blockiness quantification. For working without correction, in fact, it requires that the internal
block activity is negligible. If this is the case, more cheap metrics could make an estimation
as reliable as that of the complex DCT transform. If instead the internal activity is relatively
high, the correction factor, however quite coarse, is computed from the inter-block difference,
whose estimation should be the purpose of the metric.
A more elegant solution based on a similar principle was proposed in [51]. An analysis block
is formed taking the right and the left half of two horizontally adjacent encoding blocks.
This artificial block used for analysis is possibly affected by the artefact, and in this case
is characterised by a discontinuity in its centre. It is therefore modeled as a mean (or DC)
value plus a step block plus a block of residual activity. The height of the step block is directly
related to the blocking artefact. Since this step block is constant in the direction along the
boundary, it only has the odd coefficients of the first row greater than zero. The height of
the step can be easily computed by taking the scalar product of this group of (four) odd
coefficients of the analysis block with the corresponding coefficients of a step block of unitary
height. The DC value is obviously derived from the DC component of the block, and the block
of residual activity is obtained by subtraction of the two former quantities from the analysis
blocks. The mean value is used to estimate the background luminance, and the background
activity is computed as a sum of the residual block coefficients weighted by the corresponding
frequency indices. The estimate of the artefact dividing the two blocks is the ratio between
the step height and growing functions of the background luminance and activity, modeling
the masking action of the content as done in [65] described in the following. Although very
rational, it is possible that this method relies on an excessive simplification. It provides a good
estimate only if the difference between pixels on the sides of the block border prevails on the
variations within the blocks, so that the effect is indeed a step block. This is the case of high
compression, to which the work is dedicated. However, if the artefact is mild, and especially in
video frames, the variation across a block boundary is not as abrupt as a step, but smoother,
involving more adjacent pixels. In this case the oversimplification of this method could lead to
an underestimation of the artefact.
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4.1.3 Blockiness measurements using models of perception

As stated, blockiness is disturbing because it consists in luminance discontinuities forming a
clearly synthetical grid superimposed on the image content. However it is apparent from both
common practice and experiments on vision that the same difference in luminance, and more in
grey level values, is differently visible on different backgrounds. This phenomenon is known as
masking, and it depends from the low level reaction of the Human Visual System to luminance
stimuli, which is far from being completely understood. In visual Quality Assessment, the
common models measure masking as the combined action of two distinct factors, namely
luminance and texture masking. Luminance masking is due to the fact that the same variation
in luminance is differently perceived for different values of the background luminance. This
was verified in psychovisual experiments, proving that the visibility threshold, i.e. the smallest
perceivable luminance difference, is a growing function of the background luminance over the
whole luminance range from extremely dark to the brightest values. The analysis of digital
pictures under common conditions of vision is further complicated, in the first place, by the
fact that the same variation in grey level does not completely correspond to the same variation
in luminance, because the gamma curve of the monitor is not linear. Secondarily, the visibility
is no longer decreasing on the whole range of luminance values, because for dark values it is
reduced by the eye adaptation to the ambient light and by reflections of the screen. Texture
masking is due to the fact that the same luminance difference is differently visible depending
on the activity of the background. This phenomenon has been studied in typical psychovisual
experiments measuring the visibility of a target function (usually a sinusoid) imposed on a
masking signal, usually another wave or a sum of waves of different frequency. The interactions
between the two signals, and the influence of the masker on the visibility of the target, are
highly dependent on the testing conditions, but it is recognized that masking patterns having
frequency and orientations close to those of the target have a stronger masking action. This fact
is of only partial help in measuring the perceived blockiness, because the artefact is not always
a periodic signal extending on the whole frame. In such case it would have a single frequency,
whereas the masking signal, namely the pattern of the content, having an undeniable masking
action, is distributed over a wide frequency range. A further aspect of the problem is the fact
that also the visibility of a single unmasked periodic signal depends on its frequency. The model
for this phenomenon is the contrast sensitivity function.
In quality assessment, the masking problem is further complicated by the fact that both the
threshold and the suprathreshold masking models should be considered. Threshold masking is
the dependence of the amplitude of the smallest visible luminance variation on the surrounding
background. Supra-threshold masking is the different perception of the same, visible luminance
variation on different backgrounds. The two phenomena are of course interdependent, but have
been studied with different experiments and should be studied with different models. In visual
Quality Assessment, especially in the No Reference case, this is done very seldom. Typically
a choice is made for a threshold or a suprathreshold model, and often the results available in
literature for a case are applied to the other. The complexity of the problem is a reason of
the fact that visual masking is applied in a minority of the existing methods for blockiness
measurement, and that the state of the art results are currently achieved with relatively trivial
solutions.
One of the first blockiness measurement methods including a model of masking was described
in [66]. The grey level differences between adjacent pixels belonging to different encoding blocks
are averaged over the frame, with weighting coefficients depending on the local mean luminance
and on the activity on the two sides of the blocks, estimated as the standard deviation. The
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function relating the weights to the local luminance uses a logarithm to model a lower visibility
for low as well as for high luminance values. The result is divided by the average of the
differences between pixels inside the same blocks, weighted with the same coefficients used for
the next inter-block differences. This method is one of the most widely known and cited for
comparisons, probably because it is very clearly and unambiguously described. It has a quite
good ability of measuring artefacts of different strength on frames with different content, but its
performance is surpassed by several most recent methods, such as [61] and [67], described in the
following. Besides, it requires computations of variances and logarithmic functions involving
all the frame pixels, and therefore it has a non negligible computational cost.
In [68] a model for luminance masking was proposed. An estimate of the local activity at the
block edge is computed as the sum of the absolute differences between the value of a pixel on
the border of an encoding block and its surrounding neighbours. The local blockiness measure
is obtained multiplying this activity by a weight depending on the background luminance. This
weight was computed hypothesizing a different dependence of the artefact visibility on the
background luminance in different luminance ranges. An increasing function, and precisely a
positive power law, was used for low luminance values and decreasing functions, namely power
laws with negative exponents, were used in the ranges of highest luminance. The hypothesized
decrement of the visibility for high luminance values is too steep for the actual luminance
range of a monitor. Besides, the overall setting of the model is not completely rigorous in the
choice of the limit conditions used to make the function continuous on consecutive intervals.
To achieve this result, a visual observation in conditions of threshold masking is used for this
supra-threshold masking model. However the achieved model is quite effective in estimating
the visibility of the discontinuities in zones of different luminance. The resulting blockiness
measure was found to be increasing with compression and coherent with PSNR.
A luminance and a texture masking model were integrated in the method presented in [69].
A map of discontinuity on block borders was computed taking the difference between the DC
transform coefficients of adjacent blocks. Care was taken to avoid including differences higher
than the coefficient quantisation step. These differences necessarily correspond to actual edges
of the original content. The blocks where classified as smooth or textured according to the
number and to the indices of their non null DCT coefficients. Texture blocks were distinguished
according to the texture orientation, which is estimated as horizontal, vertical or oblique
depending on the possible dominance of the sum of vertical or horizontal indices. A different
texture masking factor was assigned to each mapped discontinuity among blocks, depending
on the orientation of the texture of the blocks at its sides. Blocks with texture oriented as the
discontinuity are supposed to have a stronger masking action, and therefore the discontinuity
is assigned a higher factor. Luminance masking is computed from local background luminance
with the model proposed in [52], although, again, the latter is a threshold model, and is
employed in a supra-threshold measurement. Texture and luminance masking factors are
additively combined with a nonlinear function, and the local values of the discontinuity map
are divided by the resulting masking factors. The global blockiness metric is computed as the
Minkowski average of the local values. When used for quality assessment, this method proves
to be better than methods [61] and [66]. When used in restoration, it improves the results of
existing solutions by selecting the regions of high blockiness, were a filtering action is needed.
An effective integration of masking models in a measurement of the blocking artefact in video
frames was presented in [67]. This is another of the few methods hypothesizing possible scaling
and shifts of the blocking artefact grid, due to up-scaling and motion compensation in decoding.
The shape of the grid is reconstructed prior to blockiness measurement as follows. First the size
of the main grid element, i.e. the period of the blocking artefact in the two image dimensions,
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is estimated with a frequency domain analysis similar to that performed in [61]. To estimate
the period of vertical blocks, the first forward difference of the rows is computed, and a 1-D
signal is formed by summing the result over the rows, and taking the module. In order to
highlight local maxima due to abrupt discontinuities, the signal is refined by subtraction of its
median filtered version. The DFT of the result is computed, and its module is searched for
isolated peaks or pulses. The period of the blocking artefact is estimated as the inverse of the
frequency of the first peak. After the period of the blocking grid is known, its offset, i.e. the
distance of the first block edge from the left frame edge, is estimated by computing several
sums of the samples of the refined 1-D difference signals. The summed samples are taken with
intervals equal to the estimated blockiness period, and each sum starts at a different index,
from 1 to the blockiness period. The starting index corresponding to the highest sum is the
offset of the blocking grid. Once the positions of the pixels on the blocking grid are known, on
each grid point the same metric used in [60] is computed, namely the ratio between the current
absolute inter-pixel difference and the average of the absolute differences in a surrounding line
segment. This metric is multiplied by two local correcting weights, accounting for luminance and
texture masking respectively. The luminance masking weight is an originally devised function
of the background luminance, increasing as a square root for low grey level values, reaching
a maximum, and than linearly decreasing for higher values. The background luminance is
obtained by low-pass filtering the region around the point of interest. The texture masking
weight is an inverse power function of the local activity, estimated by high-pass filtering the
surrounding region. The global frame blockiness measure is the average of the local weighted
measures. Although the choice of the luminance sensitivity function and that of the local texture
measure are arbitrary, and have drawbacks which will be analysed further, this masking model
provides very good results, namely a correlation with subjective ratings comparable to that of
FR methods. However, this results were achieved on a set of JPEG compressed still pictures,
in spite of the fact that the method is destined to video frames.
This overview is concluded with two Full Reference metrics for blockiness measure, included to
show the more evolved masking model that can be applied if no integration with interpixel local
estimates of the artefact is needed. The first method was presented in [65]. An error image is
first computed as the difference between tested and reference image, then a high-pass filter is
applied orthogonally to the direction of the measured block boundaries, and a low pass filter in
the same direction of the boundaries, in order to emphasize them. The pixels of this processed
error map are multiplied by local weights accounting for the masking action of luminance and
texture. Finally, on the resulting map a power law is applied reproducing the nonlinear response
to error typical of the human vision. The luminance and the texture masking weights are
computed with decreasing functions having powers of the background luminance and activity
at the denominator. The parameters of these functions were chosen with experimental tests,
were the supra-threshold visibility of a local discontinuity was measured from the time needed
by the observers to detect it. The dependence of the discontinuity amplitude, corresponding
to a certain error sensitivity, on the local background quantity, i.e. luminance or texture, was
experimentally derived, and the parameters were chosen by fitting the measured values. This
is the only work devising independent tests to model a supra-threshold masking action. The
achieved model works well on a differential error image.
The second Full Reference method for blockiness measurement was proposed in [70]. The
original and the tested frame are independently processed. First they are decomposed
in different frequency and orientation subbands with a steerable pyramid transform. The
coefficients of each subband image are then multiplied by weighting factors depending on
the contrast sensitivity function. The texture masking action among neighbour subbands
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is estimated in a contrast gain control model, where each subband coefficient is divided by
a function of the corresponding coefficients in other subbands having the same frequency
but different orientations. The coefficients for the contrast sensitivity and the contrast gain
control model were computed with an optimization procedure on a set of subjectively evaluated
sequences. With parallel computations, the regions affected by blockiness are detected. A block
edge detection procedure finds the correspondence of local maxima of the interpixel difference
in subsequent lines. The blocky region is obtained by morphologically delating the area around
the detected edges, and excluding short edges and zones interested by local fluctuations due to
ringing. The final blockiness metric is obtained from the differences between the corresponding
processed subband coefficients of the reference and the test frames. These differences are
computed and summed over the sole area affected by blockiness. The high correlation of the
metric value with subjective ratings prove the effectiveness of a separate analysis of the masking
effect in different subbands. This subband decomposition, however, affects also the structure
of the artefact, and therefore can be employed only in a comparison with a reference.

4.1.4 Possibilities of improvement

This vast literature on the problem of blockiness measurement could be further enriched
considering two aspects which are particularly relevant in the analysis of the video frames.
The first is an effect of the artefact which has been substantially neglected until now, namely
the degradation of the object borders. A reason for the lack of interest in this aspect is
maybe the fact that it is not very strong in still pictures, where it merges with, or is dominated
by, other artefacts such as ringing. However, although it is not considered a degradation
factor for the picture quality, the situation determining the problem is considered by several
methods [64, 51, 69] as potentially dangerous for a correct artefact measure. This situation is
the coincidence of a block border with an edge of the picture content. Pixels in this situation
must be detected and avoided in a common measure of the blocking artefact, because the
artefact consists in a fragmentation of homogeneous regions and is measured as the grey level
difference across the fragments, i.e. the different blocks. If such different blocks belong to
different objects of the content, the grey level difference of the respective pixels is due to the
difference of the object themselves, and therefore must not be accounted for as a consequence
of blockiness. However, the coincidence of the block borders with an object edge is itself a
form of degradation, although not of the natural smoothness of the internal object regions, as
conventional blockiness, but of the shape of the edges, which are made unnaturally straight. In
fact, in a natural image it is unlikely that an object edge coincides perfectly with the encoding
blocks. A natural edge is in fact a gradual transition of luminance from the internal object
part to the background. The effect of blockiness, instead, is making blocks uniform inside and
different from each other. Therefore, if in an uncompressed picture an edge section degrades
across several pixels belonging to two different blocks, in the compressed version the pixels of
the internal block are all forced to the value of the internal object, the external block is made
uniform with the value of the background, and a sharp transition takes place in coincidence
with the border between blocks. As a result, the object edges are somehow simplified and made
unnaturally straight and jagged, as in Fig.4.1. This aspect is more frequent in moving objects
of video frames, where most of the available bits are destined to the encoding of the motion
vectors and the quantisation of the residual is stronger.
The second neglected aspect of the problem of blockiness detection does not concern an
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(a) (b)

Figure 4.1: (a): Detail of a high quality frame (b): corresponding detail after compression.
Edge degradation due to the block based coding is clearly visible.

ignored consequence of the artefact but an oversimplification in its measurement. From the
overview above, in fact, it appears that all considered methods hypothesize that all the blocking
discontinuities are located on a rigid grid. Only the methods [60] and [67] contemplate a possible
shift of this grid, but they still postulate that the block borders are periodically spaced apart
and form regular squares. While this is certainly the case of still pictures, and globally also that
of video frames, in some parts of the latter, namely, those representing moving objects, this
simplification is excessive. In fact, for reasons that will be better detailed in the following, in
predictively coded frames the block borders on moving figures shift from their on-grid
position. This circumstance is worth considering because in video sequences predicted frames
are a vast majority. At the best of the knowledge of the writer, the only method accounting
for a displacement of the block borders is presented in [71], where the impairment is called
Motion Compensated Edge Artefact. However this method measures this artefact in a frame
using the compressed DCT coefficients of the prediction frame and of the residual difference,
and the motion vectors. This quantities are only available from the bitstream of the compressed
data, whereas in the intended application for the present work the method should be applied
to the decoded pixels. Re-computing the transform coefficients of the residual difference and
the motion vectors would require quite complex computations involving more frames, with a
high cost in memory and processing power. On the contrary, the proposed solution achieves
satisfactory results working on the decoded frames.

4.2 Degradation of object borders

As stated in the previous section, an effect of the block transform based encoding procedures
such as JPEG and H264 is that of forcing the edges of the objects to coincide with the borders
separating the encoding blocks. This is due to the oversimplification caused by the quantisation
procedure of the coefficients of the transformed blocks. In this procedure a coarser quantisation
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is used for the high frequency coefficients, which are usually small in module and therefore are
often discarded. As a consequence, the values of the pixels in the block are mainly determined
by the low-frequency coefficient, fit to represent uniform regions but not steep variations such
as those characterizing the main edges of the picture. These low-frequency coefficients are
very different in two adjacent blocks which are mainly formed by pixels of different objects
of the picture. The border between the two blocks therefore is very marked and so is the
corresponding object edge, which is simplified in a straight line (Fig. 4.1). In the case of an
extreme compression, when only the DC coefficients are retained, the whole edge blocks are
made uniform and equal to the respective mean grey levels, which are those of the objects they
mainly belong to. In some cases this modifies the actual shape of the objects, whose edges are
altered to coincide with the block borders, as in Fig. 4.2. While in still pictures this situation is

(a) (b)

Figure 4.2: (a): Detail of a high quality frame (b): corresponding detail after compression.
Alteration of the shape of the object due to the block based coding is clearly visible.

only caused by very high compression, it is not uncommon in video frames, especially those with
high resolution and much detail. In such frames adaptive coding sacrifices the edges of moving
objects, which are less apparent due to motion, using few bits for their representation. In some
cases this situation is made more serious by a coarse motion compensation, which can displace
an entire macroblock off its position within an object and shift it across the object edge, as
it appears in Fig. 4.3b. The coarse quantisation of the block coefficients and the consequent
lack of information to represent the edges is also the cause of the ringing artefact. In fact,
it could be argued that the described and depicted edge degradation is an aspect of ringing.
However, ringing is only defined as an unnatural luminance oscillation around the edges, and
is commonly measured as the variance in the neighbourhood of the edge. In the present work,
instead, the considered artefact is an alteration of the geometry of the edge, and is studied in
the edge map. A partial attempt to quantify this artefact was firstly presented in [72] and is
described in the following. As done for edge blurriness in section 3.2, also the edge degradation
caused by the block based compression is analysed in the binary map Igt obtained by applying
a threshold to the image gradient, computed by convolution with the Sobel operator 4.1 and
its transpose:

Sx =

 −1 0 1
−2 0 2
−1 0 1

 (4.1)

An example of a frame detail is represented in Fig.4.4. In the binary map, the phenomenon is
particularly apparent.
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(a) (b)

Figure 4.3: (a): Detail of a high quality frame (b): corresponding detail after compression.
Shape alteration due to the displacement of an encoding block in motion compensation is
clearly visible.

The following aspects can be underlined:

• The map consists in part of the skeleton of the main edges. The compression introduces
many straight regions in the map, and this corresponds to the overall impression of edge
degradation of the picture. The simplification is stronger in longer straight regions, and
equally stronger is the impression of the artefact.

• The loss of information is also stronger on edges that are made straight on both sides.
Such edges separate objects that are made uniform by the discarding of the high frequency
content.

• Most of the edge square corners are also an effect of the compression. They correspond
to the edge curves that are forced to coincide with the block borders.

These observations drive the construction of a map of local edge degradation MBe. The
procedure is as follows:

1. The matches with the morphological component (4.2) and its four rotations are searched
in the binary map. They are assigned a weight of ’1’ in the map MBe.

Ae =


1 0 0 0
1 0 0 0
1 0 0 0
1 0 0 0

 (4.2)

2. Points belonging to edges where the straight edge element (4.2) finds multiple consecutive
matches, i.e. edges having a straight side with length greater than or equal to a multiple of
that of the edge element (4 pixels), are multiplied by a number equal to the multiplication
factor in the map MBe. This means, points in a straight line 8 to 11 pixels long are
multiplied by 2, those in a line long 12 to 15 are multiplied by 3, and so on.

78



(a) (b)

(c) (d)

Figure 4.4: (a): detail of a high quality frame (b): binary map of the gradient above threshold
(c): corresponding detail of a compressed image (d): binary map of the gradient above
threshold. A higher incidence of straight edges can be observed in the binary map of the
compressed image (d) with respect to the binary map of the original (b).

3. Points belonging to edge segments which are straight on both sides, i.e. points of match
with one version of the element (4.2) close to a match with a 180o rotated version at the
same height, are assigned the multiplication factor 3.

4. Points of edges which are consecutive to a square corner, detected with a morphological
match with element Ac in (4.3) or a rotation of it, are assigned a multiplication bonus 2.

Ac =

 1 0 0
1 0 0
1 1 1

 (4.3)

The final metric for edge degradation Be is computed by simple summation of the entries of
the map MBe.
The conceptually simple procedure of straight edge extraction can however lead to wrong
measurements in at least two cases.
The first is the obvious case of straight edges in the original content, corresponding to polygonal
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objects. In general these edges are far longer than those originated in compression, apart for
cases of very strong compression not considered in this work. A simple way to avoid misleading
measurements is therefore to impose an upper limit Lmax to the longest possible pixel sequence
that brings its contribution to the straight edge map MBe. A value Lmax = 24 was chosen
empirically. Small geometrical objects in the original content can still cause false measurements,
but their contribution to the overall impairment metric is limited. However, experience shows
that very often natural polygons do not have long uninterrupted borders in the binary gradient
map. Their edges appear instead broken in many short straight parts. This case is exemplified
in Fig. 4.5(a,b) and is probably due to a slight form of ringing, which alters the profile of the
edge transition, displacing the points of maximum grey level variation without disturbing the
subjective perception.
The second source of misleading measurements is the case of weakly curved edges, or of straight
borders slightly inclined from the vertical or horizontal direction. On account of the aliasing,
i.e. the fact that the spatial resolution of the image is insufficient to represent the variations
with highest frequency, and therefore the finest detail, in the gradient map these edges appear
composed by sequences of short straight segments. An example is given in Fig. 4.5(d). This
spatial distribution is only proper of the points with higher gradient, while the area of slower
variation around them determines a completely regular aspect of the image 4.5(c). In the two
cases described above the proposed analysis of the gradient map proves to be unfit to produce
reliable measurements. A correction to avoid these wrong measurements can be based on the
common aspect of these two sorts of edges, namely the fact that they consist of long connected
sequences of short straight parts. Edge parts made straight by compression, instead, usually
are either isolated from each other, or are connected through square corners, corresponding
to borders of the encoding blocks. Besides they are usually longer than the straight elements
forming the two sort of edges that must be avoided in the measurement. On this observation
the following correction procedure for eliminating contributions from natural edges is based:

1. Find long thin connected components, i.e. sequences of straight parts as that in Fig. 4.5d,
in the binary map. The connected sequences can be found in the map of straight elements,
resulting from the matching of element (4.2) and rotations. Connected components are
derived by morphological dilation of the straight elements with the 5× 3 matrix of ones,
oriented in the direction of the searched edges. With this dilation strict connectivity of
the components is required in the direction orthogonal to the edge, whereas short gaps
are allowed along the edge. Of course also the unbroken, long straight edges are included
among these connected components.

2. Exclude all straight elements of connected components with a global length Lc > Lmax
from the map MBe. These sequences are deemed to correspond to natural edges, possibly
altered by ringing or aliasing.

3. However, do not exclude straight elements verifying one of the following conditions:

(a) Elements having length Le such that Lc

3
< Le < Lmax. This condition is based on the

fact that straight elements of natural edges such as those in Fig. 4.5 are usually very
short compared to the whole edge. On the contrary, a straight element representing
a high fraction of the edge is deemed to be caused by compression, provided that it
is not longer than the maximum hypothesized length for a degraded edge.

(b) Elements terminating in a square corner, detected at point 4 of the procedure
described above to trace the map MBe. Square corners with shape of element (4.3)
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(a) (b)

(c) (d)

Figure 4.5: (a): detail containing a natural edge of a geometric object (b): binary gradient
map. The edge appears split in many straight parts (c): detail containing a slightly curved
edge (d): binary map of the gradient. The edge appears formed by many straight components

are unlikely in a natural edge.

4.2.1 Test

An example of straight edge detection on the binary map of an original frame and of its
compressed version is shown in Fig. 4.6. Edges contributing to the map of blocky edges MBe

are shown in blue. Edges which were initially detected, and then excluded with the correction
procedure are shown in red. It can be seen that, at the cost of some missed detections in the
compressed image, nearly all false alarms are avoided in the original image.
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(a) (b)

(c) (d)

Figure 4.6: (a): detail of a high quality frame (c): corresponding detail of a compressed frame
(b),(d): corresponding maps of the detected straight edge parts (blue) and the straight edge
parts excluded in the correction process (red)

The normalized metric value Ben = bBe/100c computed on a high quality frame and on its
compressed version are reported in Tab. 4.1. The frames are extracted from two versions of the
’Barcelona’ sequence, encoded using the ’Constant Quantisation’ and the ’Common Encoding’
profiles, introduced in section 2.2. The proposed metric responds coherently to edge degradation
in frames containing a rich detail and many different moving figures. The results are instead not
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Table 4.1: Values of the Normalized Edge Degradation metric
Ben

Const. Quant. 982
Comm. Enc. 1484

satisfactory in frames representing a single figure in the foreground, such as that represented in
Fig.4.7. The edges of the main figure do not have a high curvature and do not move very fast
across the frame, so that their representation does not require a very degrading simplification.
By contrast, the small polygonal objects are better preserved in the original version, and they
take a higher contribution to the metric of edge degradation.

Figure 4.7: Example of frame with large figure in foreground

4.3 Blockiness on smooth surfaces

As opposed to the artefact measured in the former section, in Quality Assessment blockiness
is generally considered to be the alteration of the aspect of smooth or gradually varying
picture regions with the introduction of abrupt discontinuities forming a geometrical grid. An
improvement that could possibly be introduced in existing methods for the measurement of
this artefact is the ability to deal with alterations of the periodicity of the grid. This
alteration is a direct consequence of the prediction strategy used in the encoding process of
the video frames. All video encoders decompose the frame in square blocks, and encode each
block independently, as done in the encoding of still pictures. However in video coding a
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distinction is made between intra and inter predictively coded frames. Intra predicted frames
(or frames of type I) are encoded similarly to still pictures, i.e. block by block independently,
or at most using some of the blocks to encode adjacent ones in the same frame. In the case of
inter predicted frames (frames of type P and B), instead, the block by block encoding is not
performed on the frame itself, but on the difference, or residual, with one or more neighbouring
and already decoded prediction frames. To achieve the best match, and therefore the lowest
residual difference, in moving frame parts, such parts of the prediction frames are shifted
before computing the difference, this operation being known as motion compensation. As a
consequence, the interblock discontinuities of the prediction frames are shifted off the borders
of the blocks formed in the encoding of the residual difference. If the available bitrate is
insufficient to compensate for them, these discontinuities remain in internal block positions, or
off-grid, in the decoded predicted frames. In encodings complying to the H264 standard this
situation is further complicated by the fact that, as explained in chapter 2, in a picture of type
P or B each macroblock, i.e. the fundamental 16 × 16 encoding unity, can be encoded using
a different strategy, i.e. can be independently, intra-predictively or inter-predictively encoded.
For inter-predicted blocks the prediction region can be adaptively chosen to achieve the best
match with as few motion compensations as possible. Finally, an adaptive in-loop filtering can
be applied to different zones of the prediction frame, with different results, before computing
the residual. These adaptive encoding procedures can determine unpredictable shifts of the
block borders in predictively coded frames. An example is shown in Fig.4.8. Here a detail of
an ’I’ frame is compared to the corresponding part of a close ’P’ frame. Apart for the different
content in the considered zone of the picture, a regular blocking grid can be distinguished in
the detail of the ’I’ frame, whereas many alterations of this grid appear in the frame of type
P. A method capable of measuring the artefact in off-grid positions is expected to achieve a
better reproduction of the subjective quality, and to yield more coherent measurements on ’I’
and ’P’ frames of comparable quality. In addition, such a method could have a desired property
in the application considered in this work, i.e. quality assessment of the frames displayed by
the monitor: the ability to produce reliable results after the possible upscaling of the picture
from its original size, an operation altering the periodicity of the grid and the sharpness of the
block discontinuity.

A method pursuing this result, developed through [73] and [72], and presented in [74] in its
most evolved version, is described in the following. A first necessary step in the procedure is
the computation of a reliable map of local values of the blocking artefact. In this map both
false alarms and missed detections must be avoided. Light blockiness should be appropriately
distinguished from the surrounding content. To bring a contribution to the operation of
the artefact measurement and reduction at its current state, in fact, the algorithm must
confront with slight alterations of the frame aspect. On this purpose sensitive local metrics
must be devised, capable to deal with the smoothing and shifting of the blocky artefact in
’P’ frames. Secondarily, the response of these metrics must also be corrected taking the
visibility of the artefact in consideration. Due to the properties of the human visual system,
indeed, the visibility of an artificial distortion such as the blocking artifact depends on the
local content of the image. As anticipated in section 4.1.3, this dependence is traditionally
modeled as the combined action of two distinct factors: luminance masking, which makes
the same discontinuity in luminance differently visible depending on the mean luminance of
the surrounding background; and texture or activity masking, which makes the same luminance
variation less visible in an area where larger and more frequent luminance variations occur than
in a uniform area. Psychophysical studies on vision, e.g. [75], derived models of the masking
effects with two different kinds of experiments. The first, namely the experiments on threshold
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Figure 4.8: (a): Portion of an ’I’ frame. (b): Corresponding part of a ’P’ frame, distant four
time steps in the sequence. (c): Enlarged detail from the ’I’ frame above. (d): corresponding
detail in the ’P’ frame. In (d) many block borders are blurred and shifted, and they do not
form a regular grid.
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masking, measures the detectability of small luminance variations. The visibility threshold, i.e.
the smallest luminance difference distinguishable by the human eye, also called just noticeable
difference (JND), is measured on different backgrounds. The second, the so called supra-
threshold masking experiments, measures the visibility of luminance differences above the
threshold. The visual perception of the magnitude of such variations is different on different
backgrounds. The two types of experiments produce different data, and the two masking
effects are described by different mathematical laws. Some methods for quality assessment and
distortion measurements, such as [1], distinguish between them. In the first case, the problem
is to determine a content-dependent visibility threshold, neglecting distortions below it. In
the second case, a law must be defined to weight distortions according to the surrounding
content. Most methods dealing with the blocking artifact [65, 64, 51, 67, 66, 70, 68] use the
second approach, whereas fewer [52, 76] adopt the first. The present work has the peculiarity of
performing measurements on detection points only. The appropriate choice of this set of points,
including only those where the artifact is visible, is as important as the correct weighting of
measurements according to the perceived strength of the artifact. Therefore a selection of
detected block borders is performed using a threshold masking model, whereas a model of
supra-threshold masking is used to correct local measurements on detection points. No original
solution was devised in the latter field, but existing models were employed to preserve the
results achieved by current methods of blockiness measurement. Finally, since the computed
map of local blockiness, as opposed to the regular grid, varies from frame to frame, a criterium
must be found to estimate the global blockiness from both the magnitude and the density of
the measurements.
This section is organized as follows. First the used local blockiness metrics are introduced.
Then the visibility thresholds accounting for luminance and texture masking are defined. The
procedure to combine the local measurements in the map of detection points is subsequently
presented. The used supra-threshold models accounting for the different blockiness perception
determined by texture and luminance masking are then introduced. After that the final frame
blockiness metric is defined. Finally, experimental results are presented.

4.3.1 Blockiness detection

Local blockiness metrics

In this subsection the procedure is explained to compute the map IBv(i, j) of the local
vertical blockiness. Horizontal blockiness measurements are performed in the same way on
the transposed image. The first proposed local metric of vertical blockiness is derived from
the observation that a block border is an abrupt and unnatural increment of the inter-pixel
difference. Indeed, several methods [60, 76, 67] estimate the vertical blockiness in the point j
as the ratio between the horizontal difference at the current position and the average of the
horizontal differences in adjacent positions. Similarly, the first metric used in this work for
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vertical blockiness at position j of row i, r(i, j), is:

rki (j) =
dki (j)

hi(j)
(4.4)

dki (j) = |I(i, j)− I(i, j + k)|
hi(j) = max(h′i(j), hmin)

h′i(j) =
1

P
max

( j−1∑
u=j−P

d1
i (u),

j+P∑
u=j+1

d1
i (u)

)
P = 2 · k + 1

hmin =
1

P + 1/P

This metric is therefore a comparison of the inter-pixel difference at the current position and
the maximum of the average differences computed on short intervals on the left and on the
right. Since the effect of the artefact is making blocks uniform inside and different from each
other, the metric is expected to assume higher values on synthetic block borders. The length
P of the adjacent intervals on the left and on the right is set to 4, hypothesizing this size for
the encoding blocks. The separate inspection of the average differences in the two adjacent
intervals, a new aspect with respect to similar metrics introduced in other works, is intended to
reduce the metric response in presence of local activity, avoiding false alarms. Equation (4.4)
defines a set of metrics, indexed by the quantity k, which is the distance between the two pixels
considered when computing the current inter-pixel difference. The need of computing several
metrics in each point, using different k values, is due to the fact that, especially in motion-
compensated frames, the transition in luminance between the left and the right side of a block
is sometimes longer than one pixel. The set of metrics is computed with values of k increasing
from 1 to a highest integer K. This is the second characterizing aspect of the proposed metric.
The value hmin, used to prolong the fraction with continuity in case of null inter-pixel activity
in the adjacent points, was assigned diminishing the minimum non null value of h′i(j), i.e. 1/P ,
by a small quantity. The latter is decreasing with P because the perceived difference between
a completely uniform region and a region where only one variation of a gray level occurs is
supposed to be smaller for regions of major extension P .
The second aspect of the artefact considered in deriving a local metric is the fact that the
horizontal difference across a block edge is larger than the vertical difference along the same
edge. This fact is employed in [57], where blockiness is estmated from the distribution of the
phase of the gradient across the image. In this work, the second measure of local vertical
blockiness at row i in position j is:

dRϕki (j) =
dki (j)

vki (j)
(4.5)

vki (j) = max
(
vk
′

i (j), vmin
)

vk
′

i (j) = max
(
|I(i, j)− I(i− k, j)|, |I(i, j)− I(i+ k, j)|

)
vmin = hmin

This set of metrics compares the current horizontal difference, i.e. the difference in direction
orthogonal to the searched block borders, and the vertical difference, i.e. along the border.
Note that the ratio of these differences is an approximation of the tangent of the phase ϕ of
the gradient, which is the direction of the edge in the point. Vertical edges, i.e. edges probably
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generated by the artefact, are expected to have an orientation close to 90o, and therefore a large
ratio dRϕ computed with (4.5). In order to correctly estimate the edge direction, the same
distance k is used in computing the differences across and along the edge. The ambiguity of the
difference along the edge, which could be computed with respect to the point above or below
the current position, was resolved taking the maximum of the two differences. This choice is
again intended to avoid fals alarms.

Visibility thresholds for luminance and texture masking

Studies on human vision concerning luminance masking [77] showed that the relationship
between the just noticeable difference (JND) mentioned above and the background luminance
follows different laws depending on the luminance range. For low luminance, i.e. in the so
called dark region, the JND is a constant. In a subsequent small range of luminance values,
called the De Vries-Rose region, the JND increases as the square root of the background
luminance. For higher values, the JND is proportional to the luminance of the background,
in accordance with the Weber law. The final range is the saturation region, where the JND
increases extremely rapidly with the background luminance. However, such a dependence is
altered in the common viewing conditions for a consumer display. Due to reflections and
external illumination, visibility of discontinuities is low for low background luminance, reaches
its maximum for intermediate luminance, and then decreases for higher luminance. Although
the saturation region is never reached by a display luminance, the visibility decreases more
steeply for the highest values on account of the gamma correction of the display. The authors
of [52] experimentally derived a law for JND resembling this behavior. According to common
visual experience, however, this law is too severe in penalising low background luminance, and
postulates too mild an increase of the JND for high luminance values. This can in part be
due to the fact that the JNDs were derived as the detection threshold for a random noise
displayed in the centre of a uniform background. In order to partially improve these findings,
an autonomous test was performed in slightly different conditions. For different grey levels of
the background, a pattern containing square blocks of uniform grey level different from the
background was randomly added on the left or on the right of the screen. The difference
between the background and the synthetic blocks of the pattern was initially set to 1 grey level.
The subject taking the test was requested to indicate in which part of the screen he saw the
blocky pattern. In case of a wrong answer, the grey level difference was incremented by 1. The
Just Noticeable Difference for each background level was estimated as the grey level difference
which was correctly detected by the subject four consecutive times. The test was performed
several times, under different external illumination and for different calibrations of the monitor,
and for each grey level of the background the lowest of the JNDs measured in all test conditions
was retained as the final estimate of the JND. The result is the piecewise constant function
displayed in Fig. 4.9. It can be seen that, after an initial higher value for the lowest luminance
levels, the visibility threshold reaches its minimum, then increases very slowly for intermediate
to high luminance values, and has a much steeper increase with the highest luminance values.
Prior to blockiness detection, a different threshold value JND(i, j) is assigned to each point of
the frame, according to the experimentally derived function for the JND, and depending on the
average gray level of a small region around the point. Points where the local difference dki (j) is
below the local threshold are excluded from the set of detections.

The phenomena underlying texture masking were studied in human physiology as the visibility

88



Figure 4.9: Experimentally assessed dependence of the Just Noticeable Difference JND from
the local gray level of the background I. ’x’: measured values. Red line: interpolating function.

of a signal, called the masked signal, superimposed on another, called the masker [78, 75]. Under
the hypothesis that the frequencies of the two signals are similar, it was verified e.g. in [75] that
the minimum contrast necessary for the masked signal to be distinguishable is proportional to
the masker contrast. More precisely, it is a fraction around 1/5 of the masker contrast. This
result should be applied to the case studied in this work, considering the blocking artifact as the
signal masked by the natural content. The metric r defined in 4.4, when computed in locations
corresponding to block borders, is a suitable estimate of the ratio of the contrast of the artifact
dki (j) and the average contrast of the natural content in the surrounding region hi(j). It is
therefore reasonable to set a threshold rth, below which no blockiness is detected. However,
visual experience shows that the fraction found in the studies on vision is not suitable to the
case of blockiness. This is comprehensible, since such results were found for periodic signals
filling the whole screen, whereas with adaptive coding the artifact is a local phenomenon and the
content varies from place to place. A threshold rth = 3 was experimentally found appropriate.

Maps of detection points

The local metrics are used to detect vertical borders and compute maps Irkv(i, j) and IdRϕkv(i, j)
of vertical blockiness measures on detection points as follows. Several consecutive rows are
involved in a vertical block border. Since such a group of rows could start and end at any
vertical position i of the image, groups of Ng consecutive rows with overlapping are considered,
where Ng is set to 4, so that the method is able to detect 4x4 encoding blocks. In each group
of rows, the positions are searched where a vertical border is located. The following criteria are
used to find such positions jBu:

• In a detected position jBu, the metrics rk and dRϕk should reach a local maximum in
every row i of the group.

• Detection points jBu should be at least lmin pixels spaced apart.

The second condition is intended to avoid too frequent detections. A value lmin = 4 is used in
the experiments, again hypothesizing encoding blocks of size 4. Checking for the two conditions

89



in each position j of each group of rows would be computationally expensive. The procedure
detailed below comes to the final set of positions of detected blockiness jBu by a subsequent
restriction of the set of candidates. Let the considered group of rows be Iq:

Iq =
{
I(i, j)|iq ≤ i ≤ iq +Ng − 1 1 ≤ j ≤ N

}
(4.6)

for 1 ≤ iq ≤ M −Ng. Let the searched set of detections be JBq = {jB1, ...jBu, ...jBNd}. Here
and in the following, the superscript k and the subscript q are omitted for simplicity when
there is no ambiguity. In the first place, the set of local maxima of the absolute difference
dki (j) (defined in (4.4)) exceeding the local JND is found for each row of the group q. Detection
points will be searched for within this set:

Jdi =
{
j|di(j) > JND(i, j) ∧max

(
dki (j + 1), dki (j − 1)

)
≤ dki (j)

}
Jdq =

iq+Ng−1⋃
i=iq

Jdi (4.7)

This set is subsequently reduced based on local values of the metrics ri(j) and dRϕi(j). In
the following, subsets defined through the metric r are described. Corresponding subsets are
computed in the same way using the metric dRϕ.
Within the set Jdq, in each row i of the group, the set Jri of indices is found where the local
metric r exceeds the activity masking threshold rth, and which are either distant at least lmin
from their neighbours or are local maxima of the metric r:

Jri =

{
jdm ∈ Jdq|

ri(jdm) ≥ rth ∧

(
min

(
|jdm − jdm−1|, |jdm − jdm+1|

)
> lmin∨

max
(
ri(jdm−1

)
, ri(jdm+1)

)
≤ ri(jdm)

)}
i =iq, ...iq +Ng − 1 (4.8)

Only points which satisfy the conditions for all rows of the group are retained, i.e.:

JBrq =

iq+Ng−1⋂
i=iq

Jri (4.9)

Finally, the desired set of detected borders JB,q is that satisfying the conditions above for both
metrics r and dRϕ:

JB,q = JBrq ∩ JBdRϕq (4.10)

In the maps Irkv(i, j) and IdRϕkv(i, j), in each position of detected borders jBu ∈ JBq, all rows
of the examined group q are set to the average value of the metric rk, respectively, dRϕk,
computed on the set of Ng points of the group in jBu. Points where no detection occurs are set
to 0. Conflicts in assignment in consecutive groups of rows are resolved taking the maximum.
Formally,
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Irkv(i, j) = max
q|I(i,j)∈Iq

r̄iq(j) (4.11)

r̄iq(j) =

{
1
Ng

∑iq+3
w=iq rw(j) if j ∈ JBq

0 otherwise
(4.12)

The entries of the map IdRϕkv(i, j) are assigned similarly, using the local values of metric dRϕk.
Several maps can be computed for both metrics, increasing the quantity k from 1 with unitary
step to a highest integer K. A maximum of K = 2 maps are used in the experiments. In
the final vertical maps every element should be assigned the maximum value of corresponding
position in all maps k. However the same block border could be detected in several maps, in
adjacent positions. Therefore, care is taken to pool the measurements in adjacent points of the
maps as follows:

Irv(i, j) = max
k=1,...K

max
p=0,...k

Irkv(i, j − p) (4.13)

Map IdRϕv(i, j) is computed similarly. The final vertical blockiness map is simply the average
of the two maps of the local metric values, i.e.:

IBv(i, j) =
1

2

(
Irv(i, j) + IdRϕv(i, j)

)
(4.14)

The horizontal blockiness map IBh is computed considering groups of columns and acting as
described above.

4.3.2 Computation of the global metric

Supra-threshold masking

No universally accepted model exists for the interdependent effect of background luminance
and activity on the annoyance of visible blocking artifacts. In this work an approach similar to
that of [65, 51, 67] is taken, using two distinct local correcting factors wl(i, j) and wt(i, j) for
luminance and texture. The annoyance of detectable artifacts as a function of the background
luminance is expected to be qualitatively complementary to the visibility threshold, i.e. to
be high where the latter is low, and vice versa. However, this behaviour can not be derived
directly from the threshold function, e.g. taking the reciprocal or another analytical decreasing
function, because the masking action is quantitatively different on visible and invisible artifacts.
Supra-threshold visibility must therefore be estimated with specific experiments, as in [65], or
at least be approximated with a law according to visual experience, as in [67]. The functions
proposed in [65] and [67] do not seem suitable. The former assumes maximum visibility for
low grey levels, whereas the latter hypothesizes too slow a decrement of visibility for high
luminance and too low a visibility for low luminance. Experience shows that the visibility of
blockiness is small, but not null, in dark areas, and is greatly reduced in bright areas. For this
reason the model proposed in [68] was preferred. The dependence of the luminance masking
weights from local grey levels is displayed in Fig. 4.10. Texture masking should be a decreasing
function of pixel activity. Some methods [52, 67] compute such activity as the response to
horizontal and vertical highpass filters. This strategy has a limitation in the arbitrary selection
of the frequency range of the masking content. Another drawback of the use of high-pass
kernels centred on the one pixel wide block border is the fact that shifted and spread block
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Figure 4.10: Used model for the dependence of the luminance masking weights wl(i, j) from
the local gray level I(i, j).

borders take a diminishing contribution to the measurements in the closest detection points,
whereas actually they augment the perception of blockiness. Other methods [65, 51] compute a
selective masking based on the frequency content of the small region surrounding the artefact.
This approach enables a more complete summation of the masking effects of different texture
patterns, but it only yields reliable results if appropriate weighting factors are used for the
different frequency components. The best experimental procedure to estimate these factors is
not easily determined, although in [65] a reasonable test bench was used. Besides, decomposing
all local regions in their frequency components can have a too high computational cost. In this
work, local activity in a point is estimated as the entropy of a small region around it, i.e.

hi,j = −
∑
r

p(Ir) · log2(p(Ir)) (4.15)

p(Ir) =
#{(u, v)| − re ≤ u, v ≤ re, I(i+ u, j + v) = Ir}

(2re + 1)2
(4.16)

where #A denotes cardinality of the set A. The weights for texture masking are computed as

wt(i, j) =
1

1 +
hi,j
T

(4.17)

The entropy of a local region is usually considered a good quantification of the local activity
because it quantifies the uniformity of the distribution of the gray levels within the regions.
This means that regions containing pixels of many different values, and where each value occurs
a number of times similar to the number of the others have a high entropy, and the regions with
the highest possible entropy are those where all the pixels have a different value. It is apparent
that this is the case of very active, or textured regions. Conversely, in uniform regions few grey
values are assumed by the majority of the pixels. This corresponds to a distribution of the
grey levels concentrated on few values. Such a distribution has a lower entropy. Therefore, a
reasonable expression for a weight which is desired to be decreasing with the texture activity is
an inverse function of the entropy. Appropriate parameter values for this function were found
to be re = 3 and T = 1.

Using the described procedure, a masking map Wlt(i, j) of the image I(i, j) can be computed.
The generic element of this map is Wlt(i, j) = wl(i, j) ·wt(i, j). This map is multiplied element
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by element with the directional maps of the detected blockiness IBv(i, j) and IBh(i, j), to
correct local measures with the masking effect of the content.

Combination of partial metrics

In the proposed method, blockiness is measured only in points where it is previously detected.
Due to the strict detection criteria (the thresholds in section (4.3.1)), in case of light blockiness
the number of such detected points is very small. Conversely, in case of strong blockiness,
detected points can be very dense in the image. This fact suggests that a metric based merely
on the average of local measures over the set of detected points may be insufficient to estimate
the global impression of blockiness in the frame. The distribution of the block borders in the
frame must as well be considered. For this reason, two blockiness metrics are defined. The first
one, Bav, is the average strength of the detected block borders, namely:

Bav =
Bsum

Ndet
(4.18)

where

Bsum =
M∑
i=1

N∑
j=1

IB(i, j) (4.19)

IB(i, j) = (IBv(i, j) + IBh(i, j)) ∗Wlt(i, j)

Ndet =
∑
i,j

(IDv(i, j) + IDh(i, j))

IDv(i, j) =

{
1 if IBv(i, j) > 0
0 if IBv(i, j) = 0

and IDh(i, j) is defined similarly. ’∗’ indicates element by element multiplication. Bsum is the
sum of the entries of the map of local blockiness values on detection points, corrected with the
local factors accounting for the masking. Ndet is the count of the points where a vertical or an
horizontal detection took place. Therefore Bav is the average of the blockiness values on the
set of detection points.
The second metric, HPB, is a measure of the uniformity of the distribution of the blockiness in
the frame, and takes low values in frames where blockiness, however strong, is concentrated in
a few points. Uniformity is measured as the averaged entropy of an appropriately defined local
distribution of ’probability of blockiness’. The map of weighted blockiness IB(i, j) defined in
(4.19) is divided in small square parts of edge Le. In each part, a probability distribution for
blockiness, pB, is obtained normalizing the local blockiness values by their total sum, and the
local entropy hPB of this distribution is computed. Where no blockiness is detected, so that
the local sum of blockiness is 0 and no normalization is possible, the local entropy is assumed

93



to be 0. The metric HPB is the average of all local entropy values. Formally,

IBl(u,v)(k, l) = IB
(
(u− 1) · Le + k, (v − 1) · Le + l

)
1 ≤ k, l ≤ Le

Bsuml(u, v) =
Le∑
r=1

Le∑
s=1

IBlu,v(r, s)

pB(u,v)(k, l) =
IBl(u,v)(k, l)

Bsuml(u,v)

hPB(u, v) =

{
−
∑Le

k=1

∑Le

l=1 pB(u,v)(k, l) log2(pB(u,v)(k, l)) if Bsuml(u, v) > 0
0 if Bsuml(u, v) = 0

HPB =
1

U · V

U∑
u=1

V∑
v=1

hPB(u, v) (4.20)

where U and V are the numbers of square parts in the vertical and the horizontal direction
respectively, and a suitable value for the length of the edge of each square part was found to be
Le = 16. If detected block borders are very sparse, one has an impression of weak blockiness,
even if local measures are high in the points of detection. Therefore, for light blockiness,
HPB is the most appropriate metric for blockiness, because it takes low values if there are
few detections. Conversely, for intermediate to high blockiness strength, when there are many
detected block borders, their density, estimated by the uniformity of the the local distribution
of probability of blockiness, has a lower influence on the artefact annoyance than their strength
(magnitude of the local metrics computed on the block borders). Therefore metric Bav is the
suitable estimate of blockiness in this case. This suggests to combine the two metrics in a form
comprehending a threshold, above which the value of HPB is neglected. The proposed final
metric of detected blockiness DBM is therefore:

DBM = min(HPB, HM) ·Bav (4.21)

The best value for the threshold HM , corresponding to the global metric which achieves the
best resemblance with the subjective perception of blockiness, is derived from the experimental
results described in the next section.

4.3.3 Experimental results

The performance of the proposed method in the quantification of the blockiness artefact
was evaluated and compared to those of the two state-of-the-art metrics GBIM and NPBM,
presented in [66] and [67] respectively. Three evaluation criteria were used, namely consistency
with subjective impression of blockiness, homogeneity in close ’I’ and ’P’ frames, and robustness
to upscaling. The importance of each criterion will be explained in the corresponding subsection.
It must be specified that in the experiments the metric NPBM was implemented in a version
which enabled user intervention. In fact, one of its points of strength, i.e. the ability to detect
a shifted blocking grid, relies on a method to estimate the grid size. If all blockiness lays on
the grid, the size of the latter can be easily estimated from the period of a pulse train in the
DFT of an appropriately computed 1D signal [61]. In real video frames, however, such pulses
are not easily distinguishable from the spectrum of the content. When they are, they often
have different heights, so that the automatic detection of the fundamental frequency leads to
catastrophic results. A better procedure seemed to be the estimate of the grid size of each image
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from the frequency of the first ’noticeable local maximum’ of the DFT (a sample which appears
considerably larger than its neighbours and sufficiently distant from the closest local maxima),
selected manually. Other choices, such as the frequency of the largest local maximum, led to
worse results on the set of test images.

Correspondence with human perception

A test was performed to evaluate the accordance of the metric values with the subjective
impression of blockiness for different image content and strength of the artefact. A set of video
sequences was created for test, taking ten original sequences and three encoded versions of each
one, with different H264 bitrate settings chosen to yield the quality types below:
type I: barely perceivable blocking artifact;
type II: clearly detectable blocking artifact;
type III: very annoying blocking artifact.

A frame was extracted from each sequence, from the same position in versions derived from the
same original. Including the corresponding original frames, 40 test frames were obtained. The
original frames are displayed in Fig. 4.11. The sequence ’Barcelona’ was provided by Philips
Consum. Electr., whereas the sequence ’guitar’ was acquired using a consumer camera. The
other sequences can be downloaded from the site of the VQEG [79].

(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Figure 4.11: Frames from the original video sequences used for the tests. (a):’Barcelona’,
(b):’Football’, (c):’chips’, (d):’guitar’, (e):’caltrain’, (f):’missa’, (g):’crew’, (h):’soccer’,
(i):’akyio’, (j):’rushfield’.

Scores were obtained for each frame from subjective tests. Before the test, each observer was
shown an example of blocking artifact, and was instructed to evaluate the frame set with respect
to the sole blockiness, disregarding other artifacts such as blurriness or border degradation. An
original frame (type O) and a frame with annoying blockiness (type III) were also shown as
examples of the best and worst possible quality, to calibrate the evaluation scale. As in the tests
of methods for blurriness measurements, a Single Stimulus Adjectival Categorical evaluation
method with two repetitions [47] was used: the subjects examined each frame individually, with
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(a) (b)

Figure 4.12: (a): Mean Opinion Scores versus values of metric Bav. (b): MOS versus values of
metric HPB.

no reference, and had to score it with a value from the following scale:
5. Excellent; 4. Good; 3. Fair; 2. Poor; 1. Bad.
Besides, to avoid unreliable scores due to indecision or distraction, the entire set of frames was
presented and evaluated twice. The test was taken by ten subjects, having different experience
of digital images. The Mean Opinion Score (MOS) of each frame was computed as the average
of the scores assigned to it by all the observers. If the two scores assigned to a frame by the
same observer differed by more than one level, they were discarded.

The MOS values are plotted in Figs. 4.12(a) and 4.12(b), as a function of the partial blockiness
metrics Bav and HPB respectively. In both cases the MOS is a decreasing function of the
proposed objective quality metrics. Fig. 4.12(b), in particular, shows that all frames for which
HPB < 2 have MOS > 4 (high quality), whereas in Fig. 4.12(a) metric Bav appears to be more
variable on such high quality frames. Conversely, in the subset of frames for which HPB > 3
and MOS< 4 (intermediate or low quality), HPB is less sensitive than Bav to a worsening
in quality, since a very wide range of MOS values corresponds to the same value of HPB .
These facts agree in indicating that HPB gives a valuable contribution in measuring the quality
of well preserved frames, as stated in section4.3.2, while the sole Bav should be used in the
remaining cases. Therefore a value for HM between 2 and 3 would be a good threshold in the
computation of the final metric DBM according to Eq.(4.21). A linear LMS fitting of the metric
values with subjective scores yielded HM = 2.55. The correspondence of the final metric DBM
with the subjective scores of the frames can be observed in Fig. 4.13. The correspondence
of metrics GBIM and NPBM with the MOS values are reported in Fig. 4.14 for comparison.
Different colours correspond to different original sequences, whereas different marks correspond
to different types classified according to the artifact strength.

The MOS values should monotonically decrease for increasing metric values. In an ideal case,
the points should be distributed on a diagonal line from the top-left to the bottom-right corners
of the diagrams. In the diagram of the proposed metric, points are approximately confined in
a diagonal band. Besides, original frames are clearly separated from the others in the left
part of the diagram, and the metric values computed on frames derived from the same original
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Figure 4.13: Mean Opinion Scores versus values of the proposed metric DBM for the frame test
set. Different colors correspond to different original sequences: magenta: ’Barcelona’; blue:
’football’; red:’chips’; cyan:’guitar’; light green: ’caltrain’; brown: ’missa’; violet: ’soccer’;
orange: ’crew’; dark green: ’akyio’; yellow: ’rushfield’. Different marks correspond to different
types classified according to the artifact strength: ’*’: type O, original frame; ’x’: type I,
barely perceptible blockiness; ’o’: type II, clearly detectable blockiness;’�’ : type III, annoying
blockiness.

(a) (b)

Figure 4.14: Mean Opinion Scores versus values of the metrics GBIM (a) and NPBM (b) for
the frame test set.

increase with the sequence types ’O-I-II-III’ in all cases. These properties do not hold for the
metrics reported for comparison. The metric GBIM is not monotonic at all, and the metric
NPBM, when computed with the version of the method enabling human intervention, although
it correctly assumes its highest values for some of the most affected frames, is often higher in
some of the original frames than in many of the most impaired ones. The three metrics are
also compared according to the criteria proposed by the VQEG report COM80 [48]. The linear
correlation ρ, the rank order correlation s and the outlier ratio OR of the values of each metric
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with the MOSs are reported in Tab. 4.2. As in [67], these performance metrics were computed
without non linear distortion of the metric outputs accounting for the non linear response of
the subjective perception to the increase of the artefact. The non linear distortion would have
the effect of augmenting the performance of all the metrics, reducing the differences among
them.

Table 4.2: Correlation of the three considered blockiness metrics with subjective evaluations.

ρ s OR
GBIM [66] -0.20 -0.29 0.40
NPBM [67] -0.67 -0.66 0.28

DBM (proposed) -0.85 -0.88 0.13

The ideal value of the correlation coefficients ρ and s is -1. It can be observed that the proposed
method outperforms the other methods according to all three evaluation criteria.

Similarity in close ’I’ and ’P’ frames

As stated at the beginning of this section, block borders in ’P’ frames can be shifted off-grid
by motion compensation. An example of this fact is given in Fig. 4.8. The perceived artifact
is in no way diminished in the ’P’ frame. A good metric is therefore expected to provide
close values when computed on these two frames. Tab. 4.3 shows the values yielded by the
proposed and the existing metrics in the two frames. It can be seen that the proposed metric
has the lowest relative decrement in the ’P’ frame. This is mainly due to its block border
detection component. In fact, as it can be seen in Fig. 4.15.a, more than a half of the borders
detected with the proposed method are in off-grid positions; such blocks do not contribute to
the blockiness measure in the compared techniques. On the contrary, they diminish it, because
they are accounted for as masking content. As an example, in Fig. 4.15.b, the output of the
method [67] is shown. Points bringing a non negligible contribution to the final metric are
marked in red. Many visible block borders are not covered. This happens not only when such
borders are off-grid, but also when other off-grid borders are present in their neighbourhood.

Table 4.3: Values of the metrics on close ’I’ and ’P’ frames
fI fP

GBIM 2.82 1.32
NPBM 1.23 0.87
DBM 10.78 9.10

Robustness to upscaling

The proposed method is designed to become a component of the processing chain of a top-range
HDTV set, which often performs upscaling on low-resolution video streams. The upscaling
operation consists in computing the values of the pixels in intermediate positions between the
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(a) (b)

Figure 4.15: (a): Blockiness detected with the proposed method on a frame ’P’. Blue: on grid
block borders Green: off grid block borders. (b): Points of measurements for the metric NPBM
[67]
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pixels of the frame at the original resolution. One way to achieve this result is to apply a low-
pass filter on the pixels around the intermediate positions of interest. The up-scaler provided by
Philips Cons. Electr., for example, employs a set of low-pass filters with cut-off frequency equal
to 80% of the sampling frequency, and very small ripples in the stop-band. This means that
the image content with the highest frequency is erased in the upscaled version. This content
partially includes the blocky discontinuities, which are smoothed and made more gradual and
less apparent with respect to their unnatural sharpness. On the other side, however, the overall
blocking grid has another aspect making it more apparent after upscaling, namely, it is more
extended spatially and occupies a larger part of the visual angle. It is therefore important to
observe how both subjective perception and values of the metric are influenced by upscaling.
At the best of the knowledge of the author, the only study considering the size of the blocking
grid as a factor influencing video quality is [60]. Here, the original metric was multiplied by
a factor linearly increasing with the size of the grid. However, all pictures used for the tests
had the same size, and only the dimension of the grid changed. This is different from what
happens in HDTV sets, where the artifact is upscaled together with the content. Considering
its overall effect, upscaling does not alter the amount of perceived blockiness. A good metric
should therefore be insensitive to upscaling. To check this property, frames of type II (affected
by clearly detectable blockiness) of each original content were upscaled to HD (proportions
were preserved). The proposed method was implemented on the up-scaled frames with some
modified parameters. The quantities k and re, introduced in sec. 4.3.1 and 4.3.2 respectively,
were multiplied by the upscaling factor and truncated to the lower integer. These are realistic
conditions, because the upscaling factor is known at the monitor, although the original encoding
block size is not. The values of the three metrics for each frame before and after upscaling are
shown in the bar diagrams of Fig. 4.16.

Figure 4.16: Values of the three metrics (GBIM: top, NPBM: middle, DBM: bottom) on type
II (detectable blockiness) frames. Blue bars: measures at the original size; Red bars: measures
of the upscaled versions.

It can be observed that the proposed metric varies on the average by 29% after upscaling,
it never varies more than 40%, and a variation by more than 1/3 occurs in one case only.
Upscaling has a catastrophic effect on GBIM, not surprisingly since the latter was intended to
operate on pictures affected by a blocking grid of constant dimension. The user-assisted version
of NPBM has a smaller variation than the proposed metric in six cases out of ten, but in one
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case (’football’) it is reduced by 50%. However, it must be remarked that the values of NPBM
had a weaker correlation with subjective scores than those of the proposed metric. Robustness
to upscaling is a desired property, only provided that results at the original frame size are good.

4.4 Summary of achieved results in blockiness

measurement

The study of the estimation of the blocking artefact was enriched with two different kinds of
contributions. The first is the inspection of a generally neglected consequence of the block based
compression, namely a form of degradation which makes the object edges unnaturally straight,
making them coincide with the borders of the blocks, and often introducing spurious square
corners. This artefact was found to have a very apparent effect on the morphological properties
of the edge map computed setting a threshold to the gradient of the image. This effect was
estimated from the length of the straight edge parts, the uniformity of the divided objects
and the presence of square corners. False detections caused by alterations of the edge map
produced by imperceptible aliasing and ringing were avoided. These criteria of measurement
are appropriate on frames rich with detail and moving objects, but lead to wrong results on
frames were the scene is occupied by a single figure in the foreground.
The second contribution is a more evolved method for detecting blockiness in video frames,
capable to detect the shifts of the block borders due to the inter-frame predicted encoding.
This purpose was achieved in the first place by devising local metrics which are both sensitive
and robust to false alarms. A second important aspect is a detection strategy based on the
mutual relationships among these local metrics. In the third place, the good results of state-
of-the-art methods were maintained with the employment of existing models of the luminance
and texture masking of the image content on the artefact visibility. Finally, a reasonable global
metric was achieved with the appropriate combination of measures of the average intensity and
of the density of the block borders. The experiments showed that the method achieves a quite
satisfactory reproduction of the subjective evaluations. The correlation with subjective scores
is better than those achieved by two existing methods for video frames. Besides, the proposed
solution yields more uniform results on consecutive frames of type I and P, which appear
comparably degraded. Finally, the method was found decently robust to the modifications of
the artefact resulting from the frame up-scaling.
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Conclusion

The present work addressed the problem of the measurement of the quality degradation of
video sequences, performed for restoration purposes in advanced TV sets. First, part of the
numerous existing methods for Quality Assessment were examined and classified according to
the strategy used to confront with the problem. The approach chosen in the development of
original contributions was the measurement of specific video artefacts of known aspect. This
strategy was preferred over the alternatives for the good results achieved with relatively little
computation on the local pixel values, which is a desirable aspect in algorithms to be used in
the aforementioned application, i.e. in real time and without knowledge on the degradation
process.
The special aspects of one of the most recent and widely affirmed encoding standards, namely
H264, were then presented, underlining the factors causing special forms of frame degradations,
in particular the macro-block based prediction strategy, with adaptive selection of the prediction
region. The typical artefacts originating in compression with x264, an encoder compatible with
the standard, were identified and the dependence of the video quality from the chosen sets
of encoding options was examined. Although the essential factor of the output quality was
obviously found to be the compression bitrate, more evolved strategies of inter-frame prediction
and motion estimation were found important in improving the quality at a fixed bitrate, if not
too low.
The main part of the work was dedicated to the measurement of two of the most salient
artefacts of digital video, namely blurriness and blockiness, with different success depending on
the difficulty of the problem and on the development of the literature dedicated to its solution.
In the measurement of blurriness, a relatively little studied aspect of Quality Assessment,
partial but quite original results were achieved. Two different kinds of metrics were proposed,
the first acting only on edges and measuring their degradation, the second applied uniformly on
small regions of the frame, and detecting the loss of detail and perceived contrast. In the edge
analysis the achieved results were quite coherent with the compression settings, an objective
confirmation of an appropriate quality estimate, although not as significative as the correlation
with the judgements of human observers. The latter property was in part achieved with an
original integration of a simplified version of the metric with a model of a midlevel aspect of
vision, namely the influence of the scene clutter on the artefact perception. The composite
metric achieved a quite good correlation with the evaluations of a group of observers on a set of
frame details. The regional blurriness metrics proved to be appropriate in identifying heavily
blurred areas, and measuring the kinds of blurriness which uniformly affect the whole frame or
large parts of it. This property makes them suitable to identify the different types of artefacts
that can determine a blurred impression of the picture. Different ranges of the metrics were
found to correspond to different types of blurriness, and consequently to different ranges of
the evaluations of the group of observers. This is a quite significative result in a newly posed
objective, although the metrics were not combined in a single one to directly reproduce the

102



subjective judgements.
Also in the blockiness measurements the accuracy and significance of the achieved results
depends on the novelty of the considered aspects of the artefact. In the first place a quite
neglected consequence of the block based encoding was considered, namely the alteration of
the object edges, unnaturally straight and jagged to coincide with the borders of the blocks.
An edge degradation metric based on the measurement of straight parts and the detection of
square corners proved to respond coherently to compression in frames with many small moving
figures, but was found unfit to estimate the degradation of frames almost entirely occupied by a
single figure. A previous stage of segmentation could be useful to identify the pictures were the
metric is significative. The second examined aspect of the blocking artefact is the more widely
studied generation of the synthetic geometrical grid on the smoother internal object parts. The
original contribution taken to this problem is a method to detect the block borders in any
position of the frame, therefore increasing the accuracy of the measurement on video frames
encoded with prediction. This detection method was integrated with the apparently most
suitable models of a low level aspect of vision, namely the masking of the artefact determined
by the surrounding content. The devised metric proved to be robust to modifications of the
frame size and to changes in the encoding type of the frames, and compared to state-of-the-arts
methods achieved a better correlation with the subjective evaluations of the observers.
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List of abbreviations

DC: Direct Current (In this work, the average value of a signal)
FR: Full Reference
HVS: Human Visual System
MOS: Mean Opinion Score
NR: No Reference
QA: Quality Assessment
RR: Reduced Reference
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