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Abstract: This paper proposes a method to infer intention from observation and specific theoretical 
assumptions. This approach is grounded in counterfactual reasoning, similar to that underlying 
contemporary causal research. Causation is not directly observable, but empirical evidence—
experimental or sometimes purely observational data—can support causal hypotheses. We propose 
extending this framework to formally represent interventions upon causal systems by identifying their 
intended effects. To achieve this, we introduce the concepts of final model and want-operator. 
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The basic logic of action: agents want certain 
environmental states to obtain (have goals); agents see 
the world and so can access the situation with respect to 
the desired goal state; and agents do things when they 
perceive that the environment is not in the desired goal 
state. This kind of understanding of intentional action 
supports a basic form of practical reasoning that enables 
individuals to understand and predict what others are 
doing and will do. 
M. Tomasello, Origins of Human Communication 

1. Introduction 

Contemporary analytic philosophy’s renewed interest in action theory begins, in 
large measure, with G.E.M. Anscombe’s Intention (1957). Anscombe 
investigated how we talk about and understand agents’ reasons, showing that 
attributing goals to behaviour requires a philosophical grammar that embeds what 
we observe within the practices giving it sense. Reviving the Aristotelian 
perspective, she distinguished two kinds of why-questions: final questions that 
ask for the end an agent has in view, and causal questions that ask for the efficient 
mechanism that brought an event about1. To explain an action, therefore, we must 

 
1 Aristotle stated that aitíai, that is, answers to the question why?, are plural in nature and 

notably include, alongside efficient causality, “final causes,” pointing to reasons and ends (Physics, 
II, 3 and Metaphysics, V, 2). Conversely, many view the removal of final considerations as the key 
achievement of modern science, reflected, for example, in Pearl’s standpoint that there is only one, 
causal way to ask why-questions in science (Pearl and Mackenzie 2018). Jacques Monod expressed 
the strengths and limitations of such a stance: “The cornerstone of the scientific method is the 
postulate that nature is objective. In other words, the systematic denial that ‘true’ knowledge can 
be got at by interpreting phenomena in terms of final causes–that is to say, of ‘purpose.’ [...] But 
science as we understand it today could not have been developed upon those foundations alone. It 
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describe it under an aspect that links a bodily movement to its intentional object—
an aspect absent from a purely physical description2. This Anscombean 
perspective—criticised over the years, most famously by Donald Davidson3—
forms our point of departure; the present paper shows how it can be rendered in 
counterfactual, quantifiable terms. 

Despite substantial progress in causal modelling, teleological inference has 
yet to be formalized quantitatively. Formal decision theories—including causal 
decision theory, which is particularly relevant here (Hitchcock 1996; Dawid 
2021; see Weirich 2024)—do not aim at answering teleological questions such as 
“Why did somebody do that?” Instead, they seek to define what the best choice 
would be given some causal constraints, presupposing actions conform to utility 
maximisation, and thus explaining them through a top-down rationalising 
approach. The same limitation characterizes efforts to define intention within 
formal causal research (Halpern and Kleiman-Weiner 2018)4. Anscombe’s 
perspective adopts a fundamentally different, bottom-up approach, grounding 
teleological explanations in observed rather than idealized behavior. She aims to 
understand why people do what they do, whatever they are doing, rather than 
imposing normative ideals on them. Indeed, it is only after understanding the real 
reasons behind actions that one can evaluate whether agents have made the most 
rational choices. The main thesis advanced by Anscombe (1957) is that intention 
cannot be reduced to foreseeable, rational, moral, or optimal effects. Instead, 
identifying intention requires empirical criteria to discover it from mere 
behaviour. 

Our argument unfolds as follows. Section 2 highlights parallels between 
intention and causation and motivates adopting the counterfactual approach 
central to causal inference. Section 3 explains why teleological questions resist 
reduction to purely causal terms. Section 4 introduces the notion of interventions 
on causal systems and specifies conditions under which teleological inference 
becomes possible. Section 5 presents our formal framework, centering on the 
notions of final model and want-operator. Section 6 contrasts causal 

 
required the unbending stricture implicit in the postulate of objectivity–ironclad, pure, forever 
undemonstrable. For it is obviously impossible to imagine an experiment which could prove the 
nonexistence anywhere in nature of a purpose, of a pursued end. [...] Objectivity nevertheless 
obliges us to recognize the teleonomic character of living organisms, to admit that in their structure 
and performance they act projectively–realize and pursue a purpose. Here therefore, at least in 
appearance, lies a profound epistemological contradiction.” (1972: 21-22) 

2  This is analogous in many ways to the intentional stance proposed later by Daniel Dennett 
(1989). 

3  According to Davidson (1963), it is indeed true that intentional descriptions of the world are 
required to understand action, but this does not imply, contra Anscombe, that intentions are not 
mental causes. 

4 “We assume that ag [the agent] is an expected utility maximizer with beliefs expressed as 
probabilities over causal models and preferences expressed as a utility function over 
outcomes” (Halpern and Kleiman-Weiner 2018: § 1) and that “among all possible values of O 
[outcome variable] that ag [the agent] considers possible, o [the chosen outcome value] gives the 
highest expected utility” (§ 4). 
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counterfactuals with the final counterfactuals appropriate for teleological 
explanation. Section 7 discusses some limitations. 
 
2. Intention and Causation 
Controversies about action and intention reach into central debates on free will, 
determinism, and rationality (De Caro 2004). A familiar dilemma runs as follows: 
either intentions are identified with causes, in which case human action looks 
mechanistic, or action is detached entirely from the natural order and rendered 
mysterious. Anscombe steers a third path. For her, intentions belong to the form 
of description we apply when making sense of observable behaviour directed 
toward ends: 
 

In fact the term ‘intentional’ has reference to a form of description of events. 
What is essential to this form is displayed by the results of our enquiries into 
the question ‘Why?’. Events are typically described in this form when ‘in 
order to’ […] is attached to their descriptions. (Anscombe 1957, § 46) 

 
On this view, phenomena such as aiming, trying, or failing have no place in a 
purely causal vocabulary. A boulder tumbling down a slope does not “fail” to hit 
a tree; it merely misses it. 

Causation likewise depends on a conceptual overlay. Modern causal inference 
employs its own technical grammar—confounders, colliders, mediators—that is 
invisible to ordinary statistics (Pearl 2009). Both intention and causation are, 
therefore, unobservable constructs introduced to connect the same observable 
regularities, and there is no principled reason they cannot cooperate within a 
single predictive framework. 

The idea that causal relations among observable events (or facts5) are not 
observable6 originated from David Hume (A Treatise on Human Nature, 1739). 
Even when we watch events unfold in real time, we still need to connect them 
through reasoning, because actual succession (post hoc) does not imply causal 
consequence (propter hoc). Not even regular succession can give a solid 
foundation to causal explanation (see Laudisia 2010). There is something more to 

 
5  There is a terminological conflict between analytical philosophy and causal research, as the 

term “event” in the latter corresponds more or less to what the first calls “fact”. Events represent 
assignments of values to variables, which are descriptions of the world; this is why their attribution 
can be said to be a fact, possibly expressed by a true descriptive statement (see Varzi 2001, § 3.7). 
For convenience, we prefer the term “event,” but we use the term “factual” in contrast to 
“counterfactual”. 

6  That causality is part of the content of our conscious experience is a hypothesis which can 
be found in Anscombe (1971) and central to the work of John Searle on intentionality (1983). 
Within psychological research, Albert Michotte (1963) and Fritz Heider (1958) are at the origin of 
the empirical study of the phenomenology of causality and agency. In this paper, however, we do 
not assume the directly perceivable nature of causation and intention, working instead from a 
Humean basis. 
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succession and regularity at play for producing causal explanations of 
phenomena.  

Causal relations are today often thought of and described in terms of 
counterfactuals, following David Lewis (1973). To say that some event A is a 
cause of some event B means that, if event A had not occurred, neither would 
event B. One should therefore not concentrate exclusively on facts, because 
causal questions do not concern facts alone, that is, the ways in which we can 
describe the actual world. One cannot see causation, simply because causal links 
do not exist in the actual world alone. Contemporary causal research adopts a 
counterfactual approach to causation and recognises that factual data are never 
enough to ask and answer causal questions, such as “Why is the water in the pot 
boiling?,” and that some a priori assumptions are always needed. Answering that 
the water is (factually) boiling because the stove under it is on implies 
(counterfactually) that it would not boil if the stove were off. Judea Pearl (2009) 
provides an effective metaphor for causation: effects “listen to” their causes, 
meaning that causes play a role in the way in which effects occur. 

In this paper we suggest that teleological questions and answers are equally 
counterfactual. In fact, asking “Why is he turning on the stove?” means that we 
are questioning what would happen if the agent did not want a specific effect to 
happen—namely, for the water to boil. We believe that “there is nothing 
intrinsically mysterious or unempirical about teleological explanations, and that 
they can be tested just as well as any other kind.” (Woodfield 1976: 73) Our 
strategy for implementing Anscombe’s practical inference is as follows: we claim 
that one answers a teleological question by identifying the intended effects of an 
action—the set of events motivating the intervention of the agent independently 
of other effects brought about simultaneously (such as gas consumption or carbon 
dioxide production due to turning on a stove). 

The main presupposition behind teleological inference is the reality of social 
practices, that is, the idea that one can understand another's action only by 
reasoning about what one would do in the same situation or, in other words, that 
general models for action explain actual behavior. To explain why you, at a 
certain moment, decide to turn on the stove, one must rely on general knowledge 
about why stoves are used. This is also how causal inference works: something 
meaningful can be said about a specific stove causing a particular pot of water to 
boil only through a general model of how stoves affect water7. What matters for 
the understanding of action is a manifest regularity giving a sense to it, and not 
that in some peculiar situations practical knowledge does not work8. 

 
7 Regarding actual causation, and the relationship between counterfactual statements about 

individual events and general causal models, see Pearl’s (2009) distinction between “rung two” and 
“rung three” on his “ladder of causation”. 

8 In those extreme situations, we are simply unable to give meaning to the agent’s behavior, 
and thus any model becomes ineffective. Davidson’s examples throughout his career, intended to 
demonstrate that action is causation that produces effects “in the right way,” lose their force if we 
consider means-ends relations more generally. This is the main criticism Searle directs against 
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Agents rely upon causal descriptions for directing their bodily movements 
towards some ends. Goals have to be among the expected effects of behavior 
(intention is not simply a vague desire, Anscombe argued), otherwise agents 
would not do what they do. Anyway, practical knowledge does not force a person 
to want all the effects of an action, and not even all the effects that are known to 
the agent. Obtaining something and aiming at it are two different things. 

 
3. People Do not Smoke in Order to Get Sick 
Imagine that smoking cigarettes produces two effects: a specific and observable 
augmentation of the presence of a certain molecule associated with pleasure in 
the brain, and a specific and observable augmentation of lung damage. The two 
effects occur jointly as a consequence of smoking. Based on this assumption, we 
can formulate two forward-looking counterfactual inferences, going from cause 
to effect: if someone were to quit smoking (counterfactual), that person would 
feel no more pleasure; if someone were to quit smoking (counterfactual), that 
person would no longer receive damage to their lungs. These two inferences are 
linked together by our causal assumptions, and in generic conditions one works 
if and only if the other also works9. 

Now, a teleological hypothesis built upon the causal relations we just 
described could add the further assumption that people smoke in order to obtain 
pleasure but not lung damage. That is, if we want to understand why people 
smoke, the two effects that co-occur causally must be dissociated: even if pleasure 
and lung damage happen together, we want to know which of them is the intended 
effect and which is the unintended price that is paid. The means-ends relationship 
we are assuming, linking the act of smoking to pleasure but not to lung damage, 
grounds two retroductive counterfactual inferences, going from effect to cause: if 
cigarettes did not give someone pleasure anymore (counterfactual), that person 
would quit smoking; conversely, if cigarettes no longer produced lung damage 
(counterfactual), the same person would not quit smoking. 

This example shows a crucial trait of teleological inference: only a subset of 
the events caused by an action are intended. It is therefore not possible to give 
causal answers to teleological questions. Receiving lung damage is by no means 

 
Davidson: “[all] examples I have seen of deviant causation, exhibit certain common features: either 
they involve some failure of the Intentional content to be the causal aspect, or they involve some 
lack of plannable regularity in the causal relations of the Intentional state.” (1983: 137) From a 
statistical perspective, models trained on extreme outliers are often worse for prediction than 
models trained on regular data, because they are less prone to overfitting. Thus, if one aims to 
predict future behavior, it is typically better to disregard deviant past behaviors: “The primary 
paradox of prediction is overfitting. Future data will not be exactly like past data, and so any model 
that is unaware of this fact tends to make worse predictions than it could.” (McElreath 2020:13) 

9  Two retroductive factual inferences, going from the effect to the cause, can also be drawn 
given the same causal assumptions: if there is (factually) no trace of the pleasure-related molecule 
in someone's brain, then the person does not smoke; similarly, if there is (factually) no trace of that 
specific damage in someone's lungs, then the person does not smoke. 
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intended by those who smoke, even if we can prove causally that it will occur, 
and that smokers are aware of this outcome. Andrew Woodfield writes about two 
basic assumptions for teleological inference: 

 
The first assumption is that there is a difference between saying that a 
movement is teleologically directed to a certain end and saying that the 
movement just happens de facto to go toward that end. The second is that one 
way, indeed the standard way, of offering a teleological explanation of why 
an event occurred is to say that it occurred in order that a second event should 
occur, or in order to produce a certain result. (1976: 15-16) 

 
Intended effects are what turn behavior into action. Using Pearl’s metaphor, we 
want to say that within teleological reasoning, causes seem to “listen to” some of 
their effects. The fundamental difference we find between causal and teleological 
inference is that an effect “listens” to all its causes, while a cause seems to “listen” 
only to some of its effects. In fact, it is easy to grasp that no one can ever conceive 
of all the effects of their action, as the causal chains initiated by it go on 
indefinitely into the future. Gavrilo Princip could not have known that World War 
I would end with the Treaty of Versailles. And if no one can conceive of all the 
effects of their action, even less so can anyone intend to bring about all of these 
effects. These considerations have two important consequences: proving that 
teleological inference cannot be reduced to causal inference, and that intention is 
not causation. 

First, the influence studied by causal research can only go forward, from 
causes to effects, following the arrow of time; therefore, effects cannot influence 
their causes. This consideration is at the very core of causal research, and it found 
its most influential contemporary expression in the work of Hans Reichenbach 
(1956). Causation cannot move backwards (see Faye 2024), and so the kind of 
inference needed for intention appears impossible from a causal perspective. 

Second, causes bring about indifferently all their effects, and not just a subset 
of them. If intention were a cause, how could it select only some of its effects? It 
is not possible to model such “anomalous” causes within the theoretical 
framework of standard causal research. Physics does not know about intended 
and unintended effects, so intentions “go beyond physics,” to use Anscombe's 
expression (1957, § 47). In fact, agents do not choose which effects occur—this 
is a matter of causation—and yet they act to obtain only some of the effects of 
their bodily movements. 

This last sentence gives us the key to solving the dilemma and connecting 
causal and teleological inference. While causal relations relate variables within a 
causal system, means-ends relations operate among causal systems. This is why 
teleological counterfactuals are of a higher order compared to causal ones, as we 
will see later (§ 6). Someone turns on a stove only if they expect that some change 
in the world will causally follow. To realize teleological inference, it is therefore 
crucial to distinguish the fact that the stove is on, with all its causal consequences, 
from the act of turning on the stove, with its intended and unintended effects. 
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4. No Intervention without Intention 
Following the arguments of Georg von Wright (1971), action can be conceived 
as an intervention into a causal system. Causes and effects happen within causal 
structures, while actions “break,” for an instant, a part of these structures, 
allowing humans to make use of them. The stove in the kitchen stays off 
indefinitely, until someone intervenes to switch it on. Interventions are extremely 
important in scientific research because they are the only way to study causal 
systems. No causation without manipulation is a well-known foundational 
principle in causal research, attributed today to Paul Holland and Don Rubin, 
stating that (at least theoretical) interventions into a system are needed in order to 
understand how the system itself behaves when left alone. This idea was 
effectively expressed by von Wright: 
 

I now propose the following way of distinguishing between cause and effect 
by means of the notion of action: p is a cause relative to q, and q an effect 
relative to p, if and only if by doing p we could bring about q or by suppressing 
p we could remove q or prevent it from happening. (von Wright 1971: 70) 

 
This implies that (intentional) action is not the same as (caused) behaviour. An 
event upon which an agent intervened, by definition, would not have happened as 
such if the causal system was left alone: 
 

When I observe, I let things happen. When I act, I make them happen. It is a 
contradiction in terms both to let and to make the same thing happen on the 
same occasion. (von Wright 1971: 130) 

 
We will see later on, in § 5, how Pearl (2009) builds his formal apparatus for 
studying causation on the opposition between seeing and doing, strictly analogous 
to that proposed by von Wright in the passage above10. What interests us here is 
not that action is needed to study causation, but rather that causation is needed to 
study action. Von Wright explains how manipulative and counterfactual 
intuitions about action are connected: 
  

What is it to act? [...] To act is to interfere with the course of the world, thereby 
making true something which would not otherwise (i.e. had it not been for this 
interference) come to be true of the world at that stage of its history. To say 
that an action has taken place, for example that a man has been murdered, is 
to say, explicitly, that, thanks to an agent, something has come true of the 
world, viz. that a man is now dead, and to contrast this, implicitly, with 
something which would otherwise have been the case, viz. that this man is 

 
10 These oppositions undoubtedly have a wittgensteinian flavor. “And the problem arises: what 

is left over if I subtract the fact that my arm rises from the fact that I raise my arm?” (Wittgenstein 
1953: § 621) “Is there any difference between letting one’s arm drop and lowering one’s arm at the 
speed at which it would fall?” (Anscombe 1957: § 30) See Hornsby (1980). 
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still alive. The object of this implicit reference I shall call the counterfactual 
element involved in action. (1972: 39) 

 
Today, thanks to the work of Spirtes, Glymour, and Scheines (1993) and Pearl 
(2009) among others, these considerations have made their way into mathematical 
modeling. However, the single most important aspect of action has been almost 
completely ignored by scientists working on causal systems and models: if agents 
did not want to produce certain intended effects, interventions would not occur. 
Interventions do not happen spontaneously, but instead must meet certain 
conditions, which are the object of teleological inquiry11. Somehow emphatically, 
we could call this idea the “principle of Anscombe,” as it states that there is no 
action without intention. When describing the connection between action and 
intention, Anscombe formulates what it means to answer a teleological question: 
 

All that it is necessary to understand is that to say, in one form or another: 
“But Q won't happen, even if you do P”, or “but it will happen whether you 
do P or not” is, in some way, to contradict the intention. (Anscombe 1957, § 
22) 

 
One does something if and only if it serves as a means to obtain something 

else that the person aimed at, meaning that the conditions of an intervention are 
strictly related to the conditions for its intention. Intention manifests empirically 
in social practices and can be studied by looking at the different situations in 
which some intervention is performed or not performed. Thus, we need to build 
mathematical models capable of “contradicting intentions,” as Anscombe 
wrote—that is, interpreting evidence for or against teleological hypotheses. 

Do people turn on the heating systems in their houses during summer? No, 
even though heaters remain perfectly functional all year long and could be turned 
on anytime. The fact that they are turned on only when the temperature is cold 
gives us the information we need to understand why agents do so. That rooms are 
always warm—both in summer and in winter—is problematic to explain from a 
purely causal perspective.12  

To make teleological inference empirical, one needs to clearly state the 
hypotheses to be tested, one at a time. “Did that person want to kill me by hitting 
me with his car?” is a teleological hypothesis that can, in principle, find an 
empirical answer by estimating its probability. At first sight, one might think that 
the correct question to ask about intention is an open one (“Why did that person 
hit me with his car?”), but this is wrong. One of the main methodological strengths 
of causal research is the understanding that one cannot state generically which 

 
11 Even when scientists assign random values to variables, their interventions aim to uncover 

causal relations. 
12 In fact, by keeping the room temperature constant, people “control for a collider” (that is, a 

common effect) and thereby generate a spurious dependency between the season and the status of 
the heaters—two variables that should evidently be independent of each other. See Compagno and 
Zennaro (in preparation). 
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events are the causes of some outcome; instead, one can state particularly whether 
or not a specific event causes another—that is, one can only assess the validity of 
one hypothesis at a time. Thus, “Why do people die?” can only find an 
instrumental answer in “Do car collisions kill people?” We argue that the same is 
true for teleological questions. 

“Why does that happen?” and “Why do I make that happen?” are not the same 
kind of question, as Anscombe has shown, and answering the first is not enough 
to answer the second. Of course, by collecting evidence about car collisions and 
deaths of pedestrians, we can learn something about why people die (causally), 
but by collecting the exact same evidence, we can also learn something about how 
people are murdered (intentionally). The difference lies simply in the assumptions 
through which evidence is interpreted. From a causal perspective, one would be 
looking for the impact of A (the fact of hitting someone with a car) on B (death), 
while from a teleological perspective one would look for the impact of B (death) 
on A, or more correctly on do(A), as Pearl would write, that is, the act of hitting 
someone with a car. 
 
5. A Grammar of Intervention 
To sum up, we propose to think of intention and causation as complementary 
concepts, which exist only in relation to each other. Without causal relations 
grounding means-ends relations, it would be impossible to act, because we would 
not know how bodily movements are connected to the effects agents wish to 
achieve through them. In formal terms, an intervention must be defined over a 
causal model. This means that a certain understanding of the world as it would 
evolve without interventions is needed to grasp what happens during interventions 
and why interventions are performed. Answering a teleological question means 
describing what is observed by assuming it results from an intervention, and then 
stating what would have happened if the agent did not want to obtain a certain 
observed effect, and so did not perform any intervention. Intended effects are 
those events that causes “listen to” because they trigger interventions on them. 
Let us now attempt a formalization of this idea. 

Extremely succinctly, a causal model can be constructed formally from a set 
of variables and their oriented relations13. Each value of a variable represents an 
event, which can be observable or not, and their relationships represent causal 
relations, which are never observable and constitute the main assumptions of the 
model. A causal model is a hypothesis about how its variables are causally related. 
The toy model Fireplace may be constituted by the variables Oxygen, Wood, Fire, 
Heat and Light. Let us imagine them as binary variables, taking only the values 
“yes” and “no” for simplification (for example, Fire = yes means we observe fire 
in the fireplace). It could connect them as shown in Figure 1. 

 
13 For a conceptual and historical introduction to causal modeling as systematized by Pearl, see 

Pearl and Mackenzie 2018; for a mathematical introduction, see Pearl, Glymour, and Jewell 2016; 
for a philosophical discussion see Hitchcock 2024. 
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Figure 1: A very simple causal model 

 
The figure can be read as follows: Oxygen and Wood are both causes of Fire, 

in the sense that, in their absence, there is no Fire, and in their presence, there is 
Fire; Heat and Light are both effects of Fire, in the sense that, in the absence of 
Fire, there is neither Light nor Heat, and in its presence, there are both Light and 
Heat. A causal model is therefore an effective way to unite several counterfactual 
statements and to study their interactions. 

By observation alone, one can gather plenty of data from many actual 
fireplaces to empirically test this general Fireplace model. Pearl (2009) uses the 
verb to see to express how the values of some variables, their co-occurrence and 
their conditional probability can be gathered by empirical observation. For 
example, I can observe that every time I see(Fire = yes), I also see(Light = yes) 
and see(Heat = yes). I can therefore easily find a positive correlation between Fire 
and Light, as well as between Light and Heat, since they always occur together. 
The Fireplace model above explains these factual correlations counterfactually: 
Fire correlates with Light because it is its cause, while the correlation between 
Light and Heat is spurious due to their common cause (Fire). This explanation is 
counterfactual, as it goes beyond what can be observed; therefore, to test the 
model, one needs to intervene. 

Pearl uses the verb to do to express the fact of intervening in a causal model, 
assigning arbitrary values to variables and “breaking” all the incoming causal 
relations linking them to other variables. If I do(Fire = yes), this means evaluating 
what happens to the effects of Fire when its causes are removed from 
consideration. Such thought experiments can often correspond to real 
experiments or can sometimes be simulated simply by collecting observational 
data under relevant conditions. For instance, suppose I could do(Light = yes) 
without lighting a fire; in this scenario, I would not see(Heat = yes), because Heat 
comes from Fire. Hence, I could conclude that the model correctly expresses the 
spurious correlation between Light and Heat. This is an extremely schematic 
example of how counterfactual models can be empirically tested and how 
interventions function in the discovery of causal systems. 

To see and to do are very different operators: to see something is to attribute 
a value to a variable by looking at the world (world-to-model direction of fit, 
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Searle 1983; Anscombe 1975: § 2), while to do something is to attribute a value 
to a variable by changing the world (model-to-world direction of fit). Either we 
allow the world to assign values to all its variables, seeing what nature does, or 
we arbitrarily assign some values, doing something beyond nature. The verbs to 
see and to do thus express the idea that actions are not events and cannot be 
reduced to them.14 

In addition to Pearl’s two verbs, we may introduce here the new verb to want 
in order to highlight in a causal model those effects of an intervention which are 
intended by the agent. We define a final model as a causal model in which one 
variable is tagged with do and at least one of its effects is tagged with want15. The 
model represents the assumptions that what we observe in the world is the result 
of an intervention performed on the variable tagged with do in order to obtain the 
event tagged with want. For example, I may make the hypothesis that fireplaces 
are used only for heat, not for light16. This means that agents do(Fire = yes) when 
they want(Heat = yes). Figure 2 shows the final model representing this 
hypothesis. 
 

 
Figure 2: A very simple final model 

 
This model is not a causal one, as no variable in a causal model is ever tagged 
with do. Variables are events, and causal researchers focus on their causal 

 
14 Causal models require some more assumptions. The most important of these is known as 

Reichenbach's principle: no correlation without causation, which has been expressed 
mathematically in several ways (notably by the so-called Markov condition). See Hitchcock (2024); 
Zhang and Spirtes (2011). 

15 Other ways of formalising the relationship between want and do are possible. Compagno and 
Zennaro (in preparation) use so-called twin models (Balke and Pearl 1994) to represent teleological 
models. 

16 There is no reason to assume that only one effect can be intended. This contradicts 
Davidson’s idea (1963) that agents must have exactly one primary reason for action, causally 
effective in explaining their behavior—otherwise multiple reasons would overdetermine it. 
Davidson’s requirement stems from the assumption that intentions are causes. In our view, intention 
is distributed among effects, much as causation is distributed among causes. However, causation 
must be distributed across all causes, whereas intention applies only to some effects. 
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relations. But from a teleological perspective, we study actions, what agents do, 
and specifically what they want to obtain. Hence, we must qualify some causally 
connected events as means and ends: it is not enough to say that fire is a cause of 
heat; one needs to state that fire is used as a means to obtain heat. This latter 
relationship cannot be captured purely causally. Final models are a form of 
description interpreting observable events as entering into intentional relations, 
and do not introduce intention as a further unobservable variable (res) to be found 
in the head of agents or elsewhere. Under appropriate assumptions, we infer 
intentions just as we infer causes— from experiments or from observation. 

How do we test the hypothesis that people light fires in their homes in order 
to produce heat? Ideally, we need data from an experiment: we must interfere 
with the effects of Fire we assume to be intended and then observe what happens. 
Concretely, we may observe people in front of their unlit fireplaces during 
summer, when we already see(Heat = yes). Do they do(Fire = yes)? If they do, 
our toy model is wrong. Our model claims people light fires because they 
want(Heat = yes). Thus, if they already have the desired outcome (Heat), they 
should not light a fire and instead let nature run its course. 

Testing for the intended effect tagged with want is not enough. We need to 
verify that the effects we assume as unintentional are really so, as incorrectly 
identifying them could undermine our teleological explanation. For example, we 
may believe people light fires for Heat, but perhaps another effect (Light), co-
occurring with Heat, is actually what motivates them17. To test our toy model, we 
may observe if people use fireplaces under various light conditions. When we 
see(Light = yes), do agents do(Fire = yes)? What about when we see(Light = no)? 
Our model predicts illumination is not an intended effect of lighting fires; thus, 
we expect no significant difference in lighting practices based solely on variations 
in ambient light, independent of room temperature. 

We claim here that this procedure is enough to prove the counterfactual 
statement “If someone does not want to obtain heat, they do not light a fire,” 
corresponding to the idea that heat is amongst the reasons for lighting a fire (while 
light is not). 
 
6. Counterfactuals for Causes and for Intentions 
We have argued that teleological inference should be expressed with a 
counterfactual of this kind: “If the agent did not want to obtain B, they would not 
have done A.”18 Finding a way to validate this statement corresponds to providing 
a teleological explanation—that is, to connect observable behavior to its intended 
observable effects, thus turning behavior into action. Above, we have given a 
formal definition of the two verbs to do and to want, within the conceptual 

 
17 Light would therefore be a confounding factor, more precisely a confounding effect, as it 

would explain why our teleological inference fails. 
18 Or, as Halpern and Kleiman-Weiner write: “an agent who performs action a intends outcome 

φ if he would not have done a if a had no impact on whether φ occurred” (2018: 1). 
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framework of causal research, and argued that they cannot be eliminated from 
statements employing them, nor reduced to causal relations alone. 

Causation runs from A to B, while intention goes from want(B) to do(A), that 
is, backwards relative to causation. Eating well causes good health, and this 
statement cannot be read causally in reverse: being in good health does not cause 
one to eat well. Generally, if causation runs from A to B, then B cannot play any 
role in the causal assignment of values to A. This is the basic principle behind 
causal research. However, causal statements can correctly be interpreted 
backwards when adopting a teleological perspective: it is the (wanting of the) 
effect that produces the (doing of the) cause. Being in good health may very well 
be the goal of eating well. 

If we want causation only to go forward, then we need to model intention as 
something distinct from causation. It is not sufficient to add more variables to a 
causal model, representing intentions as causes. In fact, these supposed mental 
causes are inherently contradictory: they must be defined by “listening” to their 
effects, but their effects cannot play any role in attributing values back to them, 
as this would produce a causal loop—a form of backward causation (see 
Compagno and Zennaro, in preparation). 

The want-operator we introduce in this paper concerns instead a causal model 
in its entirety; it does not add any special event representing intention, nor invert 
causal relations, but relates normal, potentially observable events in a special way. 
This is why final models are a way of implementing Anscombe’s perspective on 
action. There is a “red thread” connecting the events tagged with a do and with a 
want in a final model, and this connection is surely not causal, given that its 
(measurable) influence runs backwards from the effect to the cause. This “red 
thread” is as real as causation itself, and hypotheses about it can be tested 
empirically, without either needing to ask the agents what they believe they are 
doing or calculating the most rational or moral action at any given time. 

Let us finally compare counterfactuals describing causes with counterfactuals 
describing intentions. A causal counterfactual could state: 
 

If I did not eat well, I would not be in good health. 
 
This counterfactual effectively expresses everything implied by the idea that 
eating well is a cause of good health. An intentional counterfactual, built upon the 
causal one, would state: 
 

If I did not want to be in good health, I would not eat well. 
 
This counterfactual effectively expresses everything there is behind the idea that 
being in good health is an aim (intended effect) of eating well. Both 
counterfactuals go, by definition, beyond anything that could be observed as a 
fact in the actual world. Many more causal and teleological hypotheses could be 
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made to explain what we see, and any such hypothesis can be expressed 
counterfactually. Let us formulate the two counterfactuals above in general terms: 
 

1*) If not A then not B 
2*) If not want(B) then not do(A) 

 
These two general statements correspond respectively to saying that A is a cause 
of B, and that B is an intended effect of A. Note that A and B are the same variable 
in both statements; intention is not introduced as a further event distinct from A 
and B. This shows that, as Anscombe proposed, intention emerges as a form of 
description complementary to the causal one. Both are relationships among 
events, expressed by counterfactuals: causation “pushes” events, while intention 
“pulls” (interventions on) them. There is no reason why these two perspectives 
should be mutually exclusive19. 

Whenever correlations in data are interpreted with respect to 1* or 2*, they 
acquire meaning. Suppose I see that I am in good health and that I eat well. It is 
not by chance that I am in good health; its cause is that I eat well. Similarly, it is 
not by chance that I eat well; the reason is that I want to be in good health. We 
have argued here that in order to use empirical evidence for or against the 
teleological counterfactual 2*, one must rely on the truth of the causal 
counterfactual 1*. In fact, if 1* did not hold, intention would leave no trace in the 
actual world (for example, if I performed magical rites in order to stay healthy, 
my intention would not be observable, as my action would have no real-world 
effect). 
 
7. Conclusion 
The aim of final models is to make use of empirical evidence and causal 
assumptions to validate further teleological assumptions. These latter 
assumptions must be sought through intentional descriptions (Anscombe 1957)—
that is, by adopting an intentional stance (Dennett 1989). When this stance is 
adopted, hypotheses about intentions can be empirically tested. If one instead 
decides to remain within an exclusively causal stance, intentions cannot be 
discovered. However, we should not forget that adopting a causal stance itself 
involves a choice, as causes also cannot be directly observed, and their detection 
relies on assumptions that are not more empirically grounded than those required 
for detecting intentions. Moreover, the study of causal relations needs 
interventions. The only truly empirical perspective on the world is a model-free, 
Humean one, which allows neither for causation nor intention. 

Final models, as defined here, permit us to discover the intended effects of 
actions. However, they cannot establish on their own whether some event 
constitutes an action. Researchers must independently decide that an event A 

 
19 Unless the observed system could be treated as entirely closed from a causal perspective 

using a finite set of variables. 
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should be considered an action do(A). Therefore, teleological explanations can be 
constructed even in situations lacking intention in the biological sense defined by 
Searle (1983)—as a phenomenon existing only in certain species (notably 
humans). Final models apply whenever one decides to adopt an intentional stance. 
This does not imply that such a stance must be universally applied; rather, it 
should be reserved for situations that cannot be explained more simply, as Dennett 
(1989) argues. It is true that final models, in themselves, could lead to producing 
what von Wright (1971) called quasi-causal explanations of phenomena—causal 
systems described in teleological terms, such as explaining room temperature as 
the intended effect of a thermostat. Nevertheless, adding final models to the 
research toolkit reduces the risk of producing quasi-teleological interpretations of 
human action: causal explanations that claim to capture intention but inevitably 
fail, for the reasons outlined above. 
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