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Paul Dumouchel is a Canadian philosopher, who worked as a professor at
the Graduate School of Core Ethics and Frontier Sciences at Ritsumeikan
University in Kyoto, Japan, where he taught political philosophy and the
philosophy of science. Now based back in Canada, he is affiliated with the
Department of Philosophy at the Université du Quebec a Montréal (UQAM)
and is a visiting researcher at the Centre de Recherche en Droit Public
(CRDP) at the University of Montreal. Dumouchel served as President of the
Canadian Philosophical Association and co-founded the Centre de
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Recherche en Epistémologie Appliquée (CREA) at the Ecole Polytechnique
in Paris. His published works include Emotions (1999), The Ambivalence of
Scarcity and Other Essays (2014), and The Barren Sacrifice (2015). He co-
edited Against Injustice: The New Economics of Amartya Sen (2009) and
Social Bonds as Freedom (2015) with Reiko Gotoh, and his most recent book,
Living with Robots (2017), was co-authored with Luisa Damiano. He has
been visiting professor at the University of Cagliari since 2019, participating
in the Visiting Professor/Scientist program, funded by Regional Law 7/2007
of the Autonomous Region of Sardinia. In this interview, he shares insights
into his research, academic experiences, and the evolution of his
philosophical thought.

Origin of the interest in Philosophy

1. Good morning, Prof. Dumouchel. We sincerely thank you for
agreeing to participate in this interview and for the valuable time you are
giving us. Itis an honor to engage in a dialogue with you about your research
and contributions to philosophy. We are confident that your insights will be
enlightening and will offer new perspectives for all those that will read the
interview. The interview will begin with some questions about your career in
general, before asking about specific areas of your research.

As a philosopher, you provide a contribution to a variety of disciplines,
ranging from political sciences to economics, from technology to ethics. How
did you arrive at philosophy and how did you get interested in approaching
other disciplines with a philosophical approach?

PD: Well, | see. Actually, in my family, my father had a PhD in philosophy.
Although he did not work in the field, philosophy was always present in our
lives. My sister also studied philosophy, so for me, it seemed like a natural
choice. Going to university and studying philosophy felt normal—why not?
It wasn’t something I struggled with. I’ve always been curious about many
things. As a teenager, for instance, | used to read all kinds of history books
and even wanted to become an archaeologist. The idea of focusing on just one
thing, specializing and doing only one thing felt unnatural to me. As a result,
I’ve always explored many different domains, and I quickly grew dissatisfied
with philosophers who treated philosophy as solely about concepts,
disconnected from everything else. So, I guess that’s a brief story of how it
happened.
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Origin of the interest in social robotics

2. What was the event or moment that sparked your interest in social
robotics?

PD: Well, my interest in social robotics actually stems from my interest in
emotions. | wrote a book on emotions which, actually, has been translated
into Italian (1995, transl. 2008). Around that time, Luisa Damiano, who was
just finishing her PhD, applied for a postdoc position to work with me in
Japan on empathy, about which | have some strange ideas. When she arrived
in Japan, we encountered an interesting aspect of the Japanese research
system—at least as it was then. Postdoctoral researchers could apply for large
government grants, provided their supervising professor officially managed
the project and took responsibility for it. We decided to give it a try. At that
point, around 2007, | had just discovered something intriguing—robotics was
beginning to explore emotional expression, particularly with robotic faces
designed to mimic human emotional expressions. | found this fascinating.
However, the grant required that the research topic differ slightly from her
postdoc focus on empathy. So, we coined the term artificial empathy and
proposed it, thinking the Japanese government might find it appealing. And
they did! That marked the beginning of our work. For nearly two years, we
visited numerous robotics laboratories across Japan—almost monthly—
meeting researchers, observing their work, and exploring the machines. It was
a truly fascinating experience and, honestly, a lot of fun. That’s how my
journey into social robotics really began.

3. How did you connect artificial intelligence, and, in particular, social
robotics, to your research in other disciplinary fields?

PD: Well, first of all, as | mentioned earlier, my connection to social robotics
emerged primarily through my research on emotions. Very quickly, two
things became evident when talking to people in the field of social robotics.
The first was their belief that, for robots to succeed—that is, to be accepted
by people—the robots needed to exhibit some form of emotional capability.
People shouldn’t perceive them as purely mechanical; instead, they should
form a certain kind of emotional relationship with the robots. This was a key
goal for the researchers. At the same time, | noticed an interesting
contradiction: these researchers were relying on psychological theories of
emotions that, in my view, were flawed. | often discussed this with them,
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pointing out that while they were building robots that behaved in a certain
way, the theories they were using to justify their work were completely at
odds with what they were actually doing. This created a fascinating research
dialogue. What intrigued me even more was that these researchers weren’t
deeply invested in these theoretical foundations of emotions—they adopted
them simply because they felt they needed to refer to well-received and
established theories. What really mattered to them was whether their
machines worked, not whether their theoretical frameworks were coherent.
This disconnection was fascinating to explore.

Later on, another aspect of social robotics caught my attention:
military robots. People don’t usually associate social robots with military
applications, but in reality, military robots are a form of social robotics.
Warfare is inherently social—it’s a fundamental activity of human societies.
Military robots engage in social dynamics in their interactions, albeit in a
specific and violent context. This realization linked my work in social
robotics to my broader interests in political philosophy and violence. In fact,
it even shaped the conclusion of our book on emotions. So, in a sense, these
connections naturally came together over time.

4. What were the other disciplinary fields involved in this research?

PD: First, let me clarify something: when | talk about robots, | mean three-
dimensional physical objects that move in physical space and can transform
their environment. These are entirely different from something like a phone
app because such robots exist and act in the physical world. Social robotics,
by its nature, is an interdisciplinary field. The people who create social robots
often collaborate with professionals from various domains—Iike actors or
theater specialists—to design interactions and other aspects of the robots. By
necessity, the field combines the work of engineers, psychologists, cognitive
scientists, and artists. This makes social robotics inherently interdisciplinary,
similar to urban planning. Just as urbanism involves aspects like economics,
transportation, and infrastructure, social robotics integrates diverse
disciplines to ensure the success of its projects. For example, some of the
artists I’ve worked with came from this context. It’s fascinating because the
success of a social robot depends on contributions from multiple fields.
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Academic Background

5. Going back to your academic background, you started with classical
philosophical studies, and you did a PhD in Philosophy of Science in
Canada.

PD: Yes, | began with an MA and later a PhD in philosophy, though my
academic path was somewhat bizarre. | did my MA in France at the
University of Aix-en-Provence. Then | returned to Canada for a year, teaching
in a high school, but I wasn’t happy there and wanted to go back to France.
With a friend of mine, Jean-Pierre Dupuy, with whom | co-authored a book
(1983) and established a research center called CREA, we focused on self-
organizing systems and political philosophy. At the time, I didn’t yet have a
PhD but was already deeply involved in research. Eventually, | returned to
Canada to pursue my PhD, intending to focus on political philosophy,
specifically Hobbes. | published on Hobbes but then got sidetracked. |
attended a conference in Portugal on self-organization and Piaget, where |
wrote a long paper on Thomas Kuhn and Karl Popper. When I learned I'd
been awarded a postdoc scholarship, | had only seven months to finish my
PhD. Given the time constraints, | expanded that conference paper, and it
became my dissertation. So, in the end, my PhD was in the philosophy of
science rather than in political philosophy. This dual interest in political
philosophy and philosophy of science has been a constant in my career. From
the start, there was this split. It was partly due to what | mentioned earlier.
I've always had a broad range of interests and believed that, like Leibniz, one
should learn about everything. I’ve even written about this. I’ve always seen
philosophy as a kind of license—like a driver's license—that allows you to
explore any field, because philosophy can be applied to everything. It was
also a way to bring together all these disciplines and to integrate them into
your own perspective because of your personal interest. My goal wasn't
necessarily to bring all the disciplines together; rather, it was to focus on
specific problems. It quickly became clear that, in order to solve many of
these problems, you need to incorporate insights and approaches from
different fields.
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6. What academic studies or experiences have you undertaken to deepen
your knowledge of social robotics? Are there any previous experiences or
studies that have influenced your path to Al?

PD: As | mentioned earlier, much of my knowledge of social robotics comes
from fieldwork—visiting labs, meeting researchers, and engaging in
discussions with them. Beyond that, I’ve had a longstanding interest in
cognitive science, which also contributed to my understanding of the field.
However, cognitive science, at least at first glance, is quite different from
social robotics. In robotics, most researchers are engineers focused on
building machines, though they inevitably get involved in aspects like
creating a “brain” for these machines. One of the most fascinating aspects of
social robotics—I discovered through these experiences—is how different the
reality of building robots is from what we often see in movies or read in
articles. In popular representations, robots are portrayed as flawless machines
capable of amazing feats. But when you visit a lab, the reality is much
messier. For instance, you’ll see a robot being tested, and suddenly the
researchers will say, “It doesn’t want to work today.” These machines are so
complex that they often malfunction, and it can take years of development to
produce a prototype that is even relatively reliable. This gives you a
completely different perspective compared to just reading articles about
social robots, where the focus is usually on successes and capabilities, rather
than the daily challenges and setbacks. So, for me, going to the labs was
invaluable.

7. How has your background in political philosophy and philosophy of
science shaped your approach to social robotics?

PD: My approach to social robotics is not just shaped by my background, but
also by the critical perspective I’ve developed through fieldwork to the
approaches in social robotics. One of the key things I’ve realized over time,
which is not just related to social robotics but to artificial systems in general,
is that framing many problems in terms of ethics often obscures the political
dimension. Many of these issues have deep political stakes, and yet people
often avoid addressing them directly, opting instead for ethical discussions.
For me, it’s essential to shift the focus to the political dimension, rather than
solely debating ethics. For example, | find discussions about whether robots
should have rights to be meaningless. To me, these discussions often serve to
avoid confronting the real, more pressing political problems at hand.
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This perspective comes from my philosophy of science background as well.
One book that had a big impact on me is Extending Ourselves by Paul
Humphreys (2004). His argument is that much of the progress in science over
the past 50 or 60 years has been driven by machines. In fields like genomics
and astrophysics, and even in data collection, machines do things that humans
cannot—Iike taking measurements at a rate of 19 per second. Machines
handle quantities of data that are beyond human capacity. However, despite
this, humans remain the final arbiters. We evaluate machine results,
identifying what’s noise and what’s valuable information. This relationship
between people and machines in science is crucial. However, in the case of
artificial systems in society, we often don’t maintain this level of critical
evaluation. We tend to accept machine results without question, which I think
is a mistake. We should be approaching artificial systems in the same way
that scientific communities approach machines in research: critically
assessing whether the results are meaningful and under what conditions they
are valid. So, in my work on social robotics and artificial systems, | try to
apply epistemological questions that philosophers of science have raised
about experimentation and equipment. One book I’ve found particularly
interesting in this context is Thing Knowledge by David Baird (2004). It’s a
great example of how philosophy of science can inform our approach to
technology in society.

Interest in political and social philosophy

8. What is the reason behind your choice to focus your academic and
professional career in the field of political and social philosophy, and
how does your interest in this field intersect with the ethical issues
surrounding social robotics?

PD: Well, my interest in political philosophy, particularly Hobbes, stems
from what | see as deeply philosophical questions. Hobbes struck me as a
sharp thinker—intelligent, provocative, and an excellent writer. But beyond
that, my interest in him was tied to René Girard’s ideas, which I encountered
early in my academic journey. Girard’s emphasis on violence as a
fundamental problem of human societies resonated deeply with me, and |
found Hobbes to be one of the few philosophers who truly grappled with this
issue. That said, I’ve always had a critical stance toward political philosophy
as a field. It acknowledges the problem of violence, but only in a limited
way—addressing it at the outset, for instance, through the concept of a social
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contract, and then relegating it to disciplines like political science,
criminology, or international relations. | see this as a naive separation of
issues that are fundamentally interconnected. We can’t compartmentalize
problems as if they belong neatly to distinct disciplines. This brings me to
ethics and its intersection with social robotics. During my education,
skepticism dominated discussions about ethics. The prevalent view was that
ethics lacked the status of a science because its claims couldn’t be empirically
verified. Theoretical positions like emotivism reduced ethical judgments to
mere expressions of personal preference—saying something is "bad" was
equivalent to saying, "I don’t like it." Fast forward a few decades, and ethics
has exploded into a fragmented array of specialized fields: health ethics,
environmental ethics, bioethics, the ethics of social robotics, and so on. It’s
gone from being a marginalized area of philosophy to something ubiquitous,
with ethics committees now embedded in institutions everywhere.
This transformation is remarkable from a historical perspective. But it raises
questions about the status of ethics as a discipline and its philosophical
foundations. In these "regional ethics," there’s an assumption of ethical
knowledge without addressing fundamental questions: Is ethical knowledge
even possible? What is its nature? These fragmented approaches often lead
to contradictions between ethical frameworks and, in practice, to decisions
that I think should be seen as political rather than ethical. Ethical discussions
frequently serve to sidestep the political stakes of decisions, excluding certain
voices or enforcing norms without a clear foundation. So, my hesitation to
frame issues in purely ethical terms—whether it’s in social robotics or other
fields—stems not only from this historical shift but also from my belief that
such framing often obscures the political dimensions of these problems. This
theoretical and historical evolution of ethics itself would be a fascinating
subject for deeper academic investigation.

Theoretical foundations: René Girand and the mimetic theory

9. Your research was largely inspired by René Girard's anthropological
thought:  which aspects of his theory particularly attracted your
attention? And to what extent, in your opinion, does Girard's mimetic
theory offer useful tools for understanding the social world?

PD: That’s an excellent question because, often, people approach Girard as
an author of theses—someone who has definitive claims about the origins of
culture, religion, or violence. And while these aspects are significant, there’s
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another, less frequently discussed dimension of his work that | find
particularly compelling: his conceptual contribution is the way he reframes
problems we faced. Let me give an example. In Violence and the Sacred
(1972), Girard critiques traditional theories of sacrifice. Conventional
interpretations see sacrifice as an offering to the gods, a kind of ritualized gift.
Girard, however, challenges this assumption, arguing that sacrifice isn’t
fundamentally about divine offerings. Instead, he describes it as the outcome
of a spontaneous mechanism for managing violence—a self-organizing
process that redirects collective aggression onto a single victim. This
reframing shifts the entire conversation: rather than taking traditional
definitions of sacrifice at face value, Girard invites us to see it as a societal
mechanism for containing violence.

This ability to reformulate problems conceptually is, for me, one of
the most valuable aspects of Girard’s work. He doesn’t just provide new
answers; he compels us to ask different questions. For example, his approach
challenges the idea of autonomous, atomistic agents acting independently.
Instead, Girard posits that human relationships are fundamentally mimetic—
our desires and behaviors are deeply influenced by those of others. This shifts
the focus from individual autonomy to relational dynamics. On an even more
abstract level, Girard’s perspective moves away from an atomistic worldview
composed of discrete, isolated entities. Instead, he proposes a continuous
framework, where the key problem isn’t how to add up separate elements but
how to delineate and distinguish individuals within a continuum. This
conceptual reframing has profound implications for understanding the social
world. It opens up new ways of thinking about violence, desire, and human
relationships, offering tools that go beyond simply explaining specific
phenomena. Girard’s mimetic theory becomes not just a thesis about the
social world but a lens that transforms how we approach its complexities.

10. How has René Girard influenced your approach to human-robot
relations? How does mimesis apply to technology and the development of
social robots? Could you give us some examples of how mimetic theory
applies to relationships between humans and robots?

PD: Well, I think it's a very complex question with many aspects to consider.
The first point | want to address concerns mimetic theory. Some critics point
out that mimetic theory is not a scientific theory because it claims to explain
everything. While 1 do believe it offers a broad framework, I don’t think that
makes it unscientific. There are other theories of everything—Ilike Darwinism
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in biology, for example. It’s a theory of everything within its domain because
almost every biological phenomenon can be explained, at least in part, by
natural selection. Development, for instance, may seem outside of it, but
eventually, it comes into play. Another example of a theory of everything is
gravitation. It affects everything, but it doesn’t explain everything. To build
a house, you must consider gravity, but that doesn't mean it explains every
aspect of construction. Similarly, mimetic theory explains certain aspects of
human relationships, but not all of them. Whether mimetic factors are more
or less important is an empirical question we must explore. This applies to
fields like social robotics. Consider artificial agents such as systems that
recommend books on the internet. These algorithms work on the principle
that if someone buys book A, they're likely to buy book B. This is based on
the idea that people’s desires are often mimetic—they are influenced by
others’ choices. This mechanism drives these systems. However, the
downside is that it limits the range of what’s offered to users, narrowing their
view of what they might be interested in, reinforcing the same patterns.

11. What aspects of Girard's mimetic theory do you consider most relevant
for understanding social interactions with robots? Are there specific
dynamics you have observed in social robotics that can be explained
through Girard's theory? What aspects are most relevant?

PD: One key difference between social robots and humans, at least at this
stage, is that humans usually interact with others through objects—whether
physical or intellectual. For example, we’re interacting through this
interview, not directly. However, with robots it is different but this is
changing a bit. Take the robot Paro, a baby seal robot. When interacting with
Paro, the key difference from animals like dogs or cats is that Paro has no
world. It has no interests beyond its programmed interactions. A dog, on the
other hand, engages with its surroundings, whether it’s observing a passing
fly or interacting with objects, like running after a stick and bringing it back.
This creates a different kind of relationship, where your bond with the dog
involves objects in the world. But with Paro, your relationship is purely with
the robot, with nothing else involved. This is what | refer to as a "relation of
pure sociality.” This kind of pure sociality, though, is not necessarily
beneficial. When mimetic desire becomes too intense, it can lead us to lose
touch with the world and become fixated solely on the other person—creating
a relationship of pure sociality. Violence is an extreme example of this, where
we become obsessed with our enemy and forget the broader context. When
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thinking about social robotics, it’s important to avoid fostering relationships
of pure sociality. To do this, robots need an objective of their own, something
they can work toward alongside humans. In this way, the relationship
becomes one of collaboration, with both the human and the robot contributing
to a shared goal.

12. Social robots like Paro are commonly used with children and elderly
people, right? And is Paro used also with autistic people? And if'it’s not
used with them, why?

PD: Yes, it’s used with elderly people, children, and in hospitals. The idea
behind Paro is to serve as an alternative to pet therapy, much like a dog.
However, Paro has an advantage over a dog: if you bring a dog into a setting
with, say, 20 people all trying to care for it, the dog can get overwhelmed
because it can’t properly interact with everyone. But with autistic individuals,
Paro is not used, there are other social robots designed for that purpose. The
main issue with autistic children is their difficulty communicating with
others. Many of the robots used in specialized training for autistic children
are semi-autonomous. These robots are controlled by an external source, like
a computer or a person, giving them specific instructions like turning left or
saying something. Paro, on the other hand, is fully autonomous—it just
operates on its own.

One robot that has been used in training autistic children is Kaspar, a
semi-autonomous robot. Kaspar acts as a presence in the room, and research
suggests that autistic children interact more with Kaspar than with humans,
though the reasons for this are not entirely clear. Through these interactions,
children are trained to become more social. Kaspar has specific objectives,
while Paro is more like a cute doll with no specific goals. The creator of Paro,
a brilliant Japanese roboticist (Takanori Shibata), once shared an interesting
insight. When asked about his next project, he said he wanted to create a robot
with no purpose. This idea challenges the typical concept of machines, which
are usually built to fulfill specific goals, like a coffee maker. The point was
to create a robot that could serve any purpose through social interaction.
However, Paro may have gone a bit too far in this direction—it’s almost at
the edge of being a glorified teddy bear rather than a true social robot. Social
robots need to go beyond simply pursuing a goal—they must facilitate
interaction and serve a broader purpose. The challenge is finding the balance
between being a goal-oriented machine and something that is just a passive
object.
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Emotions and Social Relationship

13. In your opinion, what is the fundamental role of emotions in human social
interactions?

PD: I believe emotions, as commonly defined, don’t truly exist. This might
sound surprising, but what I mean is that psychological theories often treat
emotions as fixed psychological states, which are framed by a beginning and
an end. These concepts are problematic, particularly because emotions are not
isolated or private experiences. Instead, | see emotions as continuous, and
what we call “emotions” are actually effective dispositions that emerge
through ongoing interactions. These dispositions aren’t fully defined until
they are reflected in how others respond to us. Take the term “upset,” for
instance. It's an ambiguous term, used for a range of emotional states, from
anger to sadness, but we rarely specify exactly what kind of emotional
disposition is at play. It’s more about a general emotional state that requires
attention, but we don’t always know how to address it. I don’t believe in
distinct, independent emotional states that can be neatly categorized and
named. Instead, emotions are more like a continuum. Our emotional
expressions are constant, but they become "emotions™ only when we give
them labels based on societal norms or personal experiences. This variation
is even more evident across cultures, where the way people conceptualize and
express emotions can differ significantly. For instance, in different societies
with unique survival strategies, people may categorize and express emotions
differently.

What’s crucial here is that emotions are not private — they are public,
shaped by the reactions of others. To think that they're private, | think, is the
main mistake of psychology, of the psychological approach to emotion.
Emotions are not merely internal states that we either express or suppress.
They are social expressions that depend on our interactions. For example,
whether | like someone depends partly on whether they like me, creating a
mutual influence. Do | like somebody? Well, whether or not I like somebody
depends among other things, especially at the beginning, on whether or not
that person likes me. And if we consider that, whether that person likes me
also depends on whether or not I like her, then this is undecidable. This back-
and-forth interaction creates a "settlement” of affective dispositions, but this
doesn’t mean we always reach the same conclusion. And this is an interesting
aspect of emotions: emotions don’t need to give the same results. So it's not
just a question of imitation of emotion. We imitate each other in certain
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aspects of our behavior, in terms of desire for objects, violence and so on,
while emotions can allow a kind of asymmetry: | might like someone who
doesn’t like me. In short, emotions are not solitary or private experiences;
they are social and public, constantly influenced by how others react to us.
We arrive at our emotional states through ongoing interactions, which is why
I think the psychological view of emotions as private internal states is a
mistake.

Focus: Human Empathy & Artificial Empathy

14. What is the difference between human empathy and artificial empathy in
your research, and how can the programming of emotions in robots be
seen as a form of empathy?

PD: First, I’d like to clarify a point about programming emotions in robots.
The term is ambiguous because emotions aren’t something you can program
in the way you would program a specific state like anger. Emotions, as | see
it, are continuous, real-time interactions. What you can program is a robot’s
ability to react to stimuli—how it responds to our emotional cues, for
example. But programming the full scope of emotional coordination is far
more complex. Now, regarding empathy, | believe that empathy doesn’t exist,
at least as we commonly think of it. This goes back to my view that emotions
are not isolated mental states. Empathy is often thought of as the ability to
feel for others—to have a positive disposition towards them. But in reality,
having empathy for someone can coexist with negative emotions towards
others. For example, you may empathize with your children, but if someone
hurts them, you will likely feel anger towards that person.
So, I don’t agree with the common idea that empathy is a separate, isolated
psychological state. Instead, it is intertwined with other emotions and
dispositions, and it doesn’t always lead to positive actions towards all others.
As for artificial empathy, it’s a different concept. In a way, robots can be
programmed to simulate empathy, but they don’t experience it. They don’t
get angry, and they don’t have conflicting emotions like humans do.
However, when Luisa Damiano and I talk about artificial empathy (2017), we
are referring to it not as a characteristic of the robot, but as a research process.
It’s a method for studying the ethical implications of human-robot
interactions. In this sense, artificial empathy is more of a scientific approach
to understanding how humans relate to robots and the ethical considerations
involved, rather than a true emotional experience in the robot itself.
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15. You mentioned a lot of abilities robots have in managing information or
retrieving it in memory, but there are other cognitive abilities that are
specific to humans and the human body. For instance, robots cannot
experience emotions or feelings which are fundamental for how we think
and adapt to the environment. Should we see that as a serious limit for
artificial intelligent agents’ adaptation to the environment? How are
emotions simulated in robots to make interactions socially meaningful in
context? Do you believe that our perception of the body affects how we
interact with robots?

PD: Yes, this is quite a complex question. Let’s break it down into different
questions. The first question is: do we want to make a robot exactly like a
human? And I think there’s something almost metaphysical about this
project—there’s no real practical reason to do it. Whether robots have the
same capabilities as humans doesn’t matter, as long as we abandon the goal
of creating a perfect human replica and instead focus on what we want robots
to do and how they can be useful. If our goal is to create a perfect double,
then it becomes a problem when robots lack certain human traits. But the
question is: why would we aim to create a perfect human replica in the first
place? There’s no good practical or economic reason for that—it's something
more metaphysical or spiritual, although I’'m open to other suggestions for
the right word. My point is that we need to ask what we want from robots,
not assume that the goal should be to make them perfect human doubles. As
for emotions, robots don’t have them, but humans can form attachments to
robots for various reasons. We attach meaning to objects, including robots,
for reasons beyond their similarity to us. Robots, especially social ones, can
be entertaining and fascinating in their own right. For instance, elderly people
might find joy in interacting with a robot, not because they see it as a human
replica, but because it brings fun and novelty.

16. Have you identified specific situations where ethical or political decisions
might be complicated by interaction with robots, or how could society
address these challenges?

PD: As | mentioned, artificial empathy is my initial answer to that question.
But to elaborate more concretely, think of robots that are primarily used in
very specific domains, such as working with autistic children or helping
people recovering from strokes. In such cases, robots are deployed for
particular tasks—Iike training patients who need to move but may not want a

253



APhEXx

L. Huby, F. Ervas — Conversation with Paul Dumouchel Rivista Italiana di Filosofia Analitic

ISSN 2036-9972

human trainer for various reasons. These robots often elicit better responses
than human trainers in certain contexts. So, it’s useful to examine these issues
case by case, depending on the situation at hand. There's no single answer for
all situations. The main distinction between robots and other artificial
systems, like apps or online services, is their context of use. Robots are
typically used in particular settings, while apps and online systems are used
in more universal contexts. This universal usage of non-robotic artificial
systems introduces a lot of political and ethical issues. These systems are
context-free in the sense that they’re applied everywhere, which creates
significant challenges.

Another issue arises when you consider the scale of interaction. For
example, robots like Paro or Kaspar interact with a small number of people—
just a few at a time. But systems like ChatGPT or search engines interact with
millions of people simultaneously, providing the same response to all users.
This scale creates a natural centralization of knowledge and power. In
contrast, physical robots do not have this centralizing effect because they are
typically used in specific, localized contexts. This difference is crucial
because it affects power dynamics. The centralized nature of systems like
ChatGPT and search engines gives significant control to the entities that own
and operate them. These companies, often led by powerful and wealthy
individuals, are effectively able to centralize knowledge and influence. This
centralization is not only an issue for democracy but for society as a whole.
The fact that this is happening in plain sight but is largely ignored is, to me,
the most surprising aspect of the situation. The concentration of power is
evident, yet many people don’t seem to notice this.

Joint cognitive systems

17. Can you explain what you mean by "joint cognitive systems™ and how they
manifest in human-robot interactions?

PD: The term joint cognitive systems comes from a book by David Woods
and Eric Hollnagel, titled Joint Cognitive Systems: Foundations of Cognitive
Systems Engineering (2005). Woods and Hollnagel, who worked in
automation engineering, argued that a joint cognitive system emerges when
humans and machines collaborate to perform a task. For example, consider a
doctor using an artificial system during surgery. The doctor and the system,
working together, form a joint cognitive system. They're not simply
performing their individual tasks separately; they collaborate toward a shared
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goal. The key idea is that machines should not be designed as autonomous
systems that operate independently of human actions. Instead, they should be
designed with the understanding that they will work with humans. A good
example of a failure to do this is the Boeing 737 MAX accidents. The flight
enhancement system in those planes was supposed to automatically correct
the angle of attack when it was too steep. However, Boeing designed it to be
fully autonomous, so pilots couldn’t override it when it malfunctioned. They
didn’t have access to the information the system had, and the system didn’t
have the information the pilots had. In joint cognitive systems, the
information should be shared, and the human should always be able to
understand why the system is providing a particular answer, what it will do
next, and how to stop it if necessary. For instance, when we interact with
search engines, we’re part of a joint cognitive system. The system might give
us irrelevant results, so we change our search prompts. We are working with
the machine to achieve a goal, adapting it to suit our needs. This is the essence
of joint cognitive systems: understanding that machines are not autonomous
entities but collaborative tools designed to help us reach a goal. This concept
is a practical extension of what Humphrey discussed from an epistemological
perspective regarding extending ourselves. For example, scientists treat
machines like gene sequencers as part of a joint cognitive system. The
sequencer’s output is not taken as absolute truth; it's information to be
considered and analyzed by the scientist. Similarly, in our interactions with
robots and systems, we’re continuously engaging in a joint cognitive process.

18. How do you think these systems can enhance robots' ability to collaborate
and connect with humans? Should we think of technologies as external
material objects through which humans extend their cognitive processes
as if technologies were a sort of scaffolding for human cognitive abilities?
Or should we see them as having different cognitive abilities of their own,
embodied in a material object that in some way interacts with us?

PD: My answer to the last two questions is a non-exclusive, yes. Technology
can extend our cognitive abilities, but it can also have its own cognitive
abilities, embodied in material objects that interact with us. There’s a great
book by an anthropologist named Lucy A. Suchman (2006). She was hired
by Xerox in the 1970s to study how people interacted with photocopiers,
which were primitive systems compared to today’s technology. Her key
insight was that the knowledge of the machine and the knowledge of the
human are completely different. The challenge is connecting these two forms
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of knowledge. The concept of a joint cognitive system addresses this issue:
when designing systems, we must think about how the machine and the
human can work together and understand each other. This idea ties into the
political issue as well. If we design machines to be completely automatic, we
are, in a sense, disempowering workers. But if we design joint cognitive
systems, we empower workers because these systems only work effectively
if the human user brings certain competencies and characteristics to the table.
So, the technology itself doesn’t inherently disqualify people—it’s the way
we design it that can either empower or disesmpower them. The current trend
in technology tends to disempower users, but that’s a political and economic
choice, not a purely technological one. These are two separate issues, and we
need to think critically about the way we design these systems and their
relationship with humans.

19. You often highlight that artificial intelligent agents are material objects
(with all the consequences of being material objects) and make explicit
that they are incarnated in physical objects. So, do you think we should
conceive the interaction between artificial agents and humans in an
embodied cognition perspective, being aware that the nature of their
cognitive processes is different from ours precisely because they do not
have our same body?

PD: Yes, in a sense. We discussed this in our last meeting, right? The idea of
being incarnated means being physically present. Robots have this
characteristic—they are tangible; if you kick them, they fall, or they hita wall.
But systems on our computers aren't physically present. If the computer
breaks, the system remains unaffected. This distinction is important. When
we create an artificial cognitive system, we essentially build a model of the
world, which the system, often called an "agent”, in a sense inhabits. The
agent exists within this model. Anything not included in the model doesn't
exist for the system—it simply isn't part of its world. The challenge for those
building these models is to create accurate representations, which is difficult
because many existing models are flawed. Even a well-built model will leave
out certain aspects—sometimes because they seem irrelevant to the system's
purpose or because modeling them would be too resource-intensive. There
are also unexpected changes in the world that the system won't account for.
For instance, a model might not predict an earthquake, and if one occurs, the
system continues to operate as if nothing happened, unaware of the real-world
event. The system "lives” within its model and has no access to the outside
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world. It’s us, who are external to the model, who must intervene to correct
its lack of knowledge of what is happening in the world. This is a significant
challenge in artificial intelligence, as systems often lack the ability to adapt
to unforeseen changes. Intelligence isn't just about adapting to predictable
changes but also to unexpected ones—something Al systems struggle with
because such changes aren't part of their model.

20. Also, if artificial intelligent artifacts are incarnated in physical objects
(as they are), their interaction with the environment is different from ours
in terms of affordances, or in possibilities of action, so how could we think
of the interaction with artificial agents if their possibilities of action with
their own environment substantially differ from our possibilities of
action?

PD: Yes, | want to distinguish clearly between robots and other types of
artificial systems. Take an artificial system like an algorithm, for example. A
search engine, for instance, is a material system in one sense—it only
provides results based on a mathematical function, an algorithm. But the
algorithm itself doesn’t do anything in the world. It’s just a set of numbers
unless it’s embodied in something physical, like a digital system. If we want
to think of it as a material entity, it exists in the form of electromagnetic pulses
that occur in the right conditions. So, in a sense, its incarnation is tied to these
physical events. This system also exists in a model or representation, but it's
connected to the physical world through an interface, like what appears on
your screen. These systems often include many different physical
components. For example, in an ATM, the system decides how much money
to dispense, but it only works because of the complex infrastructure behind
it. That includes cables to transmit data, the ATM machine itself, and even
people who bring cash to the machine. We don’t usually think about this
infrastructure, but it’s essential for the system’s functioning. So, what is the
"body" of such a system? It has a highly distributed body, and we usually
interact only with the interface at the end of the process. Without the entire
infrastructure, the system wouldn’t function. If no one replenishes the
machine with money, you wouldn’t get your 100 euros. Similarly, if the
electrical grid fails due to a natural disaster, the system would be unable to
operate. Moreover, the system can’t know if you are withdrawing money or
if someone is threatening you to take it. It simply doesn’t care; it only
processes the transaction.
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Images

21. Referring to Aristotle’s “particular concrete” things and events, you
highlighted the importance of materiality also for images, as it makes
them not reducible to their intersubjective, dyadic relationship with the
maker and the intended receiver. Why is materiality that important for the
nature of images? And why is such a triadic dimension that important in
the case of social robots?

PD: The materiality of images creates a triadic relationship, not just a dyadic
one. The third element in this triad is the image itself as a material object.
Without this materiality, it would be reduced to just the interaction between
two subjects. The key point here is to avoid reducing things to purely
intersubjective relationships; there needs to be an external element involved.
Materiality is essential because it transforms the relationship between the
agent and the image into a triadic one, which differs from the relationship the
agent has with their mental image or representation. The issue with internal
representations is that they only involve the subject and their mental image.
This leads the subject to question whether the image accurately represents the
world—how can they know for sure? How do we ground symbols? This is a
well-known problem in cognitive science: the grounding of symbols. With
images, grounding is simpler. An image is a physical object that resembles
another, but it is also a completely different physical object from the one it
represents. For instance, there is a person, and then there is an image of that
person. The person is a physical object, and the image is also a physical
object, but they are radically different—often in terms of dimensionality, such
as a two-dimensional image versus a three-dimensional person. This
distinction makes the image more than just a mental representation; it gives
it a direct, physical grounding in the world.

22. What is peculiar to violence in the case of images? Would you say that
violence through images is a violence against the very nature of their
triadic relationship? And would you say that violence against images is a
violence against the human power to create?

PD: That's a very interesting suggestion. In a way, yes. Violence against
images usually isn’t violence against all forms of images. It’s a violence
against specific images, or images in particular contexts. For example, we
might see violence against images of Christ, but this is usually in a religious
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context, like in the church. Outside of that context, we don’t care so much.
Or it could be an image of a violent event, like police brutality, which we
might want to erase, but not all images. So, this is where the triadic
relationship becomes important: the violence is tied to what the image refers
to. It’s not just about destroying the image itself but about attacking what it
represents. This connection to the object or event depicted in the image is
crucial. I’ve never thought of it in this way before, but it's a really insightful
formulation. The power of images is deeply connected to this triadic
relationship. We don’t want to destroy all images, just some, and this is
because of what those images represent.

As for whether it’s a violence against human creativity, ’'m not sure.
It’s not a violence against all images, but perhaps against certain forms of
creativity in specific historical moments. For example, in the Western world,
there were two significant periods of iconoclasm. One occurred in
Byzantium, around the 7th to 9th century, where religious icons were
destroyed. Many of those icons were lost, though some survived because they
were in places outside of the Byzantine Empire, like regions already
conquered by the Arabs, who didn’t care about Christian images. So, in this
sense, iconoclasm had significant consequences on history, but it didn’t mean
the end of images entirely. Interestingly, the emperor behind the iconoclasm
replaced images of Christ with his own image on coins. He wasn’t against all
images, just certain ones. So, to say it's simply against human creativity is too
broad. It’s more about opposing certain images, not all images.
It's interesting, though, because today, we live in a world where censorship
of images is on the rise, and in a sense, we’re experiencing a modern form of
iconoclasm. This raises a larger question: what’s the relationship between
violence in general and violence against images? Historically, iconoclasm
was tied to other forms of violence. For example, the Byzantine iconoclasm
led to civil war, and the second period of iconoclasm in Europe was during
the religious wars of the 16th and 17th centuries. So, violence against images
cannot be completely separated from other forms of violence. It’s an
interesting topic that warrants further exploration, especially for students.
There are so many avenues for research, but unfortunately, not enough
students.
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Future developments and potential applications

23. What future developments do you foresee in the field of social robotics
and artificial intelligence regarding human interactions? Are there any
emerging technologies or trends in the field that particularly raise your
attention as a philosopher? What could be the consequences of these
developments for society?

PD: | think it's important to distinguish between social robotics and other
types of cognitive technologies. Personally, I don’t foresee any major
breakthroughs in social robotics, at least not in the immediate future.
Achieving a significant breakthrough would also require a breakthrough in
engineering. The way we make machines now places limits on what’s
possible. For instance, they require energy, autonomy, and they’re physical
objects, so there are various constraints related to their weight and
functionality. Unless we somehow create androids or artificial biological
creatures, I don’t see a major technological leap happening soon.
That said, it's hard to predict, but at this moment, I don’t anticipate any radical
change. Social robots will certainly become more advanced and perform
better over time, but if | look at the last 10-15 years, it seems that the focus
has shifted. Rather than aiming to create artificial companions, the focus now
is on making devices that meet immediate needs, which I think reflects more
of a market-driven approach. Ultimately, the direction social robotics takes
will depend on the market and what people are willing to invest in, as it’s a
costly endeavor.

24. How do you imagine that advancements in your field could be applied in
areas such as education or healthcare? Do you have specific examples of
robots that could be used in these fields? What benefits and challenges
might arise from implementing robots in such sensitive contexts?

PD: There are already many robots used in healthcare and education,
although these applications are still experimental in many ways. For example,
in healthcare, robots like Kaspar are being tested in limited situations, so the
long-term impact remains uncertain. If someone were to invest heavily in
replacing all teachers with robots, that would certainly have significant
consequences. But for now, I don't think we’ll see that on a large scale. Of
course, with the influence of people like Elon Musk, it's possible that such
radical changes could happen, but predicting the future is difficult because
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many factors can influence the direction we take. When we wrote our book
about robots, some publishers wanted us to predict the future, which we didn’t
want to do. People love predictions, whether they’re optimistic or pessimistic,
but these are often speculative.

For instance, there are examples where Al is used to recreate deceased
individuals, such as reanimating the relationship between a mother and child,
offering some emotional relief. But it’s hard to imagine all the possible
scenarios, especially given the ethical and emotional implications. In the past,
there were similar desires to communicate with the dead, though in different
cultural contexts. These modern technological advances might be seen as an
extension of that need. However, some people, like a father suing a company
that recreated his deceased daughter as an Al, strongly oppose these practices.
The impact of these technologies depends on the individual. For example,
when big data emerged, there was an incident where a machine suggested
pregnancy-related products to a young girl based on her online behavior,
which turned out to be accurate. But the question is, how often does the
machine make mistakes? This anecdote is presented as proof, but in a
scientific context, it would be considered insignificant without broader data.
These technologies are often presented in ways that can blur the line between
scientific progress and commercial interests. This is why we need to carefully
consider the implications and not just follow trends based on individual cases.

25. Finally, what role do you believe philosophy should play in addressing
the ethical and social issues emerging from the increasing use of artificial
intelligence and robotics? What philosophical toolkit or perspective do
you consider essential for addressing these challenges?

PD: The answer to the second part is simple: just follow me blindly (laughs).
But in all seriousness, addressing ethical issues in Al and robotics is difficult
because it's hard to predict their consequences in advance. It’s not something
that can be confined to one discipline. We need to consider factors like market
structures and sociological effects. So, | think the best advice is to proceed
with caution and observe carefully. There’s no simple trick. If there is a
“trick,” it’s more like Aristotle’s concept of prudence—being thoughtful and
rational about what’s happening and considering how these issues affect
people’s lives. These aren’t abstract intellectual problems; they have real-
world consequences. Philosophers can contribute, but so can others. This is
fundamentally a political discussion, not something that can be monopolized
by any one discipline. One important thing to stress is that no one should think
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they have a monopoly on the truth about these issues. That’s the real danger.
Some people act as though they alone have the definitive answers, but that’s
a problem.

This ties back to an earlier point in our conversation: philosophy
shouldn’t be about becoming a specialist who thinks they have a monopoly
on knowledge. In fact, being a specialist can blind us to other perspectives.
Being embodied, as human beings, means that we all occupy different points
in the world and therefore see things differently. There isn’t one overarching
viewpoint that holds the truth about everything, and that’s something we
should remember.
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