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ABSTRACT

This study examines Italy's electricity market dynamics by modeling and forecasting 
Italian hourly PUN (Prezzo Unico Nazionale) prices. Using about ten years of hour-
ly data, the analysis focuses on in-sample model selection by assessing the performance 
of different autoregressive models augmented with several combinations of dummy 
variables. By emphasizing the role of stationarity, we find the AR14 model with 
day-of-the-week dummies to provide the most satisfactory in-sample performance. 
On an out-of-sample basis, the AR7 model with an additional coefficient at lag 14 
appears to be the best trade-off between model complexity and forecasting accuracy. 
This work's insights into the dynamics of the Italian electricity market and the rela-
tive effectiveness of different forecasting models motivate future work investigating 
dynamical model selection and forecasting.
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1. INTRODUCTION

Modeling PUN (Prezzo Unico Nazionale) prices is essential to understanding 
the Italian electricity market. Given the PUN’s role as the reference price for the 
wholesale electricity market, its modeling and forecasting provide insights for both 
market participants and regulators.

Electricity markets are characterized by unique features that make them sub-
stantially different from other commodity and financial markets. Electricity is 
non-storable, supply-demand balance must be achieved in real-time, delivery and 
production are subject to disruptions, and exogenous factors and shocks, such as 
weather conditions and geopolitical events, play a strong role in price determina-
tion and its volatility. In Italy, the electricity market operates through a Day-Ahead 
Market (DAM) and an Intraday Market (IM), with the PUN price serving as the 
national reference price, computed as an average weighted price across six mar-
ket zones. Analyzing and understanding the dynamics of the PUN is important 
not only because it directly impacts consumer tariffs but also because it supports 
market participants in making informed bidding, trading, and hedging decisions. 
Producers, retailers, and large consumers rely on forecasts to optimize production 
schedules and manage risk. Importantly, price forecasts enable better financial and 
operational planning, particularly in the context of integrating renewable ener-
gy with fossil production.

Not surprisingly, researchers and practitioners have given broad attention to 
electricity price modeling and forecasting across different electricity markets, with 
an increasing interest (Weron and Misiorek, 2008; Weron, 2014). However, the 
complexity of PUN’s determinants and its susceptibility to exogenous events, such 
as the COVID-19 pandemic or the recent geopolitical crises, call for continuous 
refinement of forecasting methodologies. Remarkably, electricity prices actually 
involve not one but 24 (hourly) price series, adding an additional layer of complex-
ity to the modeling and forecasting tasks.

The literature on electricity price modeling is extensive, encompassing a range 
of econometric, machine learning, and hybrid approaches. Traditional time-series 
models, such as Autoregressive Integrated Moving Average (ARIMA) and Au-
toregressive Conditional Heteroskedasticity (ARCH/GARCH) models, have 
been widely used. Liu and Shi (2013) apply various ARMA-GARCH models to 
hourly electricity prices, showing the effectiveness of ARMA-GARCH models in 
capturing mean and volatility. Shah et al. (2020) compare parametric and nonpara-
metric models, including ARMA variants, to forecast one-day-ahead PUN prices. 
Weron and Misiorek (2008) provide a broader perspective, comparing parametric 
and semiparametric approaches for forecasting spot electricity prices.

The use of a simpler autoregressive model, perhaps augmented with exogenous 
regressors and dummies, is widespread use in the literature and their relatively 
good performance in predicting electricity prices, see, e.g. (Conejo et al., 2005; Ma-
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ciejowska and Weron, 2015; Misiorek et al., 2006; Maciejowska and Nowotarski, 
2016; Gianfreda et al., 2020; Weron and Misiorek, 2008), yet there is no uniformi-
ty in the specification of the model, nor extended discussions on model selection 
and thus in-sample comparisons of the alternatives.

Though the use of dummy variables to capture seasonality, calendar effects, 
and exogenous shocks is an effective strategy (Di Persio et al., 2017; Conejo et al., 
2005; Gong and Lin, 2023), as well as the impacts of significant socioeconomic 
events like the COVID-19 pandemic and energy crises (U˘gurlu and Jindˇricho-
vsk´a, 2024), naive ARMA/GARCH models struggle with complex non-lineari-
ties, regime changes, and nonstationarity. Hybrid models that combine statistical 
methods with machine learning techniques are gaining increased interest (Weron, 
2014). Neural networks, support vector machines, ensembles, and Bayesian meth-
ods have been employed to boost predictive accuracy (see, e.g., Mohammadi et al., 
2020; Lago et al., 2021; Jedrzejewski et al., 2022).

This study extends the existing literature by addressing certain gaps in modeling 
PUN prices. While past research has focused on tailored autoregressive models, 
this study proposes a more comprehensive approach by discussing multiple combi-
nations of dummy variables and different specifications of the autoregressive part, 
focusing on model selection. Furthermore, we extensively discuss nonstationarity 
and, with a greater level of detail than existing papers, determine and test for sta-
tionarity in different periods, highlighting clear stationarity issues in the period of 
the energy crisis and the Russia-Ukraine war, but a well-behaved behavior in the 
entire 2004-2019 period. Our analyses involving the period January 2010 to De-
cember 2019 contribute to the literature by the systematic evaluation of different 
autoregressive models with several dummy-variable combinations, offering a com-
prehensive model selection discussion. The results emphasize the significance of 
including calendar-related dummy variables, particularly weekly dummies, and the 
inappropriateness of short-lagged autoregressive specifications. On an out-of-sam-
ple basis, we conclude that the AR7 model with an additional coefficient at lag 14 
(AR8) offers a superior balance between model complexity and forecast accuracy.

The remainder of this paper is organized as follows. Section 2 discusses the de-
sign of the Italian electricity market and PUN price formation. Section 3 presents 
an analysis of the stationarity of hourly PUN prices over different periods, includ-
ing autoregressive structures and dummy variable specifications, and discusses the 
process of model selection. Section 4 focuses on model selection, whereas Section 
5 discusses the performance of the different models in forecasting. Lastly, Section 6 
concludes with suggestions for future research directions.
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2. THE ITALIAN ENERGY MARKET AND THE PUN PRICE

The acronym PUN stands for "Prezzo Unico Nazionale" (National Single Price). It 
represents the weighted average of zonal electricity prices in the Italian market. The 
market regulatory authority determines the PUN daily through an auction-based 
mechanism in the Day-Ahead Market (DAM).

In the DAM, between 12:00 AM and 1:00 PM, market participants, including 
producers and dealers, submit their bids and asks for the next day, specifying the 
quantity and price for each of the 24 hours. The Italian market authority (GME, 
Gestore del Mercato Elettrico) collects these offers reaching the market and, by 
matching them with demand, determines the hourly prices for the upcoming day. 
The market-clearing algorithm balances supply and demand in each zone, setting 
both zonal prices and traded volumes for each hour. These scheduled traded vol-
umes are then used as weights in the PUN calculation.

In this way, the PUN reflects the equilibrium reached in the day-ahead market 
based on the expected energy needs and offers across the six main zones of the Ital-
ian electricity market. As a volume-weighted average across the different zones, the 
PUN constitutes a single national price for the entire market for each specific hour 
on the wholesale market. In particular, it is computed as
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where h refers to any of the 24 hours of the day (in military time, the first hour goes 
from 00:00 to 01:00 and the last from 23:00 to 24:00), Ph,z, and Vh,z are respectively 
the price and volume for hour h in the zone z, and where the sum is taken over all the six 
zones (North, Center-North, Center-South, South, Sicily, and Sardinia). The 24-hour 
PUN prices resulting from the DAM auction are published at 2:00 PM each day, reveal-
ing the wholesale electricity prices for the next day. However, consumers’ final hourly 
prices are not directly based on the PUN; they result from price adjustments made in 
the Intraday Market  (IM) and from the commercial margins of retailer companies.

The IM allows the PUN baseline to be adjusted based on actual market con-
ditions of demand and offer occurring on the same day the PUN refers to, cor-
recting the initial forecasts. After the DAM closes, unexpected changes in pro-
grammed production and consumption (such as line malfunctions or adverse 
weather conditions) lead to adjustments in the supplied and requested amounts of 
energy, creating price differences. These adjustments are promptly updated in real 
time through the IM system.

Thus, the IM price may differ from the PUN, as the actual market conditions may 
diverge from the forecasted market conditions that initially determined the PUN the 
day before. As a result, the final consumer may pay a higher price if demand exceeds the 
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offer. However, deviations from the PUN are generally moderate and are monitored in 
real time by the market authority.

Undoubtedly, the PUN serves as the fundamental building block for electricity pric-
ing in Italy. In this context, we focus our attention on modeling and forecasting the 24 
daily PUN prices. It is important to notice that the PUN is itself a highly susceptible 
reference influenced by a number of factors. Indeed, though the PUN is obtained from 
matching demand and offer, the bids and asks depend on a number of different ele-
ments. For instance, the demand depends on weather conditions and daylight hours, 
besides the ask prices. On the other hand, the offer is affected, besides the bid prices, 
e.g., by production and delivery costs, so by the cost of the underlying natural resourc-
es (e.g., natural gas) and their provision, thus by the cost-efficiency of the underlying 
supply of natural resources.

Furthermore, general market conditions (such as geopolitical events, policy changes, 
and new technologies) potentially affect both the demand and supply.

The complexity of the above results in volatility, which is furthermore often inflated 
by spikes in the prices, a well-known characteristic of electricity spot prices (Becker 
et al., 2007; Weron, 2014), see, e.g., Fig. 2. For instance, during a heatwave, air condi-
tioning use may cause a sudden surge in demand. If generators cannot increase supply 
quickly enough, spot prices can spike dramatically as retailers compete to secure the 
limited available electricity. Since consumers are not directly exposed to these spot pric-
es, they continue consuming electricity, exacerbating the imbalance and sustaining the 
price spikes as a consequence of their inelastic demand – retailers purchase electricity 
from the spot market at an unregulated price but sell to consumers at a heavily regulat-
ed price (Lu et al., 2005; Lu and Suthaharan, 2023).

These several and heterogeneous influences create a complex system where prices are 
driven by a complexity of interconnected forces, leading to hourly price dynamics that 
are possibly non-linear, with time-varying volatility and perhaps non-stationary.

3. PRELIMINARY ANALYSES: THE DATA

The historical PUN data used in our analysis is freely dispatched by the GME1. We 
use 19 years of data, from April 1st, 2004, to March 31st, 2023, covering a total of 
6939 days. The data is delivered monthly in files containing PUN prices, Sales, and 
Purchases on the DAM, reflecting the quantities producers and sellers forecast for the 
next day in the six main geographical zones of the Italian electricity market for each 
hour of the day. Given the objectives of our analysis, we only retain the PUN prices. As 
a preliminary task, we did not detect any missing values or significant outliers indicat-
ing obvious flaws in the hourly series. However, we detect four days in which certain 
hourly prices are zero.

1 mercatoelettrico.org

http://mercatoelettrico.org
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Although generally uncommon and specific to rare market conditions, energy ask 
prices can be negative, and PUN prices can be zero. Indeed, zero prices can occur due to 
an oversupply of electricity, particularly from renewable sources, low demand during 
off-peak hours, or subsidies designed to guarantee the dispatch of renewable energy. 
Similarly, negative prices can arise under conditions of surplus production, storage 
constraints, or to maintain operations in plants with high fixed costs for stopping and 
restarting. With the purpose of linearizing the price series, reducing the magnitude of 
price spikes, and stabilizing variance to ensure stationarity, our analysis, however, devel-
ops on and considers logarithmic PUN prices.

Furthermore, logarithmic price changes are intuitively interpreted as relative changes 
or growth rates rather than absolute changes in their levels. To this end, zero prices rep-
resent an issue that we overcome by using smoothing splines on the daily PUN profiles.

In particular, to fill the gaps relative to zero prices in the log-transformed data, we 
first use a Modified Akima spline estimated along the 24 hours of each problematic 
day, and after the spline interpolation fills the missing values, the log-transformed data 
is exponentiated to return to the original scale, allowing for qualitative visual inspection 
of the smoothing quality. The result of such smoothing is depicted in Figure 1. Overall, 
there are only 7 out of 6939 × 24 PUN prices that are affected by the above procedure 
over a total of only 4 days in 19 years. The outlined data-cleaning procedure, therefore, 
is marginal and largely irrelevant given the size of the dataset, so it is unlikely to affect the 
overall results of the analysis while allowing the use of logarithmic prices.

Figure 1: Spline adjustment. Hourly profiles of the spline-adjusted PUN for the four days 
presenting zero prices.
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DUMMIES

CALENDAR-DUMMIES

The above logarithmic PUN dataset is furthermore augmented with four dum-
my variables. The inclusion of dummy variables turns out to be indeed critical for 
capturing cyclical components in electricity prices. The use of weekly dummies, 
i.e., six dummies associated with the days of the week from Tuesday to Sunday, 
account for daily variations, while monthly dummies reflect a broader trend (elev-
en monthly dummies for the months from February to December) and Seasonal 
dummies (based on astronomically-defined seasons) reflect broader trends like in-
creased demand for heating in winter or cooling in summer (three dummies for 
the spring, summer and autumn). Besides ensuring adjustments for recurrent cal-
endar-related events, the dummies also enhance interpretability by isolating the 
effect of time-based factors from the price dynamics and potentially improving the 
model fit, capturing predictable variations in the logarithmic prices. Note that the 
dummies are centered by subtracting the mean (seasonality) of the dummy variable 
group, for instance, 1/7 or 1/12, for weekly and monthly dummies, respectively. 
This ensures the dummies sum to zero so that their coefficients represent devia-
tions from the average rather than from the baseline, e.g., the weekday coefficient 
represents the difference from the average weekday effect rather than the differ-
ence from Monday’s effect, and furthermore reduces the correlation between the 
intercept and the dummy variables, making their interpretation more meaning-
ful (without centering the dummy variables include a constant component, their 
mean, which overlaps with the intercept). 

COVID DUMMY

The COVID-19 pandemic created disruptions, in particular on the demand 
side of the electricity market. In fact, lockdowns and restrictions led to significant 
changes in the electricity demand: while, on the one hand, industrial production 
decreased, on the other, residential demand increased as people were working and 
spending the majority of their time at home. This particular setting certainly con-
stitutes a unique market setting that significantly affected the typical supply and 
demand curves at the basis of the PUN price. In fact, the energy supply chain was 
also affected by the pandemic; for instance, the natural resources supply to power 
plants may have been disrupted or delayed, as well as maintenance. Not less impor-
tantly, note that the electricity market underwent significant changes not only in 
terms of demand and supply but also in terms of market expectations. In fact, the 
pandemic generated high levels of uncertainty about the short-term future and its 
day-by-day development, and thus, volatility in financial markets, which in turn 
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affected commodity prices and hence electricity (see, e.g., Zhong et al., 2020; Hal-
bru¨gge et al., 2021). With this reasoning, including a further COVID dummy 
helps to distinguish between pre-COVID and post-COVID periods and contextu-
alize the electricity price behavior, by controlling for the unique, exogenous shock 
that COVID-19 represents. This helps ensure that any changes in electricity prices, 
whether they are related to demand, supply, policy interventions, or market vol-
atility, are correctly attributed to the pandemic rather than being confused with 
normal fluctuations or long-term trends.

However, identifying the actual period in which the above covid-regime applies 
is not trivial as there is no clear beginning and end of the pandemic, and certain 
government policies applied and lasted well beyond the peak of the pandemic, 
i.e., travel restrictions were lifted only in June 2022 while the emergency status 
ended in March, though contagion rates were very low since the summer of 2021. 
Therefore, our respective COVID-related dummy variable matches the period 
when the stringent lockdown measures and restrictions were enforced. In Italy, 
this period goes from March 8th, 2020 (first national lockdown) to May 18th 
(beginning of the so-called second phase – when, most importantly, workers were 
able to return to their jobs and return to normal social activities, likely shifting the 
electricity supply and demand to the pre-pandemic levels). We shall refer to this 
dummy as the COVID dummy.

With the above dummies, our complete dataset at hand consists of a large matrix 
of 6939 rows (days) and 45 columns (24 strictly positive PUN prices, 20 calen-
dar-related dummies, and the lockdown dummy).

PERIOD FOR THE ANALYSES

The period covered by the PUN data goes from April 1st, 2004, to March 31st, 
2023. This broad period is characterized by several socioeconomic events that may 
or may not have affected the “typical” dynamics of the Italian electricity prices, 
causing a potential non-stationary behavior in the series. These include the glob-
al financial crisis (2007-2009), the pandemic (2020-2022), the Energy Price Surge 
and Gas Crisis (2021-2022), and the Russia-Ukraine war (from 2022), all of which 
had direct and significant effects on electricity pricing.

To limit the analyses over a relatively recent period (in which there is also a more 
significant share of renewable resources, more comparable to the current levels) 
and avoid the compliance of considering the financial global crisis, we focus on the 
period from January 1st, 2010, onwards. In the middle of the second decade of the 
2000s, there were no major socioeconomic events, so determining the end of the 
period to use in the analysis is not as simple.

A visual inspection of the data in Figure 2 shows a very anomalous behavior of 
the PUN prices, approximately from 2021 onwards. This period greatly overlaps 
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with the Energy price surge and the Russia-Ukraine war, which likely introduced 
a non-stationary behavior. Trimming the data on 31-Dec-2019/20/21 all repre-
sent possible alternatives. By taking the period 2010-2019, we likely analyze the 
dynamics of PUN prices in a “typical” setting where exogenous forces on PUN are 
negligible. By expanding the above to 2022, the onset of the pandemic is included: 
a visual inspection of the data suggests there have been no relevant changes in the 
price levels and dynamics with respect to the historical data, yet common sense 
indicates caution with stationarity issues. Lastly, the period 2010-2021 includes 
the bulk of the pandemic period, for which the same comment applies and for 
which we would like to inspect for nonstationarity in detail. Therefore, we identify 
the above three periods as of potential interest for our analyses, yet the existence 
and the extent of nonstationarity need to be assessed. In this regard, the following 
Section includes several other time periods, with the scope of providing a com-
prehensive and complete analysis of the stationarity of PUN prices over the en-
tire dataset, though the following model selection and evaluation will only involve 
the data from 2010 onwards.

Figure 2: PUN Prices for the hour 12 over the entire period 2004-2023. Bottom panel: 
log-PUN.

STATIONARITY

We comprehensively study the stationarity of the 24 PUN prices over different 
time periods in the range 2004-2023. In fact, given the different socioeconomic 
events that occurred in the last 20 years, it is relevant to address whether Italian 
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electricity prices can be considered stationary or not, and if not, if there are specific 
hours of the day or other patterns where stationarity is not valid. An extended anal-
ysis in this regard is currently missing in the literature for the Italian PUN prices 
and other markets, motivating the extent of the analyses over different periods and 
details hereafter reported. Table 1 summarizes the different periods we test for sta-
tionarity by employing the Augmented Dickey-Fuller test.

Table 1: Periods and number of days.
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ed in Table 1, we employ the Augmented Dickey-Fuller (ADF) test augmented 
with dummies. The inclusion of dummies allows the inclusion of calendar effects 
that may shift or trend the series. The form of the ADF test for a time series of 
interest (either PUN or log-PUN prices) is
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time	series	of	interest	(either	PUN	or	log-PUN	prices)	𝑌𝑌$,… , 𝑌𝑌%	is	
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where	 in	 the	 above	 autoregressive	 model	 with	 drift	 (constant	 term)	 but	 no	 trend,	 there	 are	 𝑃𝑃	
autoregressive	lags	of	Δ𝑌𝑌& 	and	𝐾𝐾	dummies	𝐷𝐷, .	The	parameter	ϕof	the	lagged	series	𝑌𝑌&($	determines	
whether	 the	 series	 is	 𝐼𝐼(0)	 or	 𝐼𝐼(1).	 In	 particular,	ϕ = 0	 (null	 hypothesis)	 implies	 a	 unit	 root	 for	𝑌𝑌& ,	
indicating	nonstationarity,	whereas	ϕ < 0	 indicates	 that	 the	series	 is	 stationary	(mean	reverting).	
The	standard	t-statistic	ϕ;\𝑆𝑆𝑆𝑆?ϕ;@,	computed	using	the	OLS	estimate	of	the	coefficient	ϕ	and	its	standard	
error,	is	used	to	assess	the	significance	of	the	restriction	ϕ = 0.	
To	identify	the	relevant	dummy	variables	to	use,	we	perform	a	preliminary	regression	of	ΔY!	on	various	
sets	of	dummies.	The	results	are	presented	in	Tables	2	and	3,	corresponding	to	the	periods	from	1-Jan-2010	
to	31-Dec-2019	and	31-Jan-2020,	respectively.	Table	3	excludes	dummy	sets	involving	monthly	dummies,	as	
these	variables	 are	 consistently	 insignificant.	 Conversely,	 the	 lockdown	dummy	 is	 included.	 The	 results	
across	both	tables	and	within	the	different	combinations	of	dummies	in	each	table	highlight	that	day-of-
week	dummies	(W)	are	highly	significant.	 In	contrast,	monthly	(M),	seasonal	(S),	and	lockdown	(L)	dummies	
are	 consistently	 insignificant,	 also	with	 respect	 to	models	 combining	 the	 above	 sets,	 including	 the	 full	
model	(i.e.,	models	1,	3,	4,	5,	6	and	7	in	both	Table	2	and	Table	3).	 As	a	result,	in	the	above	equation,	we	
set	𝐾𝐾 = 6,	with	𝐷𝐷,s	being	day-of-week	dummies.	
Figure	3	compares	AIC	(Akaike	Information	Criteria),	BIC	(Bayesian	Information	Criteria),	and	SSR	(Sum	
of	Squared	Residuals)	values	across	different	autoregressive	 lags	(𝑝𝑝)	 for	 the	 regressions	of	Δ𝑃𝑃&,!on	 its	
lags	up	to	order	15.	 The	 left	panel	shows	AIC	(solid	 lines)	and	BIC	(dashed	 lines)	 for	models	without	
dummies,	 the	 middle	 panel	 shows	 the	 same	metrics	 for	models	with	weekly	 dummies,	 and	 the	 right	
panel	illustrates	the	SSR	for	both	models.	 Including	weekly	dummies	consistently	results	in	lower	AIC	
and	BIC	values	across	all	lag	orders,	indicating	a	better	model	fit.	The	improvement	is	more	pronounced	for	
certain	hours,	highlighting	that	weekly	patterns	are	particularly	relevant	during	these	times	(e.g.,	for	hours	
8:00,	16:00,	and	20:00).	The	left	panel	exhibits	greater	heterogeneity	in	the	AIC/BIC	dynamics	 in	 the	 lags	
across	 the	 hours,	 with	 some	 showing	 significantly	 poorer	fits	at	 large	 lag	orders,	whereas	the	middle	
panel	indicates	that	the	inclusion	of	dummies	stabilizes	model	performance	across	hours.	

where in the above autoregressive model with drift (constant term) but no trend, 
there are P autoregressive lags of ΔYt and K dummies Dj. The parameter ϕ of the 
lagged Yt-1 series determines whether the series is I(0) or I(1). In particular, ϕ=0 
(null hypothesis) implies a unit root for Yt, indicating nonstationarity, whereas 
ϕ<0 indicates that the series is stationary (mean reverting). The standard t-statistic 
ϕ̂\SE(ϕ̂), computed using the OLS estimate of the coefficient ϕ and its standard 
error is used to assess the significance of the restriction ϕ=0.

To identify the relevant dummy variables to use, we perform a preliminary re-
gression of ΔYt on various sets of dummies. The results are presented in Tables 2 
and 3, corresponding to the periods from 1-Jan-2010 to 31-Dec-2019 and 31-Jan-
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2020, respectively. Table 3 excludes dummy sets involving monthly dummies, as 
these variables are consistently insignificant. Conversely, the lockdown dummy is 
included. The results across both tables and within the different combinations of 
dummies in each table highlight that day-of-week dummies (W) are highly signifi-
cant. In contrast, monthly (M), seasonal (S), and lockdown (L) dummies are con-
sistently insignificant, also with respect to models combining the above sets, includ-
ing the full model (i.e., models 1, 3, 4, 5, 6 and 7 in both Table 2 and Table 3). As a 
result, in the above equation, we set K = 6, with Djs being day-of-week dummies.

Figure 3 compares AIC (Akaike Information Criteria), BIC (Bayesian Informa-
tion Criteria), and SSR (Sum of Squared Residuals) values across different autore-
gressive lags (p) for the regressions of ΔPt,h on its lags up to order 15. The left panel 
shows AIC (solid lines) and BIC (dashed lines) for models without dummies, the 
middle panel shows the same metrics for models with weekly dummies, and the 
right panel illustrates the SSR for both models. Including weekly dummies consis-
tently results in lower AIC and BIC values across all lag orders, indicating a better 
model fit. The improvement is more pronounced for certain hours, highlighting 
that weekly patterns are particularly relevant during these times (e.g., for hours 
8:00, 16:00, and 20:00). The left panel exhibits greater heterogeneity in the AIC/
BIC dynamics in the lags across the hours, with some showing significantly poorer 
fits at large lag orders, whereas the middle panel indicates that the inclusion of 
dummies stabilizes model performance across hours.
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Table 2: Results for regressing ΔYt on different dummies for the period 1-Jan-2010 to 
31-Dec-2019.
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Table 3: Results for regressing Yt  on different dummies for the period 1-Jan-2004 to 31-
Dec-2020.
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Table 3: Results for regressing 𝑌𝑌!on different dummies for the period 1-Jan-2004 to 31-Dec-2020. 
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Figure 3: AIC, BIC, and sum of squared residuals (SSR) for the regression (1) with 
different autoregressive lags (p). Left and middle panels: AIC (solid lines) and BIC 
(dashed lines) for the model without dummies. Middle panel: AIC (solid lines) and 
BIC (dashed lines) for the model with weekly dummies. Right panel: SSR for the model 
without dummies (solid lines) and with weekly dummies (dashed lines). Color and labels 
correspond to the results for different hours of the day.

In both panels, AIC and BIC values tend to decrease substantially initially with 
increasing lag order as the model fit improves, but the improvement becomes very 
marginal at higher lag orders due to penalties for complexity compared to a weak 
improvement of the likelihood of the fitted model. The right panel compares 
SSR values, showing that models with weekly dummies (dashed lines) consistent-
ly achieve lower SSR across all lag orders compared to models without dummies 
(solid lines), reinforcing the importance of including seasonality in the regression. 
As expected, SSR decreases with the lag order in both models, but with smaller 
improvements after lag 6.

In fact, the "elbows" observed at lag 6 in the AIC, BIC, and SSR plots represent 
a notable inflection point in the relationship between lag order and the metrics, 
suggesting that lag 6 may be a turning point where the model achieves a good bal-
ance between fit and complexity. At lag orders below 6, increasing the lag allows 
the model to capture more of the autoregressive structure in the data, resulting in 
a sensible improvement in fit that is reflected in the decreasing AIC, BIC, and SSR 
statistics. On the other hand, beyond lag 6, the added complexity from including 
more lags leads to smaller gains, where the additional improvement in fit is not 
sufficient to balance the penalties for added complexity (AIC and BIC) or to sub-
stantially reduce the residuals’ sum of squares (SSR). Figure 3 refers to Period 4, 
but the above comment holds in general for the entire 2004-2023 series.

In conclusion, the analysis in Figure 3 confirms the importance of including the 
weekly dummies and, with respect to the selection of the autoregressive lag, indi-
cates that the inclusion of 6 autoregressive terms is an appropriate balance between 
model complexity and explanatory power.
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Table 4 and Table 5 summarize the results of ADF tests with weekly dummies 
for stationarity applied to PUN prices. The analysis spans different time periods, 
lag lengths, and hours of the day, providing a comprehensive insight into the tem-
poral and structural stationarity of the hourly price series. The data is presented 
for both original price levels and logarithmic transformations, addressing the stabi-
lizing effect of the latter. Table 4 focuses on ADF rejections by lag. It reports how 
often the ADF test rejects nonstationarity for different choices of the maximum 
lag (p) in (1) from 1 to 19 within the specified periods. Rows with zero entries in 
the “Issues” column indicate that all 24 hourly series are stationary for each of the 
19 lags. However, periods with non-zero entries highlight instances of nonstation-
arity across one or more lags. During the period from 2010 to 2021, there were 15 
hours during which stationarity could not be accepted for all the 19 choices of p, 
reflecting significant evidence of nonstationarity. This behavior becomes partic-
ularly pronounced at higher lags, where stationarity tends to disappear entirely. 
Recent periods, such as 2020 to 2022 and 2023, show increased nonstationarity, 
likely driven by the external shocks in the market described earlier. The distinc-
tion between the upper panel, which considers original prices, and the lower panel, 
which examines logarithmic prices, reveals that logarithmic transformation gen-
erally has a minor effect in mitigating nonstationarity. In fact, by subtracting the 
bottom panel in Table 4 from the upper, it can be computed that about 228 entries 
(25%) differ. In particular, the total number of hours (across all the periods and 
lags) in which non-logarithmic PUN prices reject a unit root at a 5% level but log-
arithmic prices do not are few (47), compared to the 223 hours where the tests on 
the PUN series reject a unit root in their logs while not in their original levels. The 
major differences are observed in Period 6: perhaps the logarithmic transform by 
non-linearly rescaling the deviations from the mean mitigates price drifts within 
the COVID period so that a unit root is rejected.

Table 5 focuses on ADF rejections by hour. It evaluates the stationarity of the 24 
hourly price series over the same range of lags for different time periods. In earlier 
periods, such as 2004 to 2019, the absence of “issues” indicates stationarity across 
all hours – i.e., none of the 19 ADF tests accepts the nonstationarity hypothesis in 
any of the 24 series. Conversely, more recent periods show nonstationarity concen-
trated at specific hours. During the period from 2010 to 2021, nonstationarity is 
particularly evident in the morning and late evening hours. By 2023, even histori-
cally stable hours will exhibit nonstationarity, which is aligned with the increased 
uncertainty related to the most recent energy crisis. As in Table 4, generally, the 
logarithmic transformation seems to mitigate nonstationarity.

The results of the ADF tests highlight significant temporal trends. Earlier peri-
ods demonstrate consistent stationarity, whereas more recent years reveal increas-
ing nonstationarity. This shift suggests significant structural changes or external 
influences in the energy market that align with the recent energy, political, and eco-
nomic events described earlier. The sensitivity of the test to lag length is evident, as 
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higher lags are more likely to detect non-stationary behavior, possibly due to long-
term dependencies. Moreover, Table 5 highlights that stationarity varies with the 
time of day, with peak and off-peak hours showing different patterns.

Overall, the analysis confirms the suspicion that recent periods are subject to 
nonstationarity, validating the graphical intuition that, in this regard, Figure 2 sug-
gests. On this basis, we identify Period 3, from 01-Apr-2004 to 31-Dec-2023, to be 
overall stationary, including the sub-periods 1, 2, 3, 4, and 5. Note that within the 
above periods, both the tests on the original and logarithmic prices lead to identi-
cal results, enforcing the above conclusion. In particular, we focus our following 
analyses on period 5, as it is relatively recent and perhaps the most indicative of the 
not-too-far-in-the-past dynamics of the PUN prices under relatively tranquil or 
"typical" market and socio-political conditions, as it does not involve the financial 
crisis preceding the year 2010 and does not involve the COVID outburst following 
2019. Though the use of logarithm prices has a negligible impact on the ADF test 
in the period 2010-2019 (and very minor overall, considering the other periods), 
in our modeling application, we employ logarithmic prices to mitigate the effect of 
the outliers and reduce the overall variance of the series, see Figure 2.

Figure 4: P-values of the ADF test of some selected hourly PUN prices over a backward-
looking window of 2738 days.

We perform a final visual inspection regarding stationarity in period 5. Figure 4 
plots the p-values of the ADF test for six hourly series (for plotting convenience), 
employing a back-looking window of 2738 days. The choice of the window match-
es the 7.5 years estimation window employed in the later analyses (and as such, the 
moving averages can only be computed from 2021 onward). The figure generally 
confirms the stationary nature of the price in the period 2010-2019. This enforc-
es the results in Table 5 and Table 4 by highlighting that there are generally no 
sub-periods where stationarity breaks, see, e.g., the rows corresponding to periods 
6 and 7, respectively, the first and last periods later used in model estimation and 
forecasting. In fact, local trends, regime shifts, or shocks are not apparent when 
analyzing the entire 2010-2019 period, which can lead sub-periods not to reject the 
unit root hypothesis, but this is not the case here. This is relevant when performing 
model selection on an in-sample basis and evaluating its forecasting performance 
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out-of-sample. In fact, in the presence of nonstationarity, the best in-sample model 
is not guaranteed to produce optimal forecasts in terms of root mean square error 
(Castle and Hendry, 2019, Ch. 7).

4. IN-SAMPLE ANALYSIS, MODEL SELECTION

ARMA MODELS

The goal of the following application is that of model selection; in particular, we 
aim to identify a suitable specification of a seasonal ARMA model that both pro-
vides a satisfactory in-sample and out-of-sample performance while being parsimo-
nious in the number of parameters and lags. To this end, the general form of our 
time-series model reads:
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()
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repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
residuals	series	that	are	more	compatible	with	a	non-correlated	sequence.	Thus,	the	focus	of	the	analyses	
will	be	on	autoregressive	models.	The	simplification	of	the	general	SARMA	structure	into	an	AR,	rather	
than	 a	 drawback,	 is	 favorable	 from	 the	point	of	view	of	model	simplicity	and	interpretability.	 Indeed,	
from	 an	 operative	 point	 of	 view	 of	 estimating	 and	 forecasting,	 simple	 AR	 structures	 are	 certainly	
preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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specification	of	a	seasonal	ARMA	model	that	both	provides	a	satisfactory	in-sample	and	out-of-sample	
performance	while	being	parsimonious	in	the	number	of	parameters	and	lags.	 To	this	end,	the	general	
form	of	our	time-series	model	reads:	

𝑌𝑌& = µ +-ϕ)𝑌𝑌&()
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()

.
)+$ ,	explain	the	current	

value	of	𝑌𝑌&	using	 its	past	𝑝𝑝	values.	The	moving	average	(MA)	terms	∑ 𝜃𝜃,𝜀𝜀&(,
/
,+$ ,	model	the	 impact	of	 the	

past	𝑞𝑞	error	terms	𝜀𝜀&	on	the	current	observation.	The	dummy	variable	terms	∑ 𝛿𝛿0𝐷𝐷0-
0+$ ,	capture	exogenous	

shocks	 or	 specific	 calendar	 conditions.	 The	 seasonal	 autoregressive	 terms	 ∑ Φ1𝑌𝑌&(123
1+$ ,	 account	 for	

repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
residuals	series	that	are	more	compatible	with	a	non-correlated	sequence.	Thus,	the	focus	of	the	analyses	
will	be	on	autoregressive	models.	The	simplification	of	the	general	SARMA	structure	into	an	AR,	rather	
than	 a	 drawback,	 is	 favorable	 from	 the	point	of	view	of	model	simplicity	and	interpretability.	 Indeed,	
from	 an	 operative	 point	 of	 view	 of	 estimating	 and	 forecasting,	 simple	 AR	 structures	 are	 certainly	
preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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evaluating	its	forecasting	performance	out-of-sample.	In	fact,	in	the	presence	of	nonstationarity,	the	best	
in-sample	model	 is	 not	 guaranteed	 to	 produce	 optimal	 forecasts	 in	 terms	 of	 root	 mean	 square	 error	
(Castle	and	Hendry,	2019,	Ch.	7).	

	
In-sample analysis, model selection 
 
ARMA models 

The	goal	of	the	following	application	is	that	of	model	selection;	in	particular,	we	aim	to	identify	a	suitable	
specification	of	a	seasonal	ARMA	model	that	both	provides	a	satisfactory	in-sample	and	out-of-sample	
performance	while	being	parsimonious	in	the	number	of	parameters	and	lags.	 To	this	end,	the	general	
form	of	our	time-series	model	reads:	

𝑌𝑌& = µ +-ϕ)𝑌𝑌&()
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()

.
)+$ ,	explain	the	current	

value	of	𝑌𝑌&	using	 its	past	𝑝𝑝	values.	The	moving	average	(MA)	terms	∑ 𝜃𝜃,𝜀𝜀&(,
/
,+$ ,	model	the	 impact	of	 the	

past	𝑞𝑞	error	terms	𝜀𝜀&	on	the	current	observation.	The	dummy	variable	terms	∑ 𝛿𝛿0𝐷𝐷0-
0+$ ,	capture	exogenous	

shocks	 or	 specific	 calendar	 conditions.	 The	 seasonal	 autoregressive	 terms	 ∑ Φ1𝑌𝑌&(123
1+$ ,	 account	 for	

repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
residuals	series	that	are	more	compatible	with	a	non-correlated	sequence.	Thus,	the	focus	of	the	analyses	
will	be	on	autoregressive	models.	The	simplification	of	the	general	SARMA	structure	into	an	AR,	rather	
than	 a	 drawback,	 is	 favorable	 from	 the	point	of	view	of	model	simplicity	and	interpretability.	 Indeed,	
from	 an	 operative	 point	 of	 view	 of	 estimating	 and	 forecasting,	 simple	 AR	 structures	 are	 certainly	
preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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evaluating	its	forecasting	performance	out-of-sample.	In	fact,	in	the	presence	of	nonstationarity,	the	best	
in-sample	model	 is	 not	 guaranteed	 to	 produce	 optimal	 forecasts	 in	 terms	 of	 root	 mean	 square	 error	
(Castle	and	Hendry,	2019,	Ch.	7).	

	
In-sample analysis, model selection 
 
ARMA models 

The	goal	of	the	following	application	is	that	of	model	selection;	in	particular,	we	aim	to	identify	a	suitable	
specification	of	a	seasonal	ARMA	model	that	both	provides	a	satisfactory	in-sample	and	out-of-sample	
performance	while	being	parsimonious	in	the	number	of	parameters	and	lags.	 To	this	end,	the	general	
form	of	our	time-series	model	reads:	

𝑌𝑌& = µ +-ϕ)𝑌𝑌&()
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()

.
)+$ ,	explain	the	current	

value	of	𝑌𝑌&	using	 its	past	𝑝𝑝	values.	The	moving	average	(MA)	terms	∑ 𝜃𝜃,𝜀𝜀&(,
/
,+$ ,	model	the	 impact	of	 the	

past	𝑞𝑞	error	terms	𝜀𝜀&	on	the	current	observation.	The	dummy	variable	terms	∑ 𝛿𝛿0𝐷𝐷0-
0+$ ,	capture	exogenous	

shocks	 or	 specific	 calendar	 conditions.	 The	 seasonal	 autoregressive	 terms	 ∑ Φ1𝑌𝑌&(123
1+$ ,	 account	 for	

repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
residuals	series	that	are	more	compatible	with	a	non-correlated	sequence.	Thus,	the	focus	of	the	analyses	
will	be	on	autoregressive	models.	The	simplification	of	the	general	SARMA	structure	into	an	AR,	rather	
than	 a	 drawback,	 is	 favorable	 from	 the	point	of	view	of	model	simplicity	and	interpretability.	 Indeed,	
from	 an	 operative	 point	 of	 view	 of	 estimating	 and	 forecasting,	 simple	 AR	 structures	 are	 certainly	
preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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evaluating	its	forecasting	performance	out-of-sample.	In	fact,	in	the	presence	of	nonstationarity,	the	best	
in-sample	model	 is	 not	 guaranteed	 to	 produce	 optimal	 forecasts	 in	 terms	 of	 root	 mean	 square	 error	
(Castle	and	Hendry,	2019,	Ch.	7).	

	
In-sample analysis, model selection 
 
ARMA models 

The	goal	of	the	following	application	is	that	of	model	selection;	in	particular,	we	aim	to	identify	a	suitable	
specification	of	a	seasonal	ARMA	model	that	both	provides	a	satisfactory	in-sample	and	out-of-sample	
performance	while	being	parsimonious	in	the	number	of	parameters	and	lags.	 To	this	end,	the	general	
form	of	our	time-series	model	reads:	

𝑌𝑌& = µ +-ϕ)𝑌𝑌&()
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()

.
)+$ ,	explain	the	current	

value	of	𝑌𝑌&	using	 its	past	𝑝𝑝	values.	The	moving	average	(MA)	terms	∑ 𝜃𝜃,𝜀𝜀&(,
/
,+$ ,	model	the	 impact	of	 the	

past	𝑞𝑞	error	terms	𝜀𝜀&	on	the	current	observation.	The	dummy	variable	terms	∑ 𝛿𝛿0𝐷𝐷0-
0+$ ,	capture	exogenous	

shocks	 or	 specific	 calendar	 conditions.	 The	 seasonal	 autoregressive	 terms	 ∑ Φ1𝑌𝑌&(123
1+$ ,	 account	 for	

repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
residuals	series	that	are	more	compatible	with	a	non-correlated	sequence.	Thus,	the	focus	of	the	analyses	
will	be	on	autoregressive	models.	The	simplification	of	the	general	SARMA	structure	into	an	AR,	rather	
than	 a	 drawback,	 is	 favorable	 from	 the	point	of	view	of	model	simplicity	and	interpretability.	 Indeed,	
from	 an	 operative	 point	 of	 view	 of	 estimating	 and	 forecasting,	 simple	 AR	 structures	 are	 certainly	
preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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evaluating	its	forecasting	performance	out-of-sample.	In	fact,	in	the	presence	of	nonstationarity,	the	best	
in-sample	model	 is	 not	 guaranteed	 to	 produce	 optimal	 forecasts	 in	 terms	 of	 root	 mean	 square	 error	
(Castle	and	Hendry,	2019,	Ch.	7).	

	
In-sample analysis, model selection 
 
ARMA models 

The	goal	of	the	following	application	is	that	of	model	selection;	in	particular,	we	aim	to	identify	a	suitable	
specification	of	a	seasonal	ARMA	model	that	both	provides	a	satisfactory	in-sample	and	out-of-sample	
performance	while	being	parsimonious	in	the	number	of	parameters	and	lags.	 To	this	end,	the	general	
form	of	our	time-series	model	reads:	

𝑌𝑌& = µ +-ϕ)𝑌𝑌&()
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()

.
)+$ ,	explain	the	current	

value	of	𝑌𝑌&	using	 its	past	𝑝𝑝	values.	The	moving	average	(MA)	terms	∑ 𝜃𝜃,𝜀𝜀&(,
/
,+$ ,	model	the	 impact	of	 the	

past	𝑞𝑞	error	terms	𝜀𝜀&	on	the	current	observation.	The	dummy	variable	terms	∑ 𝛿𝛿0𝐷𝐷0-
0+$ ,	capture	exogenous	

shocks	 or	 specific	 calendar	 conditions.	 The	 seasonal	 autoregressive	 terms	 ∑ Φ1𝑌𝑌&(123
1+$ ,	 account	 for	

repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
residuals	series	that	are	more	compatible	with	a	non-correlated	sequence.	Thus,	the	focus	of	the	analyses	
will	be	on	autoregressive	models.	The	simplification	of	the	general	SARMA	structure	into	an	AR,	rather	
than	 a	 drawback,	 is	 favorable	 from	 the	point	of	view	of	model	simplicity	and	interpretability.	 Indeed,	
from	 an	 operative	 point	 of	 view	 of	 estimating	 and	 forecasting,	 simple	 AR	 structures	 are	 certainly	
preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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evaluating	its	forecasting	performance	out-of-sample.	In	fact,	in	the	presence	of	nonstationarity,	the	best	
in-sample	model	 is	 not	 guaranteed	 to	 produce	 optimal	 forecasts	 in	 terms	 of	 root	 mean	 square	 error	
(Castle	and	Hendry,	2019,	Ch.	7).	

	
In-sample analysis, model selection 
 
ARMA models 

The	goal	of	the	following	application	is	that	of	model	selection;	in	particular,	we	aim	to	identify	a	suitable	
specification	of	a	seasonal	ARMA	model	that	both	provides	a	satisfactory	in-sample	and	out-of-sample	
performance	while	being	parsimonious	in	the	number	of	parameters	and	lags.	 To	this	end,	the	general	
form	of	our	time-series	model	reads:	

𝑌𝑌& = µ +-ϕ)𝑌𝑌&()
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()

.
)+$ ,	explain	the	current	

value	of	𝑌𝑌&	using	 its	past	𝑝𝑝	values.	The	moving	average	(MA)	terms	∑ 𝜃𝜃,𝜀𝜀&(,
/
,+$ ,	model	the	 impact	of	 the	

past	𝑞𝑞	error	terms	𝜀𝜀&	on	the	current	observation.	The	dummy	variable	terms	∑ 𝛿𝛿0𝐷𝐷0-
0+$ ,	capture	exogenous	

shocks	 or	 specific	 calendar	 conditions.	 The	 seasonal	 autoregressive	 terms	 ∑ Φ1𝑌𝑌&(123
1+$ ,	 account	 for	

repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
residuals	series	that	are	more	compatible	with	a	non-correlated	sequence.	Thus,	the	focus	of	the	analyses	
will	be	on	autoregressive	models.	The	simplification	of	the	general	SARMA	structure	into	an	AR,	rather	
than	 a	 drawback,	 is	 favorable	 from	 the	point	of	view	of	model	simplicity	and	interpretability.	 Indeed,	
from	 an	 operative	 point	 of	 view	 of	 estimating	 and	 forecasting,	 simple	 AR	 structures	 are	 certainly	
preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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evaluating	its	forecasting	performance	out-of-sample.	In	fact,	in	the	presence	of	nonstationarity,	the	best	
in-sample	model	 is	 not	 guaranteed	 to	 produce	 optimal	 forecasts	 in	 terms	 of	 root	 mean	 square	 error	
(Castle	and	Hendry,	2019,	Ch.	7).	

	
In-sample analysis, model selection 
 
ARMA models 

The	goal	of	the	following	application	is	that	of	model	selection;	in	particular,	we	aim	to	identify	a	suitable	
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This	 equation	 defines	 a	 Seasonal	 ARMA	 (SARIMA)	 model	 with	 dummy	 variables.	 The	 first	 term,	 µ,	
represents	 the	 intercept	 of	 the	 model.	The	autoregressive	(AR)	terms	∑ 𝜙𝜙)𝑌𝑌&()
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1+$ ,	 account	 for	

repeating	 patterns	 with	 a	 seasonal	 lag	Π.	 This	 structure	 allows	 the	 model	 to	 capture	 both	 regular	 and	
seasonal	dependencies	and	the	influence	of	external	factors.			
Our	 model	 selection	 problem	 is	that	of	 determining	 the	 values	 of	 the	 parameters	𝑝𝑝, 𝑞𝑞, 𝐾𝐾, 𝑆𝑆, Π.	In	this	
regard,	 we	 base	 our	 selection	 on	 the	 values	 of	 the	 standard	 in-sample	 AIC	 and	BIC	 statistics,	 on	 the	
significance	of	the	estimated	parameters,	along	with	graphical	sanity	checks,	e.g.,	on	the	autocorrelation	
function	of	the	residuals.	
The	model	selection	is	performed	on	the	24	PUN	series	over	the	stationary	sample	period	from	January	1st,	
2010,	to	June	30th,	2017,	to	which	the	following	discussion	refers.	
	
Autoregressive structures 

From	preliminary	analyses,	which	are	not	discussed	here,	we	found	evidence	that	both	seasonal	and	MA	
effects	are	of	little	magnitude	and	generally	not	significant	and	that	the	autoregressive-	only	model	leads	to	
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preferred;	 on	 the	 other	 hand,	 their	 coefficients	 are	 of	 simple	 interpretation.	 Also,	 accounting	 for	 the	
possibility	 that	 the	 models	 described	 here	 can	 be	 employed	 by	 professionals	 in	 the	 area	 of	 energy	
forecasting,	it	is	advisable	to	keep	the	parametric	form	of	the	model	simple.	
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. In this regard, we base our selection on the values of the 
standard in-sample AIC and BIC statistics, on the significance of the estimat-
ed parameters, along with graphical sanity checks, e.g., on the autocorrelation 
function of the residuals.

The model selection is performed on the 24 PUN series over the station-
ary sample period from January 1st, 2010, to June 30th, 2017, to which the 
following discussion refers.

AUTOREGRESSIVE STRUCTURES

From preliminary analyses, which are not discussed here, we found evidence that 
both seasonal and MA effects are of little magnitude and generally not significant 
and that the autoregressive-only model leads to a residuals’ series that is more com-



204

patible with a non-correlated sequence. Thus, the focus of the analyses will be on 
autoregressive models. The simplification of the general SARMA structure into an 
AR, rather than a drawback, is favorable from the point of view of model simplic-
ity and interpretability. Indeed, from an operational point of view of estimating 
and forecasting, simple AR structures are certainly preferred; on the other hand, 
their coefficients are of simple interpretation. Also, accounting for the possibility 
that the models described here can be employed by professionals in the area of 
energy forecasting, it is advisable to keep the parametric form of the model simple.

Table 4: ADF rejections counts. For different numbers of lags, the table counts the number 
of hours where the ADF test rejects the null. The "Issues" column counts the total number 
of ADF tests where, for at least one of the 24 hourly PUN series, there is evidence of 
nonstationarity in the considered period. E.g., for period 8 at lag 9, the ADF test rejects 
the nonstationarity hypothesis for 16 PUN series out of 24; in total, for 14 hours, there 
is statistical evidence of nonstationarity in the same period. Within the "Lag" section of 
the table, zeros indicate that none of the 24 hours accepted the stationary alternative for a 
certain choice of p. Zeros in the "Issues" column indicate that for all the 24 hours, none of 
the 19 ADF tests rejected the stationarity alternative, so that all the 24 hourly PUN series 
can be considered stationary over the corresponding period. The upper panel refers to the 
PUN prices at their original levels, whereas the bottom to logarithmic prices.
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Table 4: ADF	rejections	counts.	For	different	numbers	of	lags,	the	table	counts	the	number	of	hours	where	the	
ADF	test	rejects	the	null.	The	"Issues"	column	counts	the	total	number	of	ADF	tests	where,	 for	at	least	one	of	
the	24	hourly	PUN	series,	 there	is	evidence	of	 nonstationarity	in	the	considered	period.	E.g.,	for	period	8	at	
lag	9,	the	ADF	test	rejects	the	nonstationarity	hypothesis	for	16	PUN	series	out	of	24;	in	total,	for	14	hours,	
there's	statistical	evidence	of	nonstationarity	in	the	same	period.	 Within	the	"Lag"	section	of	the	table,	zeros	
indicate	that	none	of	the	24	hours	accepted	the	stationary	alternative	for	 a	certain	choice	of	p.	 Zeros	in	the	
"Issues"	 column	 indicate	 that	 for	 all	 the	 24	 hours,	 none	 of	 the	 19	 ADF	 tests	 rejected	 the	 stationarity	
alternative,	so	that	all	the	24	hourly	PUN	series	can	be	considered	stationary	over	the	corresponding	period.	
The	upper	panel	refers	to	the	PUN	prices	at	their	original	levels,	whereas	the	bottom	to	logarithmic	prices. 
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Table 5: ADF rejections counts. For the 24 hours of the day, the table reports the count of the 
number of ADF tests that reject the null, out of 19 tests implemented with p=1,…,19. The 
"Issues" column counts the total number of hourly PUN series where at least one of the 19 
ADF tests supports the non-stationary hypothesis in the considered period. E.g., for period 
8 at hour 9, the ADF test rejects the non-stationary hypothesis for 14 ADF tests out of 19. 
In the same period, in total, for all 24 hours, there is statistical evidence of nonstationarity 
at any of the 19 lags considered for the ADF test. Within the "Hour" section of the table, 
zeros indicate that none of the 19 ADF tests accepted the stationary hypothesis for a certain 
hour of the day. Zeros in the "Issues" column indicate that for all the 19 ADF tests, for 
none of the 24 PUN series, there is evidence of nonstationarity, so that all the 24 hourly 
PUN series can be considered stationary over the corresponding period. The upper panel 
refers to the PUN prices at their original levels, whereas the bottom to logarithmic prices.

14  

Table 5: ADF	 rejections	 counts.	 For	 the	 24	 hours	 of	 the	 day,	 the	 table	 reports	 the	count	of	 the	number	
of	 ADF	 tests	 that	 reject	 the	 null,	 out	 of	 19	 tests	 implemented	 with	𝑝𝑝 = 1,… ,19.	 The	 "Issues"	 column	
counts	 the	 total	 number	 of	 hourly	 PUN	 series	 where	 at	 least	 one	 of	 the	 19	ADF	 tests	 supports	 the	 non-
stationary	 hypothesis	 in	 the	 considered	 period.	 E.g.,	 for	 period	 8	 at	 hour	 9,	 the	 ADF	 test	 rejects	 the	 non-
stationary	 hypothesis	 for	 14	 ADF	 tests	 out	 of	 19.	 In	 the	 same	 period,	 in	 total,	 for	 all	 24	 hours,	 there's	
statistical	evidence	of	 nonstationarity	 at	 any	 of	 the	19	lags	considered	 for	 the	ADF	 test.	 Within	the	 "Hour"	
section	 of	 the	 table,	 zeros	 indicate	 that	 none	 of	 the	 19	 ADF	 tests	 accepted	the	stationary	hypothesis	for	a	
certain	hour	of	the	day.	 Zeros	in	the	"Issues"	column	indicate	that	for	all	the	19	ADF	tests,	for	none	of	the	24	
PUN	 series,	 there's	 evidence	 of	 nonstationarity,	 so	 that	 all	 the	 24	 hourly	 PUN	 series	 can	 be	 considered	
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When selecting the order for our autoregressive (AR) model, we considered three 
primary alternatives. Initially, we included the first 7 autoregressive lags (i.e., one 
whole week of past prices) based on the autocorrelation function (ACF) and the 
statistical significance of the corresponding estimates. This specification, hereafter 
termed “AR7”, appeared to be a reasonable starting point.

However, a more thorough analysis suggested that even the first 14 lags were gener-
ally significant, improving the information criteria and the withering of the residuals 
(as indicated by a visual inspection of the ACF and the Ljung-Box test results). Conse-
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quently, we examined a model with p = 14, denoted as “AR14”. The median p-values 
of the estimated coefficients for the above two models across the 24 hourly models are 
presented in Table 6 under the AR7 and AR14 columns. The values in parentheses in-
dicate how many of the 24 hourly estimates are statistically significant (p-value < 0.05).

From these results, we find that while including all 14 lags (AR14) helps in some 
respects, not all higher-order lags are consistently significant. In particular, lags 10 
through 13 often fail to achieve significance. Conversely, the 14th lag stands out as 
consistently significant (p-value < 0.05 for all 24 hours) and exhibits a very small 
median p-value. This finding motivates the introduction of a simpler specification 
–labeled “AR8” – which augments the AR7 model with a single additional coeffi-
cient at lag 14. Compared to the full AR14 model, this AR8 specification is more 
parsimonious while retaining the highly significant lag-14 term.

Relative to AR7, the AR8 model demonstrates substantial improvements in 
both the Bayesian Information Criterion (BIC) and the Akaike Information Cri-
terion (AIC), confirming the importance of including the 14th lag to capture the 
underlying dynamics of the PUN prices.

For additional context, we also considered an alternative AR structure proposed in 
the literature (Gianfreda et al., 2020; Weron and Misiorek, 2008), which uses only lags 
1, 2, and 7. Referred to as “AR3”, this model provides a simpler benchmark for model 
comparison. However, the median p-values from AR7, AR8, and AR14 suggest that 
AR3 omits important lags and thus likely suffers from misspecification. Table 6 sum-
marizes these findings by reporting the median p-values and significance counts for 
each considered model, along with their respective BIC and AIC values.

Table 6: Median p-values of the estimated autoregressive coefficients for AR3, AR7, AR8, 
and AR14 models. In parentheses, the number of hours (out of 24) for which the p-value 
is significant (p-value < 0.05) is shown. The table includes the BIC and AIC statistics for 
each model, highlighting the relative improvements when including additional terms, 
particularly the 14th lag.
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CHOICE OF THE DUMMIES

Aligned with the discussion on dummy variables in the earlier Section, we now 
turn our attention to the selection of these dummy variables. In particular, we con-
sider the following sets: (i) six day-of-the-week dummies, collectively referred to as 
weekly dummies (W), (ii) eleven month-of-the-year dummies, collectively referred 
to as monthly dummies (M), and (iii) three seasonal dummies corresponding to 
three distinct seasons of the year, collectively referred to as seasonal dummies (S). 
These sets of dummy variables may augment the AR3, AR7, AR8, and AR14 
autoregressive structures in seven different configurations – each set individually, 
each possible pair of sets, or all three sets jointly.

Additionally, we include a single dummy variable for the lockdown period (L), 
as earlier described. While this dummy is incorporated into the subsequent fore-
casting exercise, it does not affect model selection since that process is carried out 
exclusively over the non-COVID period (January 2010–June 2017).

Table 7 reports for each choice/combination of the dummies the ranking of the four 
autoregressive structures according to the number of hours a given model gives to the 
best (smallest) BIC and AIC values. It is clear that based on the BIC criterion, the best 
model appears to be the AR8, consistently, irrespective of the choice of dummies (in-
cluding the case with no one). In the same way, the autoregressive structure AR14 ap-
pears to be the best according to the AIC criterion. Regarding the second-best models, 
that is, models that show the second-highest count of the number of times they lead 
to the best BIC/AIC across the 24 hours, according to the BIC, the AR7 and AR14 
appear both with the same frequency. In contrast, with the AIC, the AR8 model uni-
formly appears to be the second-best specification. The low ranks of model AR3 and 
AR7, as well as the similarity in their respective best-model counts, indicate an overall 
BIC/AIC inferiority with respect to the AR8 and AR14 alternatives.

In the same Table 7, especially from the BIC panel, we observe as well that the 
weekly dummies play an important role. In fact, for all the dummy combinations 
that involve the day-of-the-week terms (W, WM, WS, WMS), the best-model 
counts associated with the AR8 are much higher than those associated with AR14. 
On the other hand, for the other dummy combinations, the best counts associated 
with the AR14 are closer to those of the AR8. This indicates that the non-inclu-
sion of the weekly dummies deteriorates the appropriateness of the AR8, while the 
additional AR terms in the AR14 appear to compensate (in BIC terms) for their 
omission. A similar pattern is observed in the AIC panel, though not so remark-
ably. Therefore, we generally expect the weekly dummies to be highly relevant and 
statistically significant. On the other hand, the similitude (actually equality) of the 
best counts across all the rows under the M, S, and MS columns suggests a poten-
tial irrelevance of the non-weekly variables in modeling the prices, no matter what 
the autoregressive structure is.
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Even though the p-values associated with the coefficient of the monthly and 
seasonal dummies are generally non-significant, as per Table 8, the same conclu-
sion is also supported by analogous tables (here omitted) for the other combina-
tions of the dummies, namely W, M, S, WM, WS, MS. In fact, for all these sets of 
dummies, the combinations that do not involve the weekly dummies, the corre-
sponding estimated coefficients result broadly non-significant, irrespective of the 
autoregressive structure.

To assess the significance of the different combinations of dummy variables, in 
Table 8, we report the estimates of the full models jointly using the weekly, month-
ly, and seasonal dummies (WMS) for the four AR structures. In particular, Table 8 
reports the median p-values of the coefficients’ estimates across the 24 hours. The 
significance of the weekly dummies is remarkable, whereas the monthly and sea-
sonal dummies appear redundant. The significance of the weekly dummies and the 
non-significance of the other ones is also confirmed by analyzing the p-values of the 
regressions involving all the other possible combinations of the weekly, monthly, 
and seasonal dummies (including the three taken alone).

Table 7: Best AR structures for different choices of the dummy variables. Each cell reports 
the best model according to the BIC (upper panel) and AIC (bottom panel), along with the 
number of times the model shows the best BIC/AIC across the 24 hours (in parenthesis), 
according to which models are sorted (Rank). E.g., for the upper panel, “AR14 (1)” / “AR8 
(20)” in row 3/1 and column W means that the AR14/AR8 model has the highest BIC 
within the AR models with weekly (W) dummies for 1/20 of the 24 hours. The modes are 
thus the third/first best (Rank 3/1, under column W).
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Table 8: Median p-values (across the 24 hourly models) for the “full” (WMS) models.
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Table 7: Best	AR	structures	 for	different	choices	of	 the	dummy	variables.	 Each	cell	reports	 the	best	model	
according	to	the	BIC	(upper	panel)	and	AIC	(bottom	panel),	along	with	the	number	of	times	the	model	shows	
the	best	BIC/AIC	across	the	24	hours	(in	parenthesis),	according	to	which	models	are	sorted	(Rank).	E.g.,	for	
the	upper	panel,	"AR14	(1)"	/	"AR8	(20)"	in	row	3/1	and	column	W	means	that	the	AR14/AR8	model	has	the	
highest	BIC	within	the	AR	models	with	weekly	(W)	dummies	for	1/20	of	the	24	hours.	 The	modes	are	thus	the	
third/first	best	(Rank	3/1,	under	column	W). 
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In	 Table	 9,	 we	 find	 further	 evidence	 of	 the	 importance	 of	 the	 weekly	 dummies.	 In	 the	 table,	 for	
every	autoregressive	structure,	we	report	the	dummy	selections	that	lead	to	the	lowest	BIC	and	AIC	with	
the	highest	frequency	across	the	24	hourly	series	(first	row),	followed	by	choice	of	dummies	that	lead	to	
the	 second-best	BIC/AIC	values	with	 the	highest	 frequencies	 in	 the	 24	 hours	 (row	 two),	 up	 to	 row	 8	
corresponding	 to	 the	 model	 that	 times	 leads	 to	 the	 worst	 AIC/BIC	 across	 the	 24	 estimated	 hourly	
models.	 It	is	clear	that	only	two	choices	of	the	dummies	are	relatively	competitive:	 the	W	and	the	WS.	
According	to	the	BIC	criterion,	the	W	set	 is	by	far	the	best,	whereas	all	 the	other	combinations	do	not	
result	 in	 superior	 results.	On	 the	 other	 hand,	 the	 lighter	 complexity	 penalization	 for	 the	 AIC	 metrics	
suggests	that	the	best	model	is,	on	average,	achieved	by	including	the	weekly	and	seasonal	dummies	WS	
(combination),	followed	by	the	use	of	the	weekly	dummies	alone.		
Thus,	we	retain	the	W	and	WS	combinations	of	dummy	variables	in	the	following	discussion	and	drop	
the	other	ones	based	on	the	non-significance	of	monthly	dummies	(Table	8)	and	the	BIC/AIC	selection	
criteria	results	from	Tables	7	and	9.		
	
Table 9: For each model, the table reports the dummy variables' combinations that, on average, across the 24 
hourly series, lead to the best BIC and AIC values. 

	

	
	
	
	
	

!"#$ %&#' ( ) * () (* )* ()*
+ ,!-./+01 ,!-./021 ,!-./+31 ,!-./+31 ,!-./001 ,!-./021 ,!-./+31 ,!-./041
0 ,!+3./+21 ,!5./41 ,!+3./+21 ,!+3./+21 ,!5./01 ,!5./41 ,!+3./+21 ,!5./+1
4 ,!5./01 ,!+3./+1 ,!4./21 ,!4./21 ,!4./21 ,!+3./+1 ,!4./21 ,!4./21
3 ,!4./21 ,!4./21 ,!5./21 ,!5./21 ,!+3./21 ,!4./21 ,!5./21 ,!+3./21

!"#$ %&#' ( ) * () (* )* ()*
+ ,!+3./021 ,!+3./+51 ,!+3./021 ,!+3./021 ,!+3./+-1 ,!+3./+51 ,!+3./021 ,!+3./+-1
0 ,!-./31 ,!-./61 ,!-./31 ,!-./31 ,!-./61 ,!-./51 ,!-./31 ,!-./61
4 ,!4./21 ,!5./+1 ,!4./21 ,!4./21 ,!4./21 ,!4./21 ,!4./21 ,!4./21
3 ,!5./21 ,!4./21 ,!5./21 ,!5./21 ,!5./21 ,!5./21 ,!5./21 ,!5./21

!"#$% &' &( &) &* &+ &, !' !( !) !* !+ !, !- !. !/ !'0 !'' 1' 1( 1)
23) 04000 04000 04000 04000 04000 04000 04()+ 04'/0 04)'+ 04).( 04*0/ 04,*, 04+*' 04))) 04(*) 04(') 04'.. 04,'+ 04,)) 04'.'
23- 0400' 0400+ 04000 04000 04000 04000 04(+' 04(+, 04)/* 04)+0 04*,, 04+., 04+.0 04(/) 04'/+ 04(0* 04',- 04,)* 04+-' 04'*/
23. 0400( 0400) 04000 04000 04000 04000 04',' 04',- 04()* 04(,- 04),' 04*/0 04(-( 04'.. 04'.0 04'*, 04'0. 04)*. 04(/* 040.)
23'* 040,( 04')0 0400( 0400' 04000 04000 04'., 04',. 04(+) 04(+' 04)/' 04++0 04(// 04((( 04'/) 04',. 04'(- 04*0- 04).. 040.*

!"#$ %!& %!' %!( %!)* %!& %!' %!( %!)*
) +++,+-.I0 +++,+-.)0 +++,+-.)0 +++,+-.)0 ++,1+-)*0 ++,1+-)&0 ++,1+-))0 ++,1+-)I0
. #2#3+-I.0 #2#3+-I.0 #2#3+-I.0 #2#3+-I.0 +++,+-I(0 +++,+-I40 +++,+-I50 +++,+-I(0
& ++,1+-I.0 ++,1+-I)0 ++,1+-I)0 ++,1+-I)0 ++,6+-I)0 ++,6+-I)0 +,61+-I70 +,61+-I*0
* +++6+-II0 +++6+-II0 +++6+-II0 +++6+-II0 +,61+-I)0 +,61+-I)0 ++,6+-I.0 ++,6+-I.0
7 +++1+-II0 +++1+-II0 +++1+-II0 +++1+-II0 #2#3+-II0 #2#3+-II0 #2#3+-II0 #2#3+-II0
5 ++,6+-II0 ++,6+-II0 ++,6+-II0 ++,6+-II0 +++6+-II0 +++6+-II0 +++6+-II0 +++6+-II0
' ++61+-II0 ++61+-II0 ++61+-II0 ++61+-II0 +++1+-II0 +++1+-II0 +++1+-II0 +++1+-II0
( +,61+-II0 +,61+-II0 +,61+-II0 +,61+-II0 ++61+-II0 ++61+-II0 ++61+-II0 ++61+-II0

8"93:+2#+8;< 8"93:+2#+%;<

In Table 9, we find further evidence of the importance of the weekly dummies. In 
the table, for every autoregressive structure, we report the dummy selections that 
lead to the lowest BIC and AIC with the highest frequency across the 24 hourly 
series (first row), followed by choice of dummies that lead to the second-best BIC/
AIC values with the highest frequencies in the 24 hours (row two), up to row 8 cor-
responding to the model that times leads to the worst AIC/BIC across the 24 esti-
mated hourly models. It is clear that only two choices of the dummies are relatively 
competitive: the W and the WS. According to the BIC criterion, the W set is by far 
the best, whereas all the other combinations do not result in superior results. On 
the other hand, the lighter complexity penalization for the AIC metrics suggests 
that the best model is, on average, achieved by including the weekly and seasonal 
dummies WS (combination), followed by the use of the weekly dummies alone. 

Thus, we retain the W and WS combinations of dummy variables in the follow-
ing discussion and drop the other ones based on the non-significance of monthly 
dummies (Table 8) and the BIC/AIC selection criteria results from Tables 7 and 9. 

Table 9: For each model, the table reports the dummy variables’ combinations that, on 
average, across the 24 hourly series, lead to the best BIC and AIC values.
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FINAL MODELS

With respect to the selection of the autoregressive structure for the final model(s), we 
discuss the median significance of the estimated coefficients in the four AR specifica-
tions, all augmented with both W and WS dummies, see Table 10. The omission of 
the lags 3,4,5,6 in the AR3 model seems inappropriate on the basis of the extensive 
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significance found in all the lags from 1 to 7 in all the other models. Thus, the structure 
AR7 is well supported by the data and appears to be preferable to the simpler AR3 on 
an in-sample basis. With the AR7 model, however, we find some issues related to the 
autocorrelation of the residuals (discussed later), which suggests that its autoregressive 
specification is not effectively withening the price process. This motivates the inclusion 
of additional lags. 

The AR8 model appears to be a good compromise in terms of model complexity: 
the model is parsimonious, with all the autoregressive terms being highly significant, 
though it omits some potentially relevant AR terms between lags 8 to 13. However, 
the AR8 model has a significant computational advantage over the AR14, as the latter 
accounts for a higher number of parameters, of which not all appear significant.

The inclusion of seasonal dummies does not affect the above general comment. By 
formally testing the models’ likelihood, we extend the comparison between the BIC/
AIC values at the bottom of Table 10, aligned with those in 9. In this regard, in Table 
11, we employ the likelihood-ratio and F-tests to discriminate between the WS unre-
stricted models and the W and no-dummies, restricted versions. For all the AR3 WS, 
AR7 WS, AR8 WS, and AR14 WS models, the LR test indicates a statistical superi-
ority of the full WS models against the restricted W version across roughly 50% of the 
hours, implying that the use of the seasonal dummies is, for about half of the hours of 
the day, not necessary in these terms. This also aligns with the acceptance counts of the 
F-tests (13, for both the AR8 and AR14 specifications), meaning that in 11 of the 24 
hours, the inclusion of the seasonal dummies does not convey a significant improve-
ment in the likelihood of the models augmented with the WS dummies over those us-
ing the weekly dummies alone.

We find further evidence of the above, suggesting that the seasonal dummies can be 
dropped, from the autocorrelation functions of the AR8 and AR14 models in the two 
cases employing W and WS dummies. Indeed, from Figure 5, we see that the impact of 
the WS dummies is null on the ACF values at the different lags. The same is observed 
in Figure 6 with respect to the Ljung-Box test for the absence of autocorrelation in the 
residuals up to a given lag.

Having established that the seasonal dummy variables play a marginal role in the 
model specification, the next step is determining whether the AR14 model provides a 
significantly better in-sample fit than the simpler AR8. As shown in Table 11, both the 
likelihood-ratio test and the F-test indicate that reducing the AR14 to AR8 leads to a 
deterioration of fit in approximately 70% of the daily time series. This said, it is import-
ant to notice that sequential F-tests are biased towards complex models (as adding more 
parameters does not decrease the fit) and do not control for the correct test size (leading 
too often to incorrectly conclude that the extra parameter is necessary) so that the above 
needs to be balanced with the evidence resulting from the AIC/BIC statistics. To grasp 
another perspective on model selection, the gain in including all 14 lags is further visible 
in the autocorrelation function (ACF) plots in Figure 5. Moving from the AR8 to the 
AR14 specification dramatically improves the behavior of the sample autocorrelations: 
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for the AR14 with weekday dummies (W), the 95% interquartile range of the residuals’ 
ACF falls well within the 95% confidence bands for zero autocorrelation at each lag.

A similar pattern emerges from the Ljung-Box tests presented in Figure 6. The 
mean and median values of the statistics at lags 1 to 14 improve markedly, and the 
0.025 quantiles of the test statistic shifts from the 0–5% region (strong evidence of 
autocorrelation) to the 25–75% region, which corresponds to a non-rejection zone. 
This strongly suggests that no significant autocorrelation remains in any of the 24 
hourly series up to lag 14. 

From an in-sample perspective oriented toward model selection, the AR14 with 
weekday dummies (AR14 W) emerges as the preferred model. While there is strong 
evidence in favor of using W dummies rather than the WS combination, the choice 
between AR14 and AR8 ultimately requires balancing model complexity and compu-
tational effort against the improved residual properties of the AR14. Depending on the 
application, the complexity of the AR14 may or may not be justified. In terms of model 
selection criteria such as AIC/BIC, as well as likelihood-ratio and F-tests, the improve-
ments of AR14 over AR8 are evident but not overwhelmingly large.

Table 10: Results for the selection of the autoregressive structure. For each specification 
of the autoregressive structure and dummies, the table reports the median p-values of the 
coefficients computed across the 24 hourly series in the in-sample period, along with the 
number of hourly series where the p-values are statistically significant, in parenthesis.
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Table 11: The likelihood-ratio test (upper panel) and F-tests (lower panel) evaluate whether 
the unrestricted model provides a statistically significant improvement in fit compared to the 
restricted model. A value of 0 indicates that the null hypothesis of no significant difference 
between the two models is accepted, while a value of 1 signifies that the unrestricted model 
offers a statistically better fit. Models written in italics represent unrestricted models, while 
non-italicized models correspond to the restricted models being tested. The “Sum” column 
counts the total number of times the null hypothesis is rejected. For the F-tests, models 
without dummies are omitted for convenience, as they always reject the null, and only the 
most relevant AR8 and AR14 are presented.
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Table 12: The likelihood-ratio (upper panel) and F-tests (lower panel). With respect to Table 11, the restriction 
here involves the number of autoregressive coefficients in place of the dummies. 

	
	

 
Figure 5: The autocorrelation functions for the AR8 and AR14 models are presented, incorporating different 
selections of dummy variables. The blue and orange lines respectively represent the mean and median 
autocorrelation across the 24 hours. The red lines indicate the 2.5% and 97.5% quantiles of the autocorrelation 
distribution. Horizontal dashed lines mark the boundaries of the region where each individual autocorrelation 
at lag 𝑙𝑙 is statistically equal to zero. 

 
Out-of-sample analysis 

In	this	conclusive	part	of	 the	analysis,	we	put	the	above	autoregressive	specifications	with	 the	weekly	
dummies	to	test	on	an	out-of-sample	basis.	To	this	end,	we	roll	the	estimation	of	the	models	with	a	fixed	
window	of	2739	days	(same	period	corresponding	to	the	days	between	1-Jan-2010	and	1-Jul-2017	used	
in	 the	 in-sample	analysis),	 collecting	1279	 (1278	 and	 1277	 for	 two	 and	 three	 steps	 ahead	 forecasts),	
forecasts	 from	 2-Jully-2017	 to	 31-December-2020.	 The	 forecasts,	 obtained	 under	 different	 time	
horizons	(ℎ),	are	compared	with	the	Diebold-Mariano	(DM)	test	for	equal	predictive	accuracy.	Importantly,	
while	 the	 models	 are	 estimated	 on	 logarithmic	 PUN	 prices,	 the	 following	 analyses	 refer	 to	 the	 back-
transformed	 forecasts	on	the	original	non-logarithmic	scale,	therefore,	to	evaluations	against	the	actual	
PUN	prices.	
In	Table	13,	the	performance	comparison	of	AR3	with	AR7,	AR8,	and	AR14	for	forecasting	hourly	PUN	
prices	reveals	distinct	patterns	based	on	the	forecasting	horizon.	 For	the	short-term	horizon	ℎ = 1,	AR3	
and	 AR7	 exhibit	 similar	 forecasting	 accuracy	 across	 most	 hours,	 with	 p-values	 typically	 above	 0.05,	
indicating	no	significant	difference	except	at	hour	H16,	where	AR7	outperforms	AR3	(p-value	=	0.035).	
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Table 12: The likelihood-ratio (upper panel) and F-tests (lower panel). With respect to Table 11, 
the restriction here involves the number of autoregressive coefficients in place of the dummies.
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Figure 5: The autocorrelation functions for the AR8 and AR14 models are presented, 
incorporating different selections of dummy variables. The blue and orange lines 
respectively represent the mean and median autocorrelation across the 24 hours. The red 
lines indicate the 2.5% and 97.5% quantiles of the autocorrelation distribution. Horizontal 
dashed lines mark the boundaries of the region where each individual autocorrelation at lag 
is statistically equal to zero.

20  

	
Table 12: The likelihood-ratio (upper panel) and F-tests (lower panel). With respect to Table 11, the restriction 
here involves the number of autoregressive coefficients in place of the dummies. 

	
	

 
Figure 5: The autocorrelation functions for the AR8 and AR14 models are presented, incorporating different 
selections of dummy variables. The blue and orange lines respectively represent the mean and median 
autocorrelation across the 24 hours. The red lines indicate the 2.5% and 97.5% quantiles of the autocorrelation 
distribution. Horizontal dashed lines mark the boundaries of the region where each individual autocorrelation 
at lag 𝑙𝑙 is statistically equal to zero. 

 
Out-of-sample analysis 

In	this	conclusive	part	of	 the	analysis,	we	put	the	above	autoregressive	specifications	with	 the	weekly	
dummies	to	test	on	an	out-of-sample	basis.	To	this	end,	we	roll	the	estimation	of	the	models	with	a	fixed	
window	of	2739	days	(same	period	corresponding	to	the	days	between	1-Jan-2010	and	1-Jul-2017	used	
in	 the	 in-sample	analysis),	 collecting	1279	 (1278	 and	 1277	 for	 two	 and	 three	 steps	 ahead	 forecasts),	
forecasts	 from	 2-Jully-2017	 to	 31-December-2020.	 The	 forecasts,	 obtained	 under	 different	 time	
horizons	(ℎ),	are	compared	with	the	Diebold-Mariano	(DM)	test	for	equal	predictive	accuracy.	Importantly,	
while	 the	 models	 are	 estimated	 on	 logarithmic	 PUN	 prices,	 the	 following	 analyses	 refer	 to	 the	 back-
transformed	 forecasts	on	the	original	non-logarithmic	scale,	therefore,	to	evaluations	against	the	actual	
PUN	prices.	
In	Table	13,	the	performance	comparison	of	AR3	with	AR7,	AR8,	and	AR14	for	forecasting	hourly	PUN	
prices	reveals	distinct	patterns	based	on	the	forecasting	horizon.	 For	the	short-term	horizon	ℎ = 1,	AR3	
and	 AR7	 exhibit	 similar	 forecasting	 accuracy	 across	 most	 hours,	 with	 p-values	 typically	 above	 0.05,	
indicating	no	significant	difference	except	at	hour	H16,	where	AR7	outperforms	AR3	(p-value	=	0.035).	

!" !# !$ !% !& !' !( !) !* !"+ !"" !"# !"$ !"% !"& !"' !"( !") !"* !#+ !#" !## !#$ !#% H-.
!"#$%&
/0$12 " " " " " " " " " " " " " " " " " " " " " " " " #%
/0(12 " " " " " " " " " " " " " " " " " " " + " " + + #"
/0)12 " + + " " " " " " " " " " " " " " " + + + + + + "'

!"#$%%&'
/0$12H " " " " " " " " " " " " " " " " " " " " " " " " #%
/0(12H " " " " " " " " " " " " " " " " " " " " " " + + ##
/0)12H " + " " " " " " " " " " " " " " " " + + + + + + "(

!" !# !$ !% !& !' !( !) !* !"+ !"" !"# !"$ !"% !"& !"' !"( !") !"* !#+ !#" !## !#$ !#% H-.
!"%#$%&
/0(12 " " " " " " " " " " " " " " " " " " " " " " " " #%
/0)12 " + + + " " " " " " " " " " " " " " + + + + + + "&

!"%#$%&'
/0(12H " " " " " " " " " " " " " " " " " " " " " " " " #%
/0)12H " + + " " " " " " " " " " " " " " " + + + + + + "'

5. OUT-OF-SAMPLE ANALYSIS

In this conclusive part of the analysis, we put the above autoregressive specifica-
tions with the weekly dummies to test on an out-of-sample basis. To this end, 
we roll the estimation of the models with a fixed window of 2739 days (same 
period corresponding to the days between 1-Jan-2010 and 1-Jul-2017 used in 
the in-sample analysis), collecting 1279 (1278 and 1277 for two and three steps 
ahead forecasts), forecasts from 2-Jully-2017 to 31-December-2020. The fore-
casts, obtained under different time horizons (), are compared with the Die-
bold-Mariano (DM) test for equal predictive accuracy. Importantly, while the 
models are estimated on logarithmic PUN prices, the following analyses refer to 
the back-transformed forecasts on the original non-logarithmic scale, therefore, 
to evaluations against the actual PUN prices.

In Table 13, the performance comparison of AR3 with AR7, AR8, and 
AR14 for forecasting hourly PUN prices reveals distinct patterns based on the 
forecasting horizon. For the short-term horizon , AR3 and AR7 exhibit simi-
lar forecasting accuracy across most hours, with p-values typically above 0.05, 
indicating no significant difference except at hour H16, where AR7 outper-
forms AR3 (p-value = 0.035).
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Figure 6: P-values of the Ljung-Box test, testing the null hypothesis that the first autocorrelations 
of a time series are jointly zero, meaning that the series exhibits no autocorrelation up to lag . 
The blue and orange lines respectively represent the mean and median autocorrelation across 
the 24 hours. The red lines indicate the 2.5% and 97.5% quantiles of the autocorrelation 
distribution. The horizontal dashed line marks the 5% rejection threshold.
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Figure 7: Forecasts' Root Mean Squared Errors (RMSE, solid line) and Mean Absolute Deviation (MAD, dashed 
line) across different hours of the day for multiple forecasting horizons (ℎ). 

 
Figure 8: P-values	 from	 the	 Diebold–Mariano	 (DM)	 test	 comparing	 forecasting	 accuracy	 across	 multiple	
horizons	(H01–H24).	 Each	row	corresponds	to	a	pairwise	comparison	of	models	(e.g.,	 AR3	vs.	 AR7).	 Positive	
values	indicate	that	the	model	on	the	left	(e.g.,	 AR3)	yields	worse	forecasts	than	the	model	on	the	right	(e.g.,	
AR7),	while	negative	 values	 indicate	the	opposite.	 Boldface	entries	highlight	instances	where	differences	are	
statistically	significant. 

When	 comparing	 AR3	 to	 AR8,	 AR8	 shows	 superior	 performance	 at	 specific	 hours,	 notably	H02,	H03,	
H19,	 and	 H20	 for	 horizons	 ℎ = 1	 and	 ℎ = 2,	 where	 the	 p-values	 are	 below	 0.05,	 highlighting	 AR8's	
advantage	in	the	early	morning	and	late	evening	periods.	AR3	is	consistently	outperformed	by	AR14	at	
multiple	 hours,	 including	 H02,	 H10,	 H11,	 H12,	 H15,	 H16,	 H18,	 and	 H21	 for	ℎ = 1,	ℎ = 2,	 and	 ℎ = 3,	
demonstrating	AR14's	effectiveness	during	late	morning	and	late	evening	peak	hours.	 Additionally,	AR7,	
compared	to	AR8,	generally	shows	comparable	performance,	with	AR8	only	outperforming	AR7	at	H19	
and	H20	for	ℎ = 1	and	ℎ = 2.	 When	AR7	is	compared	to	AR14,	AR14	provides	better	forecasts	at	H11	
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Figure 8: P-values	 from	 the	 Diebold–Mariano	 (DM)	 test	 comparing	 forecasting	 accuracy	 across	 multiple	
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Figure 7: Forecasts’ Root Mean Squared Errors (RMSE, solid line) and Mean Absolute Deviation 
(MAD, dashed line) across different hours of the day for multiple forecasting horizons ().
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When comparing AR3 to AR8, AR8 shows superior performance at specific hours, 
notably H02, H03, H19, and H20 for horizons and , where the p-values are below 
0.05, highlighting AR8’s advantage in the early morning and late evening periods. 
AR3 is consistently outperformed by AR14 at multiple hours, including H02, H10, 
H11, H12, H15, H16, H18, and H21 for , , and , demonstrating AR14’s effective-
ness during late morning and late evening peak hours. Additionally, AR7, compared 
to AR8, generally shows comparable performance, with AR8 only outperforming 
AR7 at H19 and H20 for and . When AR7 is compared to AR14, AR14 provides 
better forecasts at H11 and H12 for and , particularly during peak hours. The com-
parison between AR8 and AR14 indicates that AR8 is superior in the early morning 
and evening hours, while AR14 excels in mid-morning to early afternoon. For longer 
horizons and , AR3 is consistently outperformed by AR7 and AR8, with AR7 and 
AR8 showing similar performance for most hours. AR14 often surpasses AR8 for 
these longer horizons, especially in the late evening hours. Overall, AR7 emerges as 
the most balanced and reliable model for horizons and , maintaining robust fore-
casting accuracy without significant inferiority to AR8 or AR14. In contrast, AR14 
is preferred for short-term forecasts and specific peak hours, while AR8 is advan-
tageous in the early morning and late evening. This suggests that selecting models 
based on hourly performance can enhance the accuracy of PUN price forecasts by 
leveraging the strengths of each model during different times of the day.

The analysis of the forecasts’ root mean squared error (RMSE) and mean ab-
solute deviation (MAD) across all forecasting horizons, as depicted in Figure 7, 
provides further evidence in line with the comments about Table 13. A notable 
observation is the similar profile of the MAD and RMSE series, suggesting that 
the forecasting performance is not disproportionately affected by large outliers 
and that the statistics are not driven by extreme deviations. Additionally, as the 
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Figure 6: P-values	 of	 the	 Ljung-Box	 test,	 testing	 the	 null	 hypothesis	 that	 the	 first	𝑙𝑙	autocorrelations	of	a	
time	 series	 are	 jointly	 zero,	 meaning	 that	 the	 series	 exhibits	 no	 autocorrelation	 up	 to	 lag	 𝑙𝑙.	 The blue and 
orange lines respectively represent the mean and median autocorrelation across the 24 hours.	 The	red	lines	
indicate	the	2.5%	and	97.5%	quantiles	of	the	autocorrelation	distribution.	 The	horizontal	dashed	line	marks	
the	5%	rejection	threshold.	

 

 
Figure 7: Forecasts' Root Mean Squared Errors (RMSE, solid line) and Mean Absolute Deviation (MAD, dashed 
line) across different hours of the day for multiple forecasting horizons (ℎ). 

 
Figure 8: P-values	 from	 the	 Diebold–Mariano	 (DM)	 test	 comparing	 forecasting	 accuracy	 across	 multiple	
horizons	(H01–H24).	 Each	row	corresponds	to	a	pairwise	comparison	of	models	(e.g.,	 AR3	vs.	 AR7).	 Positive	
values	indicate	that	the	model	on	the	left	(e.g.,	 AR3)	yields	worse	forecasts	than	the	model	on	the	right	(e.g.,	
AR7),	while	negative	 values	 indicate	the	opposite.	 Boldface	entries	highlight	instances	where	differences	are	
statistically	significant. 
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Figure 8: P-values from the Diebold–Mariano (DM) test comparing forecasting accuracy across 
multiple horizons (H01–H24). Each row corresponds to a pairwise comparison of models 
(e.g., AR3 vs. AR7). Positive values indicate that the model on the left (e.g., AR3) yields worse 
forecasts than the model on the right (e.g., AR7), while negative values indicate the opposite. 
Boldface entries highlight instances where differences are statistically significant.
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forecasting horizon increases, a clear divergence emerges between the RMSE and 
MAD of AR3 and those of AR14, underscoring the progressively weaker perfor-
mance of the AR3 model relative to AR14. In contrast, the differences in RMSE 
and MAD between AR7, AR8, and AR14 narrow as increases, reflecting a conver-
gence in the forecasting accuracy of these models. This pattern holds except during 
the central hours of the day, where a slight deviation is observed, aligned with the 
p-values of the DM statistics in Table 13. This convergence suggests that AR7, 
AR8, and AR14 maintain similar levels of predictive accuracy for most hours as 
the forecasting horizon extends, while that of the AR3 drifts away.

Overall, the conclusive insight from the out-of-sample analysis is that of employ-
ing the AR8 model. In fact, for all the forecasting horizons, the AR7 and AR8 are 
broadly equivalent, though the AR8 is preferable for a (very) few hours of the day. 
On the other hand, the AR14 and AR7 generally have equal predictive accuracy, 
whereas the AR8, for some hours of the day, improves the forecasting performance 
of the AR14, thus being the preferable choice in this regard.

6. CONCLUSION

In this work, we provide significant insights into the dynamics of the Italian elec-
tricity market and the relative effectiveness of different forecasting models. Given 
PUN’s fundamental role as a national reference price for electricity in Italy, it is 
of primary importance to develop and test methods to accurately forecast hourly 
electricity prices for customers, producers, and regulators.

The data set used in the analysis spans 19 years, from April 1st, 2004, to 
March 31st, 2023, and includes the hourly PUN prices recorded during this 
period. The data preprocessing phase addressed missing values, particularly 
concerning the four days when zero prices were observed. These anomalies 
were corrected using spline interpolation, ensuring a consistent and robust 
data set for subsequent modeling. The f inal data set also includes several dum-
my variables to capture calendar effects, such as day of week, month, and sea-
sonality. In addition, a COVID dummy is included to control for the unique 
market conditions induced by the pandemic, particularly during the Italian 
lockdown from March to May 2020.

The stationarity analysis reveals important temporal patterns in the PUN series. 
By applying the Augmented Dickey-Fuller test across multiple time windows, we 
find that the PUN series exhibit a non-stationary behavior in specific periods, par-
ticularly during the years coinciding with major external shocks, such as the 2020 
COVID pandemic and the 2022 energy crisis related to the Russia-Ukraine con-
flict. In this regard, we set the analysis period from January 1st, 2010, to December 
31st, 2019, and test it as a stable and representative market environment suitable 
for model selection and validation.
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In the main part of our contribution, we discuss the in-sample selection and 
evaluation of autoregressive models and the out-of-sample forecasting of the 24 
hourly PUN prices. We test the AR3, AR7, AR8, and AR14 specifications aug-
mented with the inclusion of dummies to capture weekly, monthly, and seasonal 
patterns. On an in-sample basis, the AR7 model, which includes the first seven 
lags, and the AR14 model, which incorporates the first 14 lags, outperforms more 
straightforward specifications like AR3. The AR8 model, which adds the 14th lag 
to the AR7 structure, provides a balanced approach between parsimony and ex-
planatory power. In the analysis, we further point out that while the inclusion of 
monthly and seasonal dummies has limited impact, weekly dummies significantly 
improve models’ fit. From our in-sample analysis, the AR8 with weekly dummies 
emerges as the preferred model.

In our forecast analysis, we assess the predictive accuracy of the models using 
the root mean squared error and mean absolute deviation metrics. For the fore-
cast horizon of one day, AR8 emerges as the most effective model, outperform-
ing AR3, AR7, and AR14 models, notably during the early morning and late 
evening hours. The differences between AR7, AR8, and AR14 narrow at longer 
forecasting horizons, reflecting a similar ability to capture the price dynamics two 
and three days ahead. However, AR3 consistently showed inferior predictive per-
formance, with a widening performance gap with respect to the other models for 
longer forecasting horizons.

The study highlights the importance of selecting appropriate autoregressive 
structures and incorporating relevant dummy variables to capture hourly PUN 
price dynamics. The insights gained from this study have implications for energy 
market participants and policy-makers seeking to improve the accuracy of elec-
tricity price forecasts. In fact, by highlighting the role of autoregressive structures, 
dummies, and forecasting horizons, we offer a comprehensive approach to fore-
casting PUN prices, with guidance on model selection.

Future research could extend this analysis by incorporating exogenous factors 
such as market conditions, weather forecasts, and geopolitical risks, which could 
enhance predictive accuracy, especially during periods of market uncertainty. Con-
siderably expanding the discussion around model selection, in the future, we aim 
to investigate the impact that a dynamic model selection, performed daily, has in 
terms of out-of-sample predictive accuracy. Such a model selection could expand 
the framework to include GARCH-like dynamics in the models’ errors, allow-
ing for volatility forecasting to support risk management. Not less importantly, 
testing the robustness of these findings in other electricity markets would help 
assess how well the models discussed here generalize to different market environ-
ments and perhaps underline structural differences in the price dynamics with re-
spect to the Italian market.
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