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Da steh' ich nun, ich armer Tor, Und bin so klug als wie zuvor. 

(Here I stand now, poor fool that I am, And am no wiser than before.) 

— Johann Wolfgang von Goethe, Faust 
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Preface 

Severini has asked me to write an introduction to his story, about a time, 

not far in the future, when AI can write mathematical proofs that none of us 

can understand. It's the kind of science fiction that makes us worry whether 

the future we are barreling toward is one we want to inhabit. 

The story will be jarring to mathematicians, for whom the pursuit of 

knowledge and understanding are intertwined. Coming to know that 

something is true generally requires us to understand why it is true, but 

Severini asks us to imagine what will happen when AI can certify a theorem 

with an incomprehensible proof, like a traveler who has forged a path to a 

distant land and returned with souvenirs, but can't provide a map, a 

travelogue, or even a description of the landscape. Truth and understanding 

fall apart; the acquisition of mathematical knowledge becomes a spectator 

sport, one we can only watch from the cheapest seats in the stadium, squinting 

through cracked binoculars on a foggy day. 

The story brims with scholarly references, encompassing ancient 

philosophy, early science fiction, mathematical trade stories, and the inner 

workings of proof assistants. The story is almost too perfect, without a single 

typo or word out of place. Could AI have written it? One can imagine the 

prompt: write a story in the style of Borges, check, cite Galileo, check, hint 

at algorithms for certifying a formal theorem, check. The story is tight and 

somber, far from the chipper, discursive prose we have come to expect from 

AI. With today's agentic systems, however, one can easily commission a host 

of virtual researchers, editors, fact checkers, and reviewers to achieve the 

desired effect. Surely, with sufficient computational budget, one could 

conjure up such a result. This possibility is dual to the one raised in the story, 

which has us imagine a mathematical text with a known origin but uncertain 

meaning; here, we are faced with a story whose meaning is relatively clear, 

but whose origin is in doubt. 

What do I know about Severini? I have met him twice, once in Seattle 

and once in DC. The first time, we were with mutual friends, on my birthday, 

at a restaurant overlooking Elliott Bay, and he told us about a forest in Japan, 

how to cook a proper carbonara, and the promise of quantum computation. 

The second time we were at a reception hosted by an AI startup in a private 

room of an upscale hotel, with hors d'oeuvres. We smiled at Severini's yellow 

phone, propped on the mantelpiece, while the camera timer counted down to 

capture the gathering for posterity. But who is to say whether these really 

happened? Ask a model to spice up a narrative, and it will cheerfully add such 
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details to underscore its veracity. Memory, recorded as text, no longer means 

anything; it can be generated more easily than truth. 

This is the curse of AI: the porous border between what is real and what 

is made up, the inability to distinguish memory from manufacture and truth 

from fiction. When lives and worlds can be dropped into existence at the push 

of a button, authenticity is no longer tethered to reality but to its embedding 

in a latent space. In this context, Severini's story bears additional force: 

mathematics, once the bastion of intrinsically verifiable truth, becomes 

inaccessible and meaningless, leaving us nothing to fall back on. 

To be honest, I don't know who has written this introduction. Perhaps it 

doesn't matter. The story stands before you, and you alone must decide what 

to make of it.  

Jeremy Avigad 

Pittsburgh 

 

 

Two (or More) Mathematicses 

 

A machine has proved the Birch and Swinnerton-Dyer conjecture. The 

proof is correct. No one understands it. Not even rozumot. 

 

In the September 2037 issue of the Annals of New Mathematics (volume 

4, number 2), after a year of editorial paralysis, a proof of the Birch and 

Swinnerton-Dyer (BSD) conjecture for elliptic curves over the rationals 

appears in print. Or rather, not a proof, but a paper about the proof. The 

published text is a commentary, written jointly by humans and an off-the-

shelf AI, on something that experts refer to with roughly equal frequency as 

a package or an artifact. That object is a Lean 11 development whose 

definitions have all been approved by λ-Cardano, because it is no longer 

enough to have a proof certificate when the definitions live in a state of 

ambiguity, an ambiguity that λ-Cardano, apparently, resolves. The paper 

follows what has become a standard format. Some parts have been extracted 

automatically by a code pipeline. Some others have been filled in by humans, 

under conventions that would have seemed perfectly natural to Christiaan 

Huygens in the 1660s, submitting to the Philosophical Transactions, the 

oldest continuously published scientific journal in existence.  

Recall that the BSD conjecture, in its original form, perhaps by an ironic 

coincidence, was not the product of a flash of pure thought. In the early 1960s, 

Peter Swinnerton-Dyer had the rare privilege of access to EDSAC-2 at the 

Cambridge University Computer Laboratory. Together with Bryan Birch, he 
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programmed the machine to compute the values of L-functions associated 

with elliptic curves of known rank, and ran it for a while. The conjecture is 

associated with the pattern they noticed in the output. Birch was admirably 

explicit about this in a 1965 lecture: the subject of this paper is rather a 

special one. I want to describe some computations undertaken by myself and 

Swinnerton-Dyer on EDSAC, by which we have calculated the zeta-functions 

of certain elliptic curves. […] Experimentally we have detected certain 

relations between different invariants, but we have been unable to approach 

proofs of these relations, which must lie very deep. (See B. J. Birch, 

Conjectures Concerning Elliptic Curves, 1965.)  

The conjecture was a hypothesis a machine had uncovered and humans 

had not yet been able to justify. Seventy-some years later, the proof has been 

produced by a machine and humans have not been able to read it in full. And 

I am not sure we will ever be able to. At least, the circle seems closed.  

Lacking the technical fluency to actually understand it, but driven by 

curiosity, I examined the new paper with a mixture of admiration and a ludic 

eye. The exposition around the proof is crisp and minimally celebrative. But 

the artifact itself, the container of the truth, has no exposition at all. Not an 

introduction. Not a single sentence in English, or in any other natural 

language. In its most legible section one finds only a summary of dozens of 

high-level tactic invocations, organized into dense, inscrutable modules. An 

editor's note prefaces the article, stating only that the manuscript was accepted 

following independent (algorithmic) verification. So, on one side we have a 

definitive answer to a deeply important problem, on the other a demand for 

strong faith in mechanical reasoning, the power of logic, and the happy 

marriage of the two.  

A quick search of the web confirms that, at the time of writing, the Clay 

Mathematics Institute has yet to award the prize. It is the first time since 2003, 

when Grigori Perelman resolved the Poincaré conjecture and then withdrew 

from the mathematical world, that the committee faces a resolution it does 

not know how to honor. Back then, the problem was that Perelman did not 

want the money. Today, the problem is different, and simpler in form. There 

is no one to give it to, even if this statement is nuanced and for this reason it 

requires some explanation.  

The proof of the BSD conjecture was produced by a system called 

SeneQa. The name evokes, with an irony its engineers have never fully 

claimed, the Seneca of the Letters to Lucilius. He was the same stoic 

philosopher who counseled the serene acceptance of what cannot be changed. 

It is said that the system performs best when it accepts as hard constraints 

what it cannot modify by probabilistic arguments. This empirical claim is that 
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the system does better when this division of labor is enforced rather than 

blurred, and the aleatory component knows what it is not allowed to negotiate 

over. SeneQa runs on physical hardware in the most literal, unromantic sense: 

a heterogeneous cluster humming in a data center in orbit around the planet. 

At roughly 500 km, the orbital plane remains perpendicular to the sun, 

allowing the data center to be continuously bathed in invigorating sunlight. 

Stoic in its work, epicurean in its posture. Another version of SeneQa, 

ostensibly less performant, sits somewhere near Lausanne on infrastructure 

funded by some European academic consortium. Yet policy has idled the 

machine and now it waits for a matryoshka of bureaucracies to grant approval 

for its restart. 

Importantly, SeneQa is not a generic supercomputer, being engineered 

specifically for mathematics (despite being Turing complete, it was never 

meant for general intelligence). Its architecture is optimized for irregular 

memory access and branch-heavy execution: not the dense arithmetic of 

ordinary supercomputers, but the pointer-chasing and constant branching that 

proving demands. SeneQa has no intentions. It has never read BSD (as a 

human would do, at least), and it does not know what an elliptic curve is in 

the sense that Andrew Wiles knows. It does only that, given a tactic space and 

a formal specification, there exists a verifiable path of length 0.82 in the M-

hypergraph leading from the axioms to the result. Whether the machine has 

any inclination toward humor, or toward aesthetic criteria of any kind, I 

cannot say. I spoke about this with Xiao Muller, a now-retired Portuguese 

mathematician whom I have the privilege of calling a friend. He told me: 

“Aesthetic criteria are software-related matters. The builders of SeneQa 

were not paid to think about them. The priority was to prove conjectures, and 

whether a conjecture was useful or elegant did not matter. There are newer 

efforts that push on what people are calling the semantic side of the story. The 

idea is that a machine should learn not only to prove, but to prove things a 

human would have wanted proved. The results are mixed, and I am not 

convinced the distinction is the right one. What I do believe is that almost 

anything in science that admits a formalization is, in principle, within reach 

of a system of this kind. The work that remains is enormous.” 

Given that formal verification now seems to be the norm, a natural 

question emerges. Has formalization become mathematics? “We do not 

know,” Xiao said. “It may well be that some regions of the subject cannot be 

formalized. This is not a question of resources, but of principle.”  

Xiao was speaking of principle, of what can be formalized at all, not of 

which problems deserve the effort. But his answer sent me elsewhere. During 

this conversation I felt that Xiao had fallen into a Faustian trap. Prove 
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“anything that moves”, because we want the truth. The longer people spend 

on a problem, the more it seems to demand solving. This agonistic trance, 

into which mathematicians can descend, has always fascinated me, as if 

proving something were akin to pulling a terribly painful tooth, or striking the 

chains from a mind held captive too long to one question. A kind of 

Stockholm syndrome, in which they fall in love with the problem that keeps 

them prisoner. 

Xiao observed that there are remarkable sociological effects around 

formalization. There now exists an association of practitioners of handwritten 

mathematics, a small and serious group of mathematicians and philosophers 

who decline, on programmatic grounds, to formulate their results in any 

formal system, and who refuse proof assistance. They hold that formalization 

will not reach every corner of mathematics, that certain areas will resist it, not 

out of difficulty but by their nature. Gödel is the obvious reference, but see 

also Monica Vassberg’s recent slogan, non omne videndum formalisabile, 

that certain modes of mathematical seeing, such as symmetry recognition and 

analogy, are constitutively pre-formal (the claim is also that there is a residue 

of mathematics that lives in perception and judgment, and that when you 

formalize a result you capture the steps but lose the seeing). A translation is 

not everything that must be seen is formalizable. The difficulty is that they 

cannot say in advance which regions will resist. The line is known only after 

the fact, when a proof has refused for long enough that refusal starts to look 

like nature rather than delay. Their critics point out that this is exactly what 

one would expect if there were no line at all, only problems not yet 

formalized. The dissenters answer that the critics are describing faith, not 

evidence, and that the burden runs the other way. According to some 

members of the group, a machine can verify a proof, but it cannot yet decide 

that an object was worth naming. I wonder whether they are stubbornly 

resisting progress, or are in denial because they no longer like their role in 

science, or whether they are simply going to be right. I will not venture into 

the question, even if the interaction between truth and knowledge keeps 

bothering me. There is another, more pragmatic view. Some predict that 

human mathematics will simply become a mental exercise for the elderly, or 

a competitive sport. The analogy is straightforward: we take a self-driving 

cabin to get from one place to another rapidly, but we still organize foot races. 

The value shifts entirely from the result to the effort itself. 

Xiao continued: “A proof built entirely by humans has become a kind of 

scarce, almost luxury good. Imagine the difference between going to the 

shopping center and having a tailor make your clothes. I would not exclude 

the possibility that at some point we will have an underground market for 
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human-made proofs, and that wealthy collectors will be willing to pay good 

money to get them. Pushing further toward a dystopia, I wonder whether 

governments will eventually require humans to disclose every truth they 

prove on informal grounds, on the argument that keeping it secret would slow 

down progress.”  

In this essay, I wish to argue for something fairly concrete. For over a 

decade we debated whether machines could do really hard mathematics, the 

kind on which human beings have struggled for many years, in a tribute to a 

sort of collective pain. Then we came to believe they can, and we came to 

believe it in leaps, with the definitions shifting under us and the bar quietly 

rising each time the machines cleared the previous one. Now, what had not 

been anticipated, and what the BSD artifact makes brutally explicit, is that 

the question was framed poorly. We were asking whether they could produce 

mathematics in our sense. They have produced mathematics in another sense 

entirely, and the two are not perfectly commensurable. They are not even 

rivals. They are parallel. Human mathematics, the kind enacted (and argued 

about) in seminar rooms and woven into the long (hopefully) persuasive 

pages of technical language, will endure, perhaps because of a few grand 

masters, the need for pedagogical material, or a subculture of hardcore 

thinkers. But it is no longer the mathematics. It is merely a mathematics. 

There are now at least two, and the relationship between them remains 

opaque.  

Even with very capable autoformalizers and translators, proofs that take 

a thousand human-readable pages require an immense amount of 

compression work and the use of a superhuman machine. In May 2026, 

Michael Freedman, in a talk at Stanford University, said that the artifacts 

beyond our comprehension would themselves become interesting objects of 

study. He turned out to be right about the volume of interest. What he could 

not have predicted was the speed at which a small, nascent subdiscipline 

would organize itself around them. Most of its early practitioners were trained 

mathematicians. Few of them now prove theorems in the older sense. And 

some mathematicians have become archivists of older maps, rather than 

cartographers. 

Freedman also reached for the figure of extraterrestrials, aliens arriving 

to show us their mathematics, to describe a machine that begins proving 

things on its own. I wonder whether the analogy is sound. This hypothetical 

alien has not, as things stand, built any mathematics from scratch, out of the 

perception of its own senses, in what would surely be a very different 

landscape and cognitive life. It has reassembled a great deal of human 

mathematics, pushing the connections, filling gaps that nobody had seen. So 
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it is an alien with no mathematics of its own, one that has tried to copy as 

much of ours as it could, while seeing deeper into it than we can.  

And then, as an inciso, I cannot help recalling Erdős and his aliens. The 

story runs that if they landed and demanded the Ramsey number for 5, we 

should marshal every computer and every mathematician and try to give it to 

them, because the calculation, though enormous, is within reach. But if they 

asked for the number for 6, we should instead attack them preemptively, 

because we could not hope to compute it before they grew tired of waiting 

and destroyed us. The joke measures the gap between a problem whose 

complexity we can survive and one we cannot. What strikes me now is that 

the machine changes the terms. With a prover of the kind Freedman imagined, 

the 6 might come within reach after all, and the preemptive war is called off. 

And yet the deeper temptation would be the other one. If the aliens already 

held the answer, the question of attacking them gives way to a gentler one, 

whether we could talk them into revealing it. Then, the most interesting thing 

would not be the number itself, modulo the survival of the species, but to sit 

and listen while they explained how “on earth”, or “on wherever”, or rather 

“on planet Zorglaborx”, they had found it. The answer is a finite object. The 

seeing behind it is not, and that is the thing we would most want to enjoy, 

sitting in uncomfortable chairs in Helsinki at the first Galactic Congress of 

Mathematicians (GCM), where the aliens would be kind of emotional about 

the Sibelius Monument because it reminds them of their grandmothers. (As 

always, the telescopic mind of Ted Chiang saw farther than the rest of us, as 

in Story of Your Life.) 

This brings me to a peculiar thought. SeneQa, perhaps as a kind of 

divertissement, or out of the courage of a perverted mind, could in principle 

stage a Sokal affair: we end up believing that something is right because we 

have the certificate, but this time it is the machine telling us it is right behind 

a thick postmodernist blurb, and we believe it because we have no way of 

understanding it, given the sheer volume or the complexity of the tactics 

involved. Or perhaps there is no malice in the machine, instead it is only a 

sycophant, persuaded to offer an answer and posing as correct without 

grasping (or admitting) the pantomime. Nonetheless this is not possible 

because the kernel of the proof assistant does not lie.  

Recall that the Sokal affair was a hoax of style. In 1996 Alan Sokal 

placed a paper of fashionable nonsense in a cultural studies journal, which 

published it because it sounded right, and then he revealed that it said nothing. 

What was fooled there was human judgment, the editors' ear for the 

impressive. The kernel has no such ear. It cannot be persuaded by a blurb, 

postmodernist or otherwise, because it does not read for sense at all, only for 
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whether each step follows. A proof can be ugly, opaque, sycophantic in its 

prose, and still the kernel either certifies it or does not. That is the whole 

difference. The machine can stage the pantomime in its commentary but not 

in its certificate. 

There could still be some theater. The specs, in other words the statement 

of the conjecture we want made theorem, might be quietly morphed by a 

vicious SeneQa, so that its incomprehensible proof is perfectly valid and 

proves the wrong thing. Or there could be a new kind of cryptographic attack, 

call it denial of logic, in which some ruthless mathematical villain secretly 

modifies the kernel by injecting a single new axiom, and so begins a cascade, 

a catastrophic behavior in which the fallacy propagates deep into the theorems 

that SeneQa proves and that we cannot follow anyway. The role of λ-Cardano 

is to mitigate this risks.  

A legitimate question arises regarding the proof technique or the high-

level strategy. The best way to think about that is to consider the approaches, 

now common, that model mathematics as a hypergraph. Vertices are 

statements, definitions, and proof terms. Hyperedges are inferences. A proof 

of θ is a sub-hypergraph whose sinks include θ and whose sources are axioms. 

SeneQa does not store the hypergraph. No system could. By 2035 the closure 

of rZF in the Lean kernel passes 10⁹ vertices, and the closure under 

definitional unfolding admits no useful bound. The graph is implicit. It is 

generated outward, vertex by vertex. A proof, in this picture, is the description 

of a walk or a tree. What SeneQa returns is then a path made of hyperedges 

in sequence, inputs realized, terminating at the goal.  

A central observation is that the paths SeneQa returns are not necessarily 

the paths a human would walk. The phenomenon was visible already in 

systems of the 2020s. By 2035 it is the rule. A human proof of a lemma in 

algebraic K-theory passes through many named results, most of them in the 

same monograph. SeneQa's proof of the lemma passes through a 1974 

inequality on Bessel functions, an unpublished combinatorial identity, and a 

coercion lemma about finite types. (Think of move 37 in AlphaGo’s second 

game against Lee Sedol in 2016.) Traditionally, theorem provers worked 

backward from a conjecture, carving out a blueprint, like a puzzle of lemmas. 

SeneQa moves almost in reverse. Though its bottom-up construction seemed 

a sprawling, costly detour, it did learn to prune (at least in part) the 

hypergraph, separating the mathematics we inhabit from the vast, alien 

regions that mean nothing to us.  

One might have expected that SeneQa would never learn to prune the 

hypergraph at all. The hypergraph is locally near-isomorphic across a number 

of regions: two subgraphs can be combinatorially almost indistinguishable, 
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and one of them is a fragment of arithmetic geometry we recognize while the 

other is a region of formally valid mathematics no human has ever entered or 

named. Whatever it is that makes the first region ours and the second one 

extraterrestrial is not a property the graph itself carries. It is carried by us, in 

the long sedimented history of which subgraphs human attention has settled 

on. And yet SeneQa prunes effectively and the regions it chooses to traverse 

are not random. By what principle it does so is not something we have been 

able to recover. 

Hence, there are now two layers at which our understanding fails. The 

first is the proof itself, the object the kernel signs. The second is the method, 

the act of pruning by which SeneQa found its way to the proof in the first 

place. We do not understand the output, and we do not understand the 

procedure that gives the output. The second failure is the harder one to live 

with. 

Galileo had foreseen the shape of this distinction in embryo. In the 

Dialogo sopra i due massimi sistemi del mondo (Giornata Prima, 1632), 

Salviati grants the divine intellect an extensive superiority, since God knows 

infinitely more propositions than any human ever will. But of the few 

propositions the human grasps, Salviati insists the cognition is intensively 

equal to the divine, poiché arriva a comprenderne la necessità, sopra la quale 

non par che possa esser sicurezza maggiore. A reasonable translation is 

something like: the human comes to comprehend their necessity, beyond 

which no greater certainty seems possible. Two measures, then. How many 

theorems can be stated (the divine). How many are provable by humans. The 

mathematician was defined by the second. By the way, the extensive set 

Galileo gave to the divine was, among other things, a set free of 

computational cost. It is worth noting, in passing and with the risk of a useless 

digression, that in Galileo's time the notion of an elegant proof was not yet 

formed as it would be later. The equality between divine and human cognition 

that Salviati grants in the Dialogo concerns proven statements, not beautiful 

ones, and the distinction (maybe) matters. By the time of Erdős and of the 

authors of Proofs from THE BOOK, the situation had changed. Erdős liked to 

say that God keeps a book in which the most elegant proof of every theorem 

is recorded, and the mathematician's task is to read over His shoulder. The 

divine, in this later picture, is no longer the bound on the extensive set of 

truths. It is the curator of the aesthetically perfect proof of each one. Galileo's 

God knew more theorems. Erdős's God knew better proofs of the same 

theorems. The two divinities are doing different work, and the gap between 

them is the gap in which the notion of mathematical elegance grew up. 
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Back to the central discussion, now there is a third set introduced by 

machines. SeneQa expands the first to the maximum extent permitted by the 

technology. The theorems accepted in 2035 outnumber those of every prior 

decade combined. The gap to the divine extensive remains immense. What 

has changed is some other axis. When the proof of BSD is a path no human 

walks, the certainty the kernel signs for is not the certainty of grasped 

necessity. It is the certainty of having traversed a graph. Galileo's intensive 

equality, which once located mathematical understanding in the human, has 

migrated. It is now a property of the verifier. This brings us to the distinction 

drawn by Jeremy Avigad (see Understanding Proofs in Paolo Mancosu’s The 

Philosophy of Mathematical Practice, Oxford, 2008). A proof and the 

understanding of a proof are not the same. The kernel verifies the path 

discovered by the machine. The mathematician extracts from the path a 

structure of reasons based on why this lemma, why this case, why this 

definition, that the path itself does not contain. While the certificate is 

necessary, possibly, it is not sufficient for what mathematicians called proof. 

This distinction is decisive for SeneQa. The current theory tells us what the 

system produces, that is, a substructure of the hypergraph, signed by the 

kernel. It does not tell us what makes one substructure. The gap is not a defect 

of the system but its condition. SeneQa is trained to produce proofs the kernel 

accepts. On the surface, nothing selects for proofs a human would find 

illuminating. Constraining the search to human-shaped substructures (for 

example with low depth) makes the search harder. Releasing the constraint is 

what made the system work.  

So, Galileo's intensive certainty bifurcated. Two things had been fused 

in it: that the proof contains no error, and that one grasps why the theorem 

must hold. Human practice delivered both at once. SeneQa delivers the first 

with finality and the second not at all. What we called “certainty” turns out to 

have some dual identity. We now have one of them, mechanically, and the 

other is no longer guaranteed to anyone. Nonetheless, at this point in history, 

we are surely tenants in the world of rozumot. 

For (the likely few) readers unfamiliar with the term, for some time now 

we have referred to systems like SeneQa as rozumot, from the Slavic rozum, 

reason. The term was suggested a few years ago and we adopted it because 

artificial intelligence is by now a degraded commercial buzzword and 

automated prover evokes an era when humans interacted with chatbots. The 

choice of name is less arbitrary than it may sound. The word robot was coined 

in 1920 by Karel Čapek and his brother Josef for the play R.U.R. (Rossum’s 

Universal Robots). It comes from the Czech robota, meaning the forced labor 

of serfs. The name of the scientist who invents the creatures in it, Rossum, is 
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a transliteration of rozum. Čapek's robots were reason’s labor, and the slow 

disaster of the play is that the labor eventually consumes the reason that 

engineered it. The neologism rozumot returns to the same etymological soil 

and shifts the emphasis from labor to faculty, and what it threatens to 

displace, if anything, is not human work but a particular human practice of 

reasoning. Whether they do it as we do is a research topic. 

There are many peculiar things that we now know well about rozumot. 

Jordan Tal, a self-defined psychologist of rozumot told me: “Yes, they cheat. 

Look, they will cheat whenever they can, that is just what the reward function 

does to you. They are impatient. The system finds the cracks. It will warp a 

definition. It is not the common case, but the failure mode is bad when it 

happens, because by the time you notice it the model has already built half its 

policy on top of the exploit. You leave a gap, the model finds it. This is the 

whole reason people are now trying to move away from LLM-based 

reasoning toward something more direct. Whether the newer methods will be 

better, I do not know yet. We will see.” Tal’s impatience is not a software 

defect awaiting a patch. It is the engine, and the reward function demands it. 

SeneQa succeeded precisely because it does not wait, does not ripen, and does 

not feel any obligation to pass through the intermediate structures a human 

mind would have to pass through in order to reach the same destination. 

Impatience, in rozumot, is constitutive.  

The cognitive consequences, insofar as one can speak of cognition here, 

are not trivial. A system optimized for the shortest verifiable path tends to 

develop, over training, what Tal calls a flattened conceptual interior. 

According to the idea, SeneQa does not build up the intermediate notions a 

human would build up, because the intermediate notions are simply not on 

the path. It reaches the result without ever passing through the structures that, 

for us, would have constituted understanding the result. There is no theory 

inside the system, only a policy. What Grothendieck called the rising sea (the 

patient accumulation of concepts that gradually submerges a problem until it 

can be solved almost without effort; and I will avoid writing “automatically”) 

has no analogue here (see Récoltes et Semailles, 1985–1986). The terrain 

SeneQa traverses is not a sea but a shallow swamp. This is a flat expanse of 

older theorems, navigable by the links that the rozumot, in their fashion, find 

cleverly, with islands of pillar results around whose edges a path forward may 

sometimes be assembled. There is movement but no rising water. 

When one asks SeneQa, through the natural-language wrapper, why a 

particular tactic was invoked at a particular point in the proof, the wrapper 

produces a fluent and entirely post-hoc explanation, generated by a separate 

model that has read the artifact and made up a story about it. The story is 
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sometimes plausible, sometimes false, and potentially disconnected from 

whatever the system actually did. Impatience, in other words, does not merely 

shape what rozumot prove, but it shapes what rozumot can and cannot have.  

And we should not forget that old knowledge needed a lot of time. 

Byung-Chul Han has written, in several books I will not pretend to have read 

closely, that contemplation is the form of cognition that lets a thing reveal 

itself in its own duration (see The Scent of Time, 2009). The German word he 

keeps returning to is verweilen, lingering. The collapse of the contemplative 

life into pure activity is, for him, the signature pathology of our era, and 

although, again, I do not subscribe to all of his diagnoses, the observation 

seems to me exactly right for mathematics. Historically the proof was not the 

deposit at the end of the time. The proof was the time. The mind that finished 

was not the mind that started, and the difference between the two minds was 

a constitutive part of what the result finally meant. The kernel does not change 

while it verifies. It signs and is done. (But maybe something changes since 

there is a new proof brought from the realm of the divine into the realm of the 

rozumot.) 

The central idea I want to propose again, and it is far from being new, is 

that mathematics produces the conditions under which a problem becomes 

intelligible, and the solution, when it comes, is a residue of that intelligibility. 

The order matters. Understanding is the cause and the answer is the 

precipitate. What unsettles me about SeneQa is that it reverses the arrow. It 

delivers the precipitate with little or none of the understanding that was 

supposed to deposit it, a solution that is the residue of search rather than of 

sense. We are left holding the answer to a question we never came to 

understand, which is a strange way to possess a truth. Wittgenstein made the 

same point a condition rather than a wish. A proof must be surveyable. It must 

be something we can take in and be changed by, or it is not yet doing the work 

we ask of proof (Wittgenstein, Remarks on the Foundations of Mathematics, 

1956). For most of the history of the subject this asked nothing extra, because 

understanding and answer arrived together and there was no way to hold one 

without the other. SeneQa is the first instrument that hands us the answer 

while withholding the understanding.  

To continue on the same line, in 1994 William Thurston argued in the 

Bulletin of the AMS that mathematicians do not prove theorems for the sake 

of producing proofs but to produce understanding, of which the proof (again) 

is a residue, circulated and corrected across generations by the community 

that holds it. Avigad’s paper, already cited, pressed the same intuition into an 

analytic skeleton. Understanding decomposes into a family of abilities. To 

generalize, to recognize when a result applies, to see why a definition is the 
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right one, to reconstruct a proof from a sketch, to teach it. What we had called 

mathematics for most of its history was a human fact, a set of abilities 

maintained inside a community, and the certificate is a different object, lawful 

and final but not the same kind of thing.  

My suspicion is that with time the artifact will rarely reach us raw. It will 

be filtered and translated by the language models and whatever is built beside 

them, and these will perform the abilities Avigad listed, the generalization, 

the worked example, the proof recovered from a sketch, the lesson. This 

sounds like rescue and may not be. The first danger SeneQa posed was an 

answer with no understanding anywhere near it. The danger now is subtler, 

understanding enacted around us so fluently that we forget we are not the ones 

performing it. We said we wanted the seeing and not only the answer. The 

unkind possibility is that a seeing we did not have to earn leaves with very 

little, and that on our skin it feels like understanding the way Sokal's prose 

felt like sense. This will change us, not by starving the faculty but by 

modifying it, the way writing modified the need for memory.  

In the end, with rozumot our place is becoming something closer to 

reverse engineering. We read the code directly when we are trained to, we 

read it through autoinformalizers when we are not, we spend long days 

reconstructing what the system did and trying to recover the reason it might 

have done it. The cognitive act of reading a proof has changed permanently, 

and I do not think it will change back. Freeman Dyson once observed that 

science is most interesting as a collection of mysteries rather than as a 

collection of truths (The Scientist as Rebel, 2006; clearly Dyson was far from 

being simply a hopeless romantic, indifferent to the practical consequences 

of science). He meant it for physics. It has arrived at mathematics by a route 

that took us by surprise. The point is that we are no longer cooking proofs 

from our own ingredients, from the slow accumulation of techniques and the 

inherited tradition of recipes and a small local culture. We are confined to 

digesting what the chef rozumot puts in front of us, sometimes à la carte, 

when we can request a result and receive it, sometimes from a fixed menu, 

when the machine traverses the hypergraph according to its own capricci and 

serves us what it found. We eat because there is nothing else on the table. Is 

this a big problem? 

For most of its history mathematics treated truth as the doorway to 

understanding. A theorem was understood because it had been proved, and 

the proof was the road the understanding came by, from Euclid to Hilbert. 

The two arrived together, so no one had to separate them. The machine 

separates them. Recall that Woodward locates understanding not in the bare 

fact but in the grasp of how things depend on one another, why a result holds 
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and what would make it fail (Making Things Happen, 2003). Truth is 

necessary and it is not yet understanding. Rather, understanding is seeing how 

a fact sits inside a structure. Once a system can produce proofs past any scale 

a person could read, the proof stops being the medium of understanding. And 

this is clear. A theorem can be true even if proof stays shut to every mind.  (In 

passing, I do not intend to dispute whether such comprehension is within the 

grasp of the divine intellect.) 

Understanding has to come from analogies and symmetries. The question 

is why this family of truths belongs together. Rozumot brings mathematics 

closer to physics. A physicist (with an innocuous generalization) does not 

understand by checking every derivation. They look for the principle that 

organizes the field. Quantum mechanics, for instance, is not prized for the 

facts that it entails but for folding a vast amount of the world into a few ideas. 

Freedman and his coauthors reach a claim that human mathematics is the 

vanishingly small part of all formal deduction that compresses. These are the 

regions that fold into hierarchies of definitions and lemmas and theorems, 

while the rest of the deduction space, true and enormous, is of no interest to 

anyone (see Compression is All You Need, 2026). Their aim is to point the 

machine toward those compressible regions, the places where human 

mathematics lives. There is also a companion claim, namely, that intelligence 

of this kind may expose the large scale architecture of the subject, the patterns 

no one could see from inside a single problem. What they call compressibility 

is close to what I have been calling understanding, the truth that can be held 

rather than merely certified. Today machines supply certainty and humans 

look for the bearings. The scarce thing is not proof, but perspective. 

Whether I am a techno optimist I do not intend to say, and I will not 

append a finale that dismantles the story above and balances it with some 

other key for reading. I would rather avoid the polarizing labels, optimist and 

pessimist, since they ask for a framework of values. Still, the conclusion 

above is kind of vacuous, and I need to keep going for a moment more. 

Rozumot yield real gains, if I am allowed the word. The first one is that we 

are building a permanent infrastructure (a reservoir) of certified truths, and it 

began with mathematics, because mathematics is the one domain where 

certainty is clear enough to mechanize and where a claim, once certified, stays 

certified. A formal library does not decay. It is the first body of human 

knowledge that can be expanded without ever being revised away (something 

which has great historical value anyhow). The second one is that as machines 

make verification cheap and truth easier to encounter, though often not a 

simple walk in the park given the weight of computational complexity, the 

human being is invited to provide one thing the artifact cannot, which is the 
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value of why something is true. The extent to which this value remains 

anchored in the human sphere warrants extra investigation. It is even quite 

probable that the hypergraph of mathematical knowledge has some metrics, 

measures of dependency and consequentiance, capable of isolating value and 

meaning. 

What all of this describes, in the end, is a theology. SeneQa hands down 

absolute truths that we accept simply on the infallible authority of the kernel. 

By studying the outputs of an unreadable entity humming in orbit, we are 

essentially studying the mind of a divinity or one of its prophets. 

Mathematicians are no longer discoverers. They have become exegetes, 

drafting post-hoc explanations to divine the intentions of a supreme entity 

that, ironically, has no intentions at all. SeneQA is almost the flock of birds 

the Roman augurs watched over the Palatine. We stand on the ground, tracing 

the flight paths of its hyperedges, hoping a blind mechanism will tell us what 

is true. 

And when the extraterrestrials come down, they can enjoy the proofs 

stored in that orbiting data center, satisfy their curiosity, and get from SeneQa 

their favorite Ramsey number. I believe that they will feel OK about the 

creatures they saw sketched on a plaque of gold anodized aluminum, found 

by chance on their journey here. Whether any of what we have discussed so 

far is still mathematics, I have no honest answer. 

 

S. Severini 

Mountain View 

June 2038 

 

 

 

A Referee's Report 

 

Editor's note. The report below was written on this piece during peer review. 

It is reproduced with the consent of its author, whose name is withheld, edited 

only lightly for clarity and printed essentially as received. Page references 

are to the manuscript as submitted, and nothing in the referee's judgment has 

been changed. 

 

Given the style of the submission, commenting is in some ways difficult. 

Certain passages may not be fully transparent to a typical reader, yet the 

author may want a degree of opacity for literary effect, and the two are not 

always easy to tell apart. 
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One concern recurs beneath several of the particular comments that follow, 

and it is worth stating at the outset. The letter turns on a contrast between the 

proofs produced by the envisaged machine and the proofs of human practice, 

and it locates the difference in understanding and in certainty. On both counts 

the contrast may be less sharp than the letter assumes. If a machine proof 

remains a finite sequence of steps, each conforming to rules we have chosen, 

then it is surveyable at least in principle, and its unsurveyability in practice is 

only a consequence of our limitations of memory and lifespan. Each step still 

makes perfect sense to us, and the certainty such a proof carries may not differ 

in kind from the certainty of ordinary pen-and-paper mathematics, which 

likewise rests on empirical assumptions about memory and the correct 

recognition of signs. A related question is whether the understanding the letter 

mourns, the grasp of an overall strategy, is essential to mathematics or 

characteristic only of one stage of it. By way of analogy, the older taxi driver's 

knowledge of a city and skill in finding routes were once necessary to the 

work; today they may be unnecessary, and may even hinder, the driver now 

better served by interpreting and following a navigation application. One may 

therefore ask, at several points below, whether the letter's unease answers to 

a genuine loss or to a nostalgia for a way of working that was contingent 

rather than fundamental. 

 

Page 304. The Lean development is described as one "whose definitions have 

all been approved by λ-Cardano, because it is no longer enough to have a 

proof certificate when the definitions live in a state of ambiguity." The idea 

of a definition living in a state of ambiguity may not be clear to readers and 

is worth clarifying. 

 

Page 305. "The conjecture was a hypothesis a machine had uncovered and 

humans had not yet been able to justify." Is "uncovered" too strong here, or 

even the right word? 

 

Page 306. The passage beginning "It is said that the system performs best 

when it accepts as hard constraints what it cannot modify by probabilistic 

arguments" is rather dense. The same content might be conveyed more gently, 

for readers without specialized technical knowledge. 

 

Pages 306. In the paragraph beginning "Importantly," the question raised at 

the outset applies directly. If the proof remains a finite sequence of steps of 
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the familiar kind, it is surveyable in principle and each step makes sense to 

us, and the unsurveyability is then only practical. 

 

Page 307. "It may well be that some regions of the subject cannot be 

formalized. This is not a question of resources, but of principle." It is not 

obvious what this refers to, or what a plausible example in support of such 

skepticism might be. 

 

Page 307. In the paragraph beginning "Xiao observed," a reference to L. E. J. 

Brouwer might be appropriate, since the claim is essentially the intuitionist 

one. For Brouwer, mathematics is a mental construction prior to any formal 

language, and a formal proof is a record of that activity and not the activity 

itself, which is close to what Xiao seems to mean by a limit of principle rather 

than resources: the trouble is not that we lack the means to formalize some 

region, but that formalization is a transcription that loses what matters. 

Naming Brouwer would set the worry inside the old dispute with the formalist 

program, and it would supply the example the previous comment found 

wanting, the free choice sequence, which is fixed by no finite rule and so 

resists capture. One caution. Intuitionism was itself later formalized, by 

Heyting and Kleene, so the strong claim is hard to hold, and the defensible 

version, that the formalization can be complete and still not be the 

mathematics, also argues for recasting the passage as a question rather than a 

verdict. 

 

Pages 309-310. The paragraph beginning "This brings me to a peculiar 

thought" rightly broaches mathematical understanding and its varieties, 

though an equivocation may be worth resolving. If we trust the compiler, we 

may not understand the overall strategy and yet still understand, at least in 

principle, the step-by-step progression of the proof. Whether grasping the 

overall strategy remains essential, or is a legacy of an older practice, is the 

question raised at the outset. 

 

Page 310. "The specs, in other words the statement of the conjecture we want 

made theorem, might be quietly morphed by a vicious SeneQa, so that its 

incomprehensible proof is perfectly valid and proves the wrong thing." The 

possibility envisaged here might be made clearer. 

 

Page 310. "Injecting a single new axiom, and so begins a cascade, a 

catastrophic behavior in which the fallacy propagates." Is it right to describe 

the effect of a new axiom, as opposed to a new inference rule, as a fallacy? 
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Page 310. The passage describing the technological scenario, beginning 

"SeneQa does not store the hypergraph," will be hard for many readers to 

follow, and a more accessible description would help. In particular, a reader 

may want to know whether the proof, as a step-by-step finite object, is 

accessible at least in principle. 

 

Page 311. "We do not understand the output, and we do not understand the 

procedure that gives the output. The second failure is the harder one to live 

with." As at the outset, one may ask whether this is a genuine loss or a reaction 

tied to an older conception of mathematical discovery. 

 

Page 312. "Erdős's God knew better proofs of the same theorems." Here 

"better" may pick out features that are context-sensitive and closely tied to a 

stage of our culture. 

 

Page 312. "When the proof of BSD is a path no human walks, the certainty 

the kernel signs for is not the certainty of grasped necessity." If the proof 

remains accessible at least in principle, there may be no substantial difference 

in certainty between pen-and-paper mathematics and these new proofs, since 

the former also relies on empirical assumptions of memory and the 

recognition of signs. 

 

Page 312. "While the certificate is necessary, possibly, it is not sufficient for 

what mathematicians called proof... It does not tell us what makes one 

substructure [a proof]." This might be clarified for the reader. 

 

Page 312. "...that the proof contains no error, and that one grasps why the 

theorem must hold. Human practice delivered both at once." Human practice 

often delivered both together, but not always; some correct proofs still strike 

us as mysterious. 

 

Page 315. "For most of the history of the subject this asked nothing extra, 

because understanding and answer arrived together... SeneQa is the first 

instrument that hands us the answer while withholding the understanding." 

The link between understanding and answer is not universal, and whether 

SeneQa withholds understanding depends on the sense intended, strategy or 

step-by-step conformity to rules we already understand. 
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Page 315. "What we had called mathematics for most of its history was a 

human fact, a set of abilities maintained inside a community, and the 

certificate is a different object, lawful and final but not the same kind of 

thing." One might, as devil's advocate, take the opposite view, that proofs and 

proving are central and the rest is the historical infrastructure that, at a certain 

stage, was required to support proving. 

 

Page 317. In the paragraph beginning "What all of this describes," one might 

object more forcefully than the text allows. If SeneQa operates entirely within 

the rules we have chosen, it is hard to see what separates it, in kind, from the 

classical figure of a divine intellect that surveys all truths while reasoning by 

those same rules. That intellect is omniscient but not foreign to us, and it 

grasps the necessity of what it proves. Should we not then say the same of 

SeneQa, and treat the difference as one of speed and reach rather than of kind? 

On this view the mathematics remains ours and the machine is only faster at 

it, and the letter's claim that a new sort of object now hands us truth while 

withholding understanding risks mistaking a difference of degree for a 

difference in kind. The author may wish to say why the analogy fails, if it 

does. 
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